Perceptual Attunement in Vowels: A Meta-Analysis

ABSTRACT: Although the majority of evidence on perceptual narrowing in speech sounds is based on consonants, most models of infant speech perception generalize these findings to vowels, assuming that vowel perception improves for vowel sounds that are present in the infant’s native language within the first year of life, and deteriorates for non-native vowel sounds over the same period of time. The present meta-analysis contributes to assessing to what extent these descriptions are accurate in the first comprehensive quantitative meta-analysis of perceptual narrowing in infant vowel discrimination, including results from behavioral, electrophysiological, and neuroimaging methods applied to infants 0–14 months of age. An analysis of effect sizes for native and non-native vowel discrimination over the first year of life revealed that they changed with age in opposite directions, being significant by about 6 months of age. © 2013 Wiley Periodicals, Inc.

Keywords: development; humans; infancy; language; meta-analysis; speech; vowels

INTRODUCTION

Over the last 50 years, the experimental study of infant speech sound discrimination has provided us with important insights into early perceptual abilities and their change as a function of development and language exposure. Much attention has been paid to perceptual narrowing: Infants are thought to start out with language-universal perceptual abilities (i.e., patterns of perception that are independent of language exposure), and these abilities would become tuned to the infant’s ambient language as a function of exposure, culminating in the end of the first year of life with qualitatively different patterns of perception by infants exposed to different languages.

Perceptual narrowing provides crucial insights on the psychobiological bases of language because it is the first sign that infants are acquiring their native language. Therefore, attunement can shed light on the complex interplay of biological and experiential factors involved in the unfolding of linguistic abilities. For instance, we have recently learned that infants exposed to serotonin reuptake inhibitors prenatally show perceptual attunement earlier than control infants (Weikum, Oberlander, Hensch, & Werker, 2012). Additionally, individual variation in attunement predicts later language development (a recent review in Cristia, Seidl, Junge, Soderstrom, & Hagoort, in press). Compared to consonants, vowels are more clearly heard in the womb (a recent summary in Granier-Deferre, Ribeiro, Jacquet, & Bassereau, 2011). Therefore, attunement for vowels results from speech exposure starting even before birth, and it has been thought to be evident earlier than consonants (a question we revisit below). Thus, vowel discrimination scores could be particularly useful to make decisions regarding both the at-risk status of specific infants and their priority for treatment, and the short-term effects of early treatments, at a very young age.

An additional reason for studying perceptual narrowing in vowels is internal to the field of infant speech perception. In fact, the majority of evidence for perceptual narrowing in speech perception comes from consonants. Nevertheless, prominent models of early speech perception by and large consider perceptual narrowing to apply to all speech sounds rather than to
consonants in particular. Therefore, it is crucial to assess how far such generalization is suitable, as some evidence suggests that vowels and consonants are not completely comparable. To begin with, a host of infant, child, and adult psycholinguistic evidence suggests that they are not processed in precisely the same way (e.g., Bonatti, Peña, Nespor, & Mehler, 2004; Caramazza, Chialant, Capasso, & Miceli, 2000 and references therein). Moreover, while infants’ perception can change with brief lab-based exposures to consonants (e.g., Cristia, McGuire, Seidl, & Francis, 2011 and references therein) and lexical tones (Liu & Kager, 2011), such perceptual warping has failed to occur for vowels (Pons, Mugitani, Amano, & Werker, 2006; Pons, Sabourin, Cady, & Werker, 2006). Based on these substantial differences in findings on vowels and consonants, it is of particular interest to revisit the question of perceptual narrowing for vowels specifically.

Before turning to the quantitative study, we will provide a brief overview of a few prominent models of perceptual narrowing in infant speech perception. The Native Language Magnet model (NLM; Kuhl, 1994; Kuhl et al., 2008) was originally based on evidence from vowel discrimination (Kuhl, Williams, Lacerda, Stevens, & Lindblom, 1992), and it is better specified than the other models in terms of when and how vowel perception becomes attuned to the native language (e.g., Kuhl et al., 2008). For this reason, we expand on this particular model and the evidence supporting it first.

The perceptual magnet effect refers to the phenomenon that vowel tokens are treated differently depending on how prototypical they are of a vowel category. Vowel prototypes in the context of NLM have been described as the representations most often activated (Kuhl et al., 2008), or as the centers of a vowel category (cf. Feldman, Griffiths, & Morgan, 2009). With exposure to the native language, prototypical vowels start acting like magnets, warping perceptual space such that it shrinks around prototypical vowels and creates nonlinearities in perception. Thus, discrimination of tokens close to a prototype becomes worse than discrimination of tokens toward the category boundary. Since warping depends on exposure to sounds mapping on native vowels, no such magnet effect occurs for non-native vowels.

Early evidence for language-specific vowel perception relied on nonlinearities in the detection of within-category changes. A first indication for native vowel prototypes was given in two studies on 6-month-old English-learning infants, who were better able to discriminate vowels in the direction from a nonprototypical to a prototypical native exemplar of [i] (the vowel in the word “sheep”) than vice versa (Grieser & Kuhl, 1989; Kuhl, 1991). The seminal Kuhl et al. (1992) study subsequently documented that American English 6-month olds failed to detect many vowel changes around the prototypical [i] in their language but were sensitive to the same acoustic distances centered around [y], while Swedish infants tested with the same stimuli readily heard such changes around the non-native [i] and missed them around native [y]. Based on this evidence, Kuhl and coworkers proposed that narrowing occurs earlier in vowels (by around 6 months) than in consonants (closer to 8–10 or as late as 10–12 months; Werker & Tees, 1984). The NLM model in its current form is not restricted to within-category changes, and has been invoked in several studies that document developmental changes (Polka & Werker, 1994), cross-linguistic differences (e.g., Bosch & Sebastián-Gallés, 2003), or cross-contrast differences (better discrimination for a native than a non-native contrast, e.g., Cheour et al., 1998; but see Best, McRoberts, LaFleur, & Silver-Isenstadt, 1995).

NLM is not the only model that has been put forward to account for infant speech processing, and other existing models could also capture the aforementioned changes in vowel discrimination. The Perceptual Assimilation Model (PAM; Best, 1994) is also well known. However, it provides an account primarily in terms of how non-native sounds are processed once native perceptual categories have already been formed, rather than explaining the process by which native and non-native categories come to be treated differently, and thus it is not a model of perceptual attunement. We note here that PAM will become relevant once more in the final discussion below.

The developmental framework for Processing Rich Information from Multi-dimensional Interactive Representations (PRIMIR; Werker & Curtin, 2005) is another mainstream model of infant speech perception. In this model, perception always must be conceived as operating in multiple levels or planes at the same time. One of these is the General Perceptual plane, which encodes discrimination abilities that are initially independent of language exposure, and thus very similar in infants exposed to different languages. As a function of language experience, including not only listening but also visual and articulatory experience, this plane is somewhat reorganized reflecting the native language categories, such that some innate boundaries are erased, enhanced, or shifted. This model also states that this representation, albeit language-specific, is not very robust or abstract. True phonological categories will only emerge as the child begins to learn words and store them in the Word Form plane, at which point a third plane (Phoneme plane) will begin to be developed (compare this with the Word Recognition and Phonetic...
Finally, do these changes occur by about 6 months? native contrast discrimination improve with age? Third, gated specific features of this process: Second, does contrast is native or non-native? A change in opposite directions for native and non-native contrasts and with infant age depending on whether the contrast is native or non-native? A change in opposite directions for native and non-native contrasts and with a more positive slope for native contrasts is indicative of perceptual narrowing. Subsequent questions investigated specific features of this process: Second, does native contrast discrimination improve with age? Third, does non-native discrimination deteriorate with age? Finally, do these changes occur by about 6 months?

METHODS

Search Protocol
A full search on scholar.google.com was conducted in September 2012 with the keyword combination “(infant infancy) & {vowelspeech soundsyllable} & discrimination.” Additionally, the search terms were translated into French, German, Japanese, and Spanish for additional searches. We also asked experts in the field to inform us of any published or unpublished studies we had missed. Experts were defined as scientists having participated in at least two studies identified in our intermediate search sample or who were part of a lab where such research had taken place, and who were still active in the field or could be otherwise contacted. Further, articles were added based on a screening of articles cited and articles citing the articles in the remaining search sample. The complete sample is available as a public resource (Tsui & Cristia, in preparation, https://sites.google.com/site/inphondb/).

The search sample was narrowed down to the final search sample of 19 articles based on the following inclusion criteria: (1) The study focused on normally developing infants, with at least one age group involved being 12 months of age or less. (2) At least two age groups were assessed on the same vowel contrast. (3) Discrimination was the key component of the task. (4) The two stimuli being discriminat- ed were described as differing only in vowel quality or quantity. (5) The two stimuli being discriminated were auditory only. If a visual stimulus was presented, it was only for the purpose of indirectly measuring infants’ attention by looking time, or in order to distract infants with unsystematic stimuli. (6) The articles was published in any source, including peer-reviewed journals ($N=15$, in addition, two articles are under review: Benders, submitted and Mazuka, Hasegawa, & Tsuji, submitted, and two articles are in preparation: Liu & Kager, in preparation a, and Liu & Kager, in preparation b), conference proceedings ($N=1$), and theses ($N=1$). Given that the key question pertained to the first year, we excluded records focusing on infants older than 15 months of age. The 19 articles of the final search sample contained 116 eligible records. We define a record as an experimental unit for which a separate result was reported. In most cases, this was one experiment on one group of infants, but sometimes it was the case that, for instance, values for different orders of presentations were reported separately. In such cases, we counted each reported unit as one record.

Experimental Methods for Assessing Infant Speech Sound Discrimination
Before turning to the quantitative analysis, we will give a short overview of the methods used to assess speech sound discrimination in infants. Along with the methods themselves, we will outline the respective dependent variables on which later effect size calculations were based. Although the methods combined in this meta-analysis are varied, they all assess the same construct, namely infants’ response to a sound change. As such, they are suitable for combination into one meta-analysis.

Central fixation (CF), also sometimes referred to as Visual Habituation, is a paradigm where a central audiovisual stimulation is presented contingent on the infants’ attention (for details, see Werker, Cohen, Lloyd, Casasola, & Stager,
Therefore, it can be used in combination with habituation–dishabituation designs, where the same stimuli are presented repeatedly until attention wanes. It can also be used in familiarization-preference designs, where the initial exposure is fixed in duration (rather than dependent on a decline of attention). In both cases, the habituation or familiarization phase is followed by a test phase, in which the infant is presented with one or multiple trials of the same stimulus, as well as one or multiple trials of a novel stimulus. The looking times to the same and novel trials are the dependent variables, and the difference in looking times is assessed within-participants. All but one of the studies using CF in the current sample followed the above design. One study (Benders, submitted) employed the stimulus alternation design, a variant of CF in which infants are presented nonalternating trials with repetitions of the same stimulus as well as alternating trials in which the same stimulus alternates with a novel stimulus, without a prior habituation or familiarization phase. The study with this design assessed differences in looking times by calculating the ratio of look duration during alternating trials divided by the look duration during the surrounding nonalternating trials.

In the Headturn Preference Paradigm (HPP), audiovisual stimulation is presented on the right and left sides of the infants contingent on their head-turns to the respective sides (for details, see Kemler Nelson et al., 1995). Like CF, HPP can be used in familiarization-preference designs such that the infant is initially exposed to repetitions of the same stimulus until a fixed looking time has accumulated. In the subsequent test phase, the infant is presented with multiple trials of the same or a novel stimulus, which are presented on either the left or the right side paired with a flashing light in pseudo-random order. The difference in infants’ orientation times to trials with the same or novel stimulus is assessed within-participants.

The Conditioned Head-Turn (CHT) paradigm also makes use of infants’ headturns toward a visual reinforcement. Infants are trained to respond to sound changes by turning their head toward a visual reinforcement each time there is a sound change. At a subsequent stage, the visual reinforcement becomes conditional on correct headturns (details in, e.g., Werker, Polka, & Pegg, 1997). After training infants on this contingency, they are tested on the sound contrast of interest (sometimes on several contrasts over subsequent days). A single measure per participant, such as the percent of correct headturns to a sound change is reported as the dependent measure. While some studies also report the sensitivity measures d-prime or a-prime, we base our effect size calculations of percent correct in the current sample because this was the measure consistently reported in all studies.

In electroencephalography (EEG), the electrical activity of the brain is measured with electrodes placed on the scalp. Infant speech sound discrimination has often been measured through the mismatch response (MMR), an event-related potential (ERP) response that appears when a rare (deviant) stimulus is presented in a row of repeated (standard; for details, refer to Cheour, Leppänen, & Kraus, 2000). As the method does not require attention to stimulation, infants are often silently entertained with toys or a silent movie during the experiment. The MMR is defined as the difference wave between the response to standard and deviant stimuli. Both the latency and amplitude of the MMR constitute important measures. For the purpose of the current study, we chose to base effect size calculations on the amplitudes. The auditory MMR in adults occurs as a fronto-central negative potential at around 150–250 ms after onset of stimulation, while in infants both positive and negative polarities in a broader time-range are observed. In one of the two EEG studies included in the final analysis, the MMR was defined as the most negative peak in a time window of 200–500 ms, and amplitude was calculated from a 50-ms time-window centered around the peak at right frontal electrode F4. In the other study, the MMR was defined as the most negative peak in a time-window from 150 to 300 ms, and amplitude was calculated as the average over fronto-central bilateral electrodes F3, C3, P3, F4, C4, P4 in a 100-ms time-window centered around the peak.

Near-infrared spectroscopy (NIRS) measures changes in hemoglobin oxygenation in specific brain regions. Speech sound discrimination in infants is measured by presenting blocks in which a single (type of) stimulus is repeated, as well as “alternating” blocks, in which that stimulus is interspersed with a novel one. As in EEG, infants do not need to attend to stimulation and are often entertained with unrelated visual stimuli during the experiment. Two types of dependent variables have been typically used for measuring speech sound discrimination in infants: changes in oxygenated or deoxygenated hemoglobin concentration between the two types of blocks mostly in probes over the superior temporal gyrus (STG) in the left hemisphere, or a laterality index calculated from probes over STG in both hemispheres, indicating how selective the activation is. As the former is regarded as a measure of pure discrimination, while the latter is regarded to reflect more linguistic processing, we aimed to include the former in the analysis. However, for the three studies included in the final analysis, we succeeded in retrieving the former in two, and the latter in all three studies. We therefore decided to calculate the effect sizes based on the laterality index for all three studies.

We decided on the effect size measure by experimental method as outlined below. We then divided the articles randomly and coded them independently. After the coding process, records were cross-checked for inconsistencies several times.

Selection of Samples and Coding of Effect Size

Of the 116 records, we succeeded in calculating effect sizes for 100 records (86%) out of 18 studies (cf. Table 1 for an overview of studies for which effect sizes could be calculated). The articles for which we were able to calculate effect sizes were published between 1992 and 2012 (2 were under review and 2 in preparation) by 13 different first authors. Following standard meta-analytic practice, we removed outliers above or below 3 SD from the sample mean (Lipsey & Wilson, 2001). Three records were removed by this criterion (cf. Fig. 1). Thus, the final dataset included 97 records, 75 for native and 22 for non-native. The records were based on a
<table>
<thead>
<tr>
<th>No.</th>
<th>Authors</th>
<th>Year</th>
<th>Age (days)</th>
<th>Native Language</th>
<th>Contrasts</th>
<th>Nativeness</th>
<th>Method</th>
<th>Dependent Variable</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Benders</td>
<td>subm.</td>
<td>359, 461</td>
<td>Dutch</td>
<td>sak-sak, sak-sak/sa:k-sa:k, sak-sa:k/sa:k-sa:k</td>
<td>Native, non-native</td>
<td>CF</td>
<td>Ratio of alternating to non alternating looks</td>
</tr>
<tr>
<td>2</td>
<td>Bosch &amp; Sebastián-Gallés</td>
<td>2003</td>
<td>139, 246, 371</td>
<td>Catalan, Spanish, bilingual</td>
<td>dədi -deði</td>
<td>Native, non-native</td>
<td>HPP</td>
<td>Looking tines to old and novel trials</td>
</tr>
<tr>
<td>3</td>
<td>Cardillo</td>
<td>2010</td>
<td>213, 324</td>
<td>English</td>
<td>u-y</td>
<td>Non-native</td>
<td>CHT</td>
<td>Mismatch response</td>
</tr>
<tr>
<td>4</td>
<td>Cheour, Alho, Ceponiene, Reinkainen, Sainio, et al.</td>
<td>1998</td>
<td>3, 97</td>
<td>Finnish</td>
<td>y-i</td>
<td>Native</td>
<td>EEG</td>
<td>Mismatch response</td>
</tr>
<tr>
<td>5</td>
<td>Figueras Montiu &amp; Bosch Galceran</td>
<td>2010</td>
<td>140, 264</td>
<td>Catalan, Spanish</td>
<td>dodi-dudi</td>
<td>Native, Non-native</td>
<td>HPP</td>
<td>Looking tines to old and novel trials</td>
</tr>
<tr>
<td>7</td>
<td>Liu &amp; Kager a</td>
<td>prep.</td>
<td>177, 270, 348, 443</td>
<td>Dutch</td>
<td>I-i</td>
<td>Native</td>
<td>CF</td>
<td>Looking tines to old and novel trials</td>
</tr>
<tr>
<td>8</td>
<td>Liu &amp; Kager b</td>
<td>prep.</td>
<td>174, 266, 356, 447</td>
<td>bilingual</td>
<td>I-i</td>
<td>Native</td>
<td>CF</td>
<td>Looking tines to old and novel trials</td>
</tr>
<tr>
<td>9</td>
<td>Marean, Werner, &amp; Kuhl</td>
<td>1992</td>
<td>60, 91, 183</td>
<td>English</td>
<td>a-i</td>
<td>Native, non-native</td>
<td>CHT</td>
<td>% correct headturns</td>
</tr>
<tr>
<td>10</td>
<td>Mazuka, Hasegawa, &amp; Tsuji</td>
<td>in press</td>
<td>141, 309</td>
<td>Japanese</td>
<td>bick-be:k, buck-book, buck-by:k</td>
<td>Non-native</td>
<td>CF</td>
<td>Looking tines to old and novel trials</td>
</tr>
<tr>
<td>11</td>
<td>Minagawa-Kawai, Mori, Naoi, &amp; Kojima</td>
<td>2007</td>
<td>106, 198, 319</td>
<td>Japanese</td>
<td>mana-mina</td>
<td>Native, non-native</td>
<td>NIRS</td>
<td>Laterality Index</td>
</tr>
<tr>
<td>12</td>
<td>Minagawa-Kawai, Naoi, Nishijima, Kojima, &amp; Dupoux</td>
<td>2007</td>
<td>119, 229</td>
<td>Japanese</td>
<td>i-ui, u—ui</td>
<td>Native, non-native</td>
<td>NIRS</td>
<td>Laterality Index</td>
</tr>
<tr>
<td>13</td>
<td>Mugitani, Pons, Fais, Dietrich, Werker, &amp; Amano</td>
<td>2009</td>
<td>302</td>
<td>Japanese</td>
<td>taku-ta:ku</td>
<td>Native</td>
<td>CF</td>
<td>Looking tines to old and novel trials</td>
</tr>
<tr>
<td>14</td>
<td>Polka &amp; Bohn</td>
<td>2011</td>
<td>103, 144</td>
<td>Danish</td>
<td>dt-dt, det-det, det-det</td>
<td>Native, non-native</td>
<td>CHT</td>
<td>% correct headturns</td>
</tr>
<tr>
<td>15</td>
<td>Pons, Albareda-Castellot, &amp; Sebastián-Gallés</td>
<td>2012</td>
<td>138, 200, 375</td>
<td>Catalan, Spanish</td>
<td>bel-bil</td>
<td>Native</td>
<td>CF</td>
<td>Looking tines to old and novel trials</td>
</tr>
<tr>
<td>16</td>
<td>Sato, Mori, Furuya, Hayashi, Minagawa-Kawai, &amp; Koizumi</td>
<td>2003</td>
<td>100, 127, 154, 181</td>
<td>Japanese</td>
<td>itta-itte</td>
<td>Native</td>
<td>NIRS</td>
<td>Laterality Index</td>
</tr>
<tr>
<td>17</td>
<td>Sato, Sugabe, &amp; Mazuka</td>
<td>2010</td>
<td>121, 228, 288</td>
<td>Japanese</td>
<td>mana-ma:ma, manamimina</td>
<td>Native</td>
<td>CF</td>
<td>Looking tines to old and novel trials</td>
</tr>
<tr>
<td>18</td>
<td>Sebastián-Gallés &amp; Bosch</td>
<td>2009</td>
<td>132, 252, 380</td>
<td>Catalan, Spanish, bilingual</td>
<td>dodi-dudi, do-da, dedidudi</td>
<td>Native, non-native</td>
<td>HPP</td>
<td>Looking tines to old and novel trials</td>
</tr>
</tbody>
</table>
total of 1,613 unique infants, some of them measured repeatedly for a total of 1,882 unique measurements. Effect sizes were calculated based on Lipsey and Wilson (2001). As outlined in the Experimental Methods for Assessing Infant Speech Sound Discrimination section, depending on the method, the outcome was either reported as a comparison between two conditions within one group of infants (CF, HPP), or a single score that could be a ratio (one CF study), a difference score (ERP, NIRS), or a percentage (CHT). Cohen’s d, an effect size measure that involves dividing the differences in means by their standard deviation, was calculated in all cases. As the majority of records had a sample size <20, Hedges’ correction for small samples was applied to all effect sizes.

In CF and HPP studies (57 records), the difference between same and novel trials in the test phase was a within-subject measure. For these two methods, the standardized mean gain effect size for within-subject comparisons (Lipsey & Wilson, 2001) was calculated, in which the mean difference score between same and novel trials is divided by their pooled standard deviation. In calculating the standard error of the standardized mean gain effect size, the correlation between the means of the same and novel trials is taken into account. The inclusion of a correlation term leads to a smaller standard error the larger the correlation, thus taking into account the increased precision of within-subject measures. This correlation was not reported by any of the studies included, but we were able to obtain the original correlations from the first authors of six studies (personal communication), which covered 42 experiments. For the remaining 15 experiments, we chose the median correlation of these 42 data points, which was $r = .505$ ($SD = .255$).

All other studies reported one value per record. This value could either be a ratio (1 CF study, 3 records), a difference score (ERP and NIRS, 23 records), or a percentage (CHT). For these cases, we calculated the standardized mean difference score (Lipsey & Wilson, 2001) for between-subject comparisons. This effect size is equivalent to the standardized mean gain score when sample sizes of control group and experimental group are the same. In order to calculate the effect size, we assumed a control group performing at the respective chance level (1 for the CF study, 0 for ERP and NIRS, 50% for CHT). The standard error of the effect size for uncorrelated samples was calculated. The weight of all effect sizes was obtained as the inverse of the squared standard error.

Coding of Moderator Variables

The only relevant participant characteristic for the present analyses was infant age. We entered mean or median age in days into the analysis. If a range was reported instead of a mean or median, we chose the midpoint of the range as an estimator of age. If only age in months was reported, we estimated the age in days by multiplying the number of months by 30.42. We were able to estimate age for all experiments based on these procedures.

The only relevant stimulus characteristic included in the current analyses was the phonemic status of the stimulus in the infants’ native language. Stimuli were coded as native if the vowels were reported to be present in the vowel inventory of the language by the authors. All other stimuli were coded as non-native. Non-native stimuli could thus either be non-native vowels, or speech sounds that were modified such that they were not contrastive in the infants’ native language. The latter was the case for two studies using a vowel length distinction outside of the contrastive range for the native language (e.g., Minagawa, Mori, Naoi, & Kojima, 2007), and one study where one of a pair of identifying features was neutralized (either quality or length, Benders, submitted).

RESULTS

Preliminary Analyses

A set of preliminary analyses was conducted to assess overall sample characteristics. We specifically aimed at

1 Excluding one study using the stimulus alternating paradigm and calculating a ratio as the outcome variable.

2 Additionally, we coded measures of spectral and temporal distance between stimuli. Spectral distance refers to differences in vowel formant frequencies, and temporal distance refers to differences in vowel length. For the present sample, a spectral distance could be estimated for only 60% of records, and a temporal distance for 36% of records. Including these measures in the key regression for this study was not possible, as it would have imposed a serious curfew on our statistical power.
assessing (1) possible asymmetries in the funnel plot as a potential indicator of publication bias, (2) if there was sufficient heterogeneity in the sample to justify further analysis, and (3) if effect sizes from different methods could be combined into a single analysis, to boost power. Analyses were performed with the meta (Schwarzer, 2012) and metafor ( Viechtbauer, 2010) packages for R (R Core Team, 2012).

We analyzed funnel plot asymmetry as a potential indicator of publication bias (Egger, Smith, Schneider, & Minder, 1997). In a funnel plot effect sizes are plotted against some measure of study size, and in a symmetric plot large studies are expected to cluster in the middle, while smaller studies spread to both sides. Figure 1 shows an underrepresentation of studies in the lower left corner, that is, studies with a high standard error and small effect size. This could occur for a variety of reasons, including that such studies may be set aside before or after the submission stage on the grounds that the sample size is too small. Please note that the rightmost three datapoints are outliers over 3 SD from the sample mean and were excluded from subsequent analyses. A linear regression on funnel plot asymmetry reaches significance [t(95) = 4.93, p < .001], suggesting bias (publication or otherwise) in our sample. To assess whether the found asymmetry reflected different effect size distributions across methods rather than an overall bias, analyses of funnel plot asymmetry were also conducted separately by method. We found significant asymmetry for all methods, with the sample of EEG studies being too small to assess asymmetry. These results are not reported here but available on request.

Figure 1 furthermore gives an indication that experiments cluster by method. We followed up on this observation by assessing the sample characteristics, first overall and then by method. As a first step, we estimated the overall effect size. We chose a random effects model for the analysis, which allows heterogeneity between studies due to differences in, for instance, sample characteristics or method chosen. The mean weighted effect size under a random effects model was estimate = .398 (SE = .039), with the lower bound of the 95% confidence interval CI_L = .322, and the higher bound CI_H = .475. This effect size was significantly different from zero (z = 10.19, p < .001). As a second step, we assessed heterogeneity of the sample. Next to estimating the mean true effect, the amount of heterogeneity among the true effects needs to be estimated in a random-effects model. 𝜉² measures between-study variance as an estimate of the difference between total observed variance and within-study variance. The total amount of between-study variance was 𝜉² = .050 (estimated by restricted maximum likelihood, REML). Cochran’s Q-test for homogeneity indicated significant sample heterogeneity [Q(96) = 158.069, p < .001]. Expressed in percentages, the variability explained by heterogeneity rather than sampling error was F = 38.31%. [CI_L = 20.61%, CI_H = 59.83%]. This result indicates that the sample variance is larger than would be expected from sample error, which justifies the introduction of moderator variables into the analysis.

In order to estimate the variance explained by the experimental method, we conducted a second analysis on overall sample characteristics, introducing experimental method as a moderator variable. The CF method was used as the reference level for this factor, because it has the largest amount of observations (40) and the lowest mean effect size. The Q-test showed significant heterogeneity between methods [Q(4) = 17.727, p = .001], and the effect of CHT (estimate = .524, z = 4.03, p < .001) and HPP (estimate = .178, z = 1.97, p = .049) were significant, with a significantly higher mean effect size than CF. Residual heterogeneity remained significant [τ² = .033, Q(92) = 133.282, p = .003], indicating that method did not account for all the variance.

The above analyses show considerable heterogeneity between methods, cautioning us to be careful in combining effect sizes from different experimental methods into one analysis. Moreover, residual heterogeneity also remains considerable, suggesting that the sample contains variability beyond the portion accounted for by method. We therefore included method as a moderator variable. It should also be noted that data on native contrasts (k = 75) outnumber data on non-native ones (k = 22), as evident in Figure 2.

Does Effect Size Vary Developmentally as a Function of Whether the Contrast Is Present in the Infants’ Native Language?

We entered vowel nativeness (native, non-native), age (in days), and their interaction into the analysis. Given the heterogeneity of effect sizes across methods, method was entered as an additional factor. There is no reason to predict that the relationship between age and nativeness will interact with method; moreover, there are too few points to reliably estimate the slope of the change in native and non-native discrimination as a function of age separately for each method. Therefore, no interactions with method were declared. The categorical factors nativeness and method were contrast-coded. Thus, the intercept estimates the weighted mean effect size at age = 0. The comparison level for method was again CF. The Q-test for moderators was significant [Q(7) = 29.932, p < .001], showing that the regressors that we
included accounted for a substantial proportion of variance. The $Q$-test on residual heterogeneity was also significant ($Q(89) = 117.978$, $p = .022$), which indicates that further factors may be needed to account for the remaining variance. The model intercept was significant ($\text{estimate} = .466$, $SE = .112$, $z = 4.129$, $p < .001$), suggesting that baseline discrimination levels were significantly different from zero. Additionally, there was a significant interaction between nativeness and age ($\text{estimate} = -.0021$, $SE = .0009$, $z = -2.316$, $p = .021$), which is consistent with the hypothesis that developmental trends for native and non-native contrasts diverge. The CHT method ($\text{estimate} = .584$, $SE = .137$, $z = 4.242$, $p < .001$) and the HPP method ($\text{estimate} = .178$, $SE = .089$, $z = 1.998$, $p < .046$) showed a significant effect. We carried out a number of follow-up analyses to make sure that these results were robust. For the sake of simplicity, we do not report them in detail here. In one set of follow-ups, we assessed the possibility that method accounted for the results found above. To this end, we separated CHT, HPP and other methods, as well as removed the NIRS results; the same pattern of results found in the general analyses obtained in all three regressions. Additionally, we conducted two analyses declaring either study or sound contrast instead of method as a structuring variable. These also replicated the previous results, as the interaction between nativeness and age remained significant in both of them.

**How Does Discrimination of Native Contrasts Change With Age?**

We followed up on the divergence in developmental trends by fitting separate models for native and non-native contrasts. For the native contrasts ($k = 75$), the $Q$-test for moderators reached significance ($Q(5) = 18.279$, $p = .003$), suggesting that our regressors were capturing meaningful variation. Additionally, the $Q$-test for residual heterogeneity was also significant ($Q(69) = 90.892$, $p = .040$), indicating that a substantial proportion of variance remained to be explained. In this statistical analysis, the baseline discrimination level again differed from zero, because the intercept reached significance ($\text{estimate} = .577$, $SE = .010$). The linear slope for age also reached significance ($\text{estimate} = .001$, $SE = .0004$, $z = 2.247$, $p = .025$). Additionally, the methods CHT ($\text{estimate} = .581$, $SE = .163$, $z = 3.559$, $p < .001$), HPP ($\text{estimate} = .250$, $SE = .096$, $z = 2.618$, $p = .009$), and NIRS ($\text{estimate} = .303$, $SE = .163$, $z = 1.858$, $p = .063$) showed significant effects. We conducted additional analyses to assess if age was better captured with quadratic or cubic trends, but neither of these predictors (derived from a centered version of age) had a significant slope in subsequent polynomial regressions.

**How Does Discrimination of Non-Native Contrasts Change With Age?**

For the non-native contrasts ($k = 22$), the test for moderators was significant ($Q(5) = 15.397$, $p = .009$), whereas the test for residual heterogeneity was not ($Q(16) = 18.047$, $p = .321$), suggesting that our regressors succeeded in structuring the variance in the dependent variable. The baseline level of discrimination for non-native contrasts was above zero, as the intercept was significant ($\text{estimate} = .528$, $SE = .194$; $z = 2.720$, $p = .007$). The slope for CHT was also a significant predictor ($\text{estimate} = .596$, $SE = .239$, $z = 2.376$, $p = .018$), again indicating that effect sizes with this method are substantially higher. The slope for age did not achieve significance, although the estimate was in the predicted negative direction ($\text{estimate} = -.0012$, $SE = .0008$, $z = -1.452$, $p = .146$). Quadratic and polynomial regressors based on age did not have a significant estimate in this analysis either.

**At What Age Does Vowel Perception Become Language-Specific?**

Given the interest that there has been for the age of the emergence for language-specific perception, we sought
to provide some rough estimation that could be further investigated in future research. There are several possible ways of approaching the question of the age at which attunement occurs. One is to identify the crossover, given that a linear fit was accurate for at least native perception. The crossover of weighted linear regression lines for native and non-native effect sizes was at 78 days (2.6 months; cf. Fig. 2). Another possibility is to group effect sizes as a function of the age at which the data had been collected. We divided age groups into four quartiles and carried out weighted regressions exactly as those above (declaring nativeness and method) in each of those quartiles, to assess at which age group native and non-native effect sizes diverged. Nativeness did not have a significant estimate in the first two quartiles (3–131 days, and 132–185 days) but it was a significant predictor of effect size in the later two quartiles, namely between 6 months and 10 months (estimate = −0.661, SE = 0.235; z = −2.817, p = .005), and 10 and 14 months (estimate = −0.346, SE = 0.120; z = −2.885, p = .004).

**DISCUSSION**

In standard theoretical views (including NLM and PRIMIR), discrimination improves for native vowels within the first year of life, whereas it declines for non-native vowels during that time. We carried out a meta-analysis of developmental infant vowel discrimination literature to assess these predictions. Detailed statistical analyses provided evidence for perceptual narrowing in vowels, in the form of an interaction between vowel nativeness and age. This interaction was due to significantly different slopes for native and non-native sounds. Moreover, effect sizes for native vowel discrimination increased significantly with age. Statistically significant evidence for non-native vowel discrimination was not found, a point to which we return below. As for the age at which attunement occurs, significant differences between effect sizes elicited using native and non-native contrasts were apparent in data collected after, but not much before, 6 months of age.

The first conclusion to be drawn from these data is that there is clear statistical support in current developmental vowel discrimination data, from a variety of paradigms, that perception of native and non-native vowels comes to diverge over the first year of life. This conclusion is not trivial in view of the fact that several null results have been reported for changes in perception with age (and thus language exposure and/or across two language backgrounds; e.g., Polka & Bohn, 1996; Sebastián-Gallés & Bosch, 2009). We believe that our results put both positive and negative previous results in a new, holistic perspective of infant perception, as follows.

To begin with, the presence of an interaction between age and nativeness together with an effect of nativeness in datapoints gathered after 6 months confirms the predictions from perceptual attunement in general, and the description made from the NLM and PRIMIR models in particular. Indeed, enhancement in discrimination of native contrasts had mainly been documented in consonants (Kuhl et al., 2006; Narayan, Werker, & Beddor, 2009; see also Pons et al., 2012), and thus it is compelling that the present meta-analysis, profiting from the power of studies testing over a thousand infants, was able to confirm that the extrapolation of this process to vowels was justified. At the same time, the lack of a significant slope for non-native datapoints taken separately cautions as to both the strength of the effect and the design that should be adopted in the future.

This is especially true because the decline in discrimination of non-native has, in a way, been a stronger tenet in the literature on perceptual narrowing in speech sound contrasts. Early findings of a decline in non-native speech perception (Werker & Tees, 1984) led researchers to assume a universal listener who is able to discriminate all speech sound contrasts in the world, and whose ability to do so declines with language exposure. Only recently have reports of improvement began to appear (Kuhl et al., 2006), resulting in the presently predominant view of both decline and enhancement based on language exposure. Our results suggest that the changes in non-native discrimination are more variable and they cannot be distinguished from the null hypothesis independently.

One possibility we considered related to PAM (Best et al., 1995), a model discussed briefly in the introduction. In it, non-native contrasts are not all difficult to discriminate. On the contrary, those non-native contrasts that can be mapped onto native ones may remain quite discriminable. For instance, both English and German contrast the vowels [i-I], as in the English words “sheep” and “ship.” Although these vowels are not exactly the same across the two languages, the German contrast is quite easy to discriminate by native American English listeners because the German [i] maps onto their native English [i], and the German [I] maps onto the English [I]. Thus, one may wonder if some of the non-native results might have been of this “easy” type. Deciding on this would require a relatively extensive study of the infants’ native language and the stimuli used, which could be explored in future research. Nonetheless, we are not confident that this analysis is promising, given that the statistic for remaining variance to be explained was not significant.
Instead, we suggest that the current null result for the change with age among non-native effect sizes could be due to insufficient power, because we benefited from only 22 non-native compared to 75 native effect sizes. Therefore, future work including non-native contrasts would be desirable to make the native and non-native samples more comparable.

We propose to take these results as indication that a stronger measure of language attunement would be obtained as the difference between two discrimination indices from the same children, one for a native contrast and the other for a non-native one. Such a design has already been successfully employed in the study of consonant attunement (Conboy, Sommerville, & Kuhl, 2008), where investigators cleverly selected a single standard sound as background (voiceless unaspirated /t/) and measured reactivity to two oddballs. One of the oddballs was contrastive in the infants’ native language (either voiced /d/ for Spanish learners, or aspirated /tʰ/, for English learners). Such an oddball paradigm is compatible with both CHT and ERPs. This design would also keep a better handle on random acoustic differences across the contrasts tested; that is, to some extent, one could have feared that nativeness effects might have been obscured if all the native sounds employed happened to be more acoustically dissimilar than non-native contrasts. By testing three sounds in a single continuum or matching the two pairs in acoustic distance, future research would be better able to measure language-specific effects.

Another interesting finding obtained in the present meta-analysis relates to the discussion of whether vowel perception attunes earlier than consonants (e.g., Pons et al., 2012). Our analyses show that perception indeed differs as a function of nativeness as early as 6–9 months of age, but not much before this point. We would like to, however, withhold judgment as to whether this age range is earlier for vowels than consonants until the appropriate meta-analysis has been done with consonantal data.

It should be noted that, albeit significant, the effects observed for age are rather small. An analysis on consonantal data would shed light on whether these small attunement effects reflect a minor role of language exposure in shaping perception or rather are peculiar to vowels. As mentioned in the introduction, infants’ vowel perception is less pliable in laboratory learning experiments than similar approaches in consonants.

Before concluding, it is relevant to discuss the limitations of the current study. The first three are inherent to meta-analyses, which are only as good as the data they are based on. Thus, one important limitation related to sample size for analyzing the effect of potential modulating factors. Indeed, we could not conduct sepa-rate analyses within methods, or even include further moderator variables like acoustic distance between stimuli, acoustic distance of non-native stimuli from native categories, as well as further experimental and stimulus characteristics in a quantitative way.

The second, which must also temper our enthusiasm for the attunement effects described above, relates to the possibility that our data reflects a publication bias which is, itself, shaped by theoretical expectations. Notice in particular that the great majority of results came from published studies, with only four being manuscripts at this point. In our searches, we have not come across theses or reports in conferences, which are more likely to contain null results that are usually not accepted in peer-reviewed journals. As with any other meta-analysis, this one is only as truthful as the data it includes. In fact, we found statistical evidence for a bias in our data suggesting that small effect sizes were being under-reported. It should be clarified, however, that this is not akin to a publication bias regarding age and nativeness interactions. That is, our sample is biased toward reporting positive discrimination results beyond age and the native/non-native status. Nonetheless, bias remains an important consideration that should be kept in mind, particularly given that only developmental studies (i.e., reporting more than one age group) were included.

A third limitation of the present work relates to the “apples and oranges” problem constitutive of meta-analysis. This type of research necessarily builds on diverse studies, and ours is no exception. We included here a host of different studies, with variable designs, and which load to a variable extent on discrimination skills per se. For example, CHT studies require of the infant not only that she hears the difference between two tokens, but also that she refrains from making a response when no change has occurred, which undoubtedly involves executive abilities beyond linguistic discrimination. Infants tested in CHT also go through a long period of shaping and are highly trained in the task, whereas infants in, for example, NIRS studies will typically simply be presented with either one or two vowels, with no specific training to perform a discrimination task. This difference could possibly lead to a higher likelihood of finding mixed results, and might be one reason why effect sizes derived from CHT were significantly higher than those derived from other methods.

A related limitation goes beyond the meta-analytic nature of the present research, and relates to the underlying phenomenon under study. Discrimination has been used as an early index of language acquisition, but the precise mechanisms by which this occur remain poorly understood, as evidenced by the differences across the NLM and PRIMIR models of attunement.
Primarily due to limitations in the available data, the current meta-analysis has not taken into account factors such as acoustic distance between vowels or acoustic variability induced by number of tokens or talkers, which are certainly relevant for a more differentiated picture of perceptual narrowing. More in general, we cannot speak to the fundamental question of at what level reorganization occurs. There is considerable evidence from adult studies that we retain sensitivity to non-native contrasts (particularly vocalic ones, e.g., Beddor & Strange, 1982). Such findings have led to the hypothesis that language acquisition operates in a “structure-building” process, and that cross-linguistic differences in perception are driven by top-down influences, for example through biases induced by certain types of tasks (Schouten, Gerrits, & van Hessen, 2003), whereas lower levels of perception remain completely faithful to the signal (but see Chandrasekaran, Krishnan, & Gandour, 2007 for evidence that language experience can shape even the brainstem’s response to nonlinguistic sounds). Furthermore, attunement in discrimination is clearly only the first of many steps in the road to the native language. Put into a lexical context, infants do not simply discriminate phonemes along the relevant dimensions to make lexical distinctions, but also attend to indexical information like talker identity (e.g., Houston & Jusczyk, 2003; Rost & McMurray, 2010). Even within speech perception alone, infants must also gain a host of other abilities and considerable knowledge at many other levels of representation (e.g., Werker, Fennell, Corcoran, & Stager, 2002; Fernald, Perfors, & Marchman, 2006). These interesting questions go well beyond the present meta-analysis, although they may be amiable to future ones in which more automatic (i.e., EEG, NIRS) and more “decision-based” (i.e., CHT) discrimination responses can be directly compared.

To conclude, we sought experimental evidence concerning the emergence of native language perception patterns for vowels in infancy. A meta-analysis supported the contention that native and non-native discrimination develop in opposite directions over the first year of life. Moreover, a distinction is evident already by about 6 months of age. In addition to substantiating claims made from mainstream models (NLM and PRIMIR), the present results suggested that a fruitful future avenue of research could employ multiple measures for better capturing infants’ budding linguistic knowledge.

NOTES

We are grateful to Laura Bosch, Yasuyo Minagawa, Ferran Pons, Yutaka Sato who provided us with further information on their published studies; to Titia Benders, Liquan Liu, René Kager, and Reiko Mazuka for making their unpublished manuscripts available to us; to Olusola Adesope, Kimmo Alho, Carl Dunst, and Frans van der Slik for helpful discussion regarding the meta-analytic methods; to Minna Huotilainen for helpful discussion of studies to consider to Amanda Seidl and Derek Houston for unpublished data included in earlier versions of this manuscript; and two anonymous reviewers for their helpful comments throughout the reviewing process. This work has also benefited greatly from discussions with other colleagues at MPI, LSCP, RU, and the Dutch Baby Circle. All remaining errors are our own. Portions of this work have been done with the support of ANR-10-LABX-0087 and ANR-10-IDEX-0001-02.

REFERENCES

(References marked with * were included in the meta-analysis).

Developmental Psychobiology

Infant Vowel Attunement: A Meta-Analysis

11


Developmental Psychobiology

Infant Vowel Attunement: A Meta-Analysis


