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Active Learning via Meta Learning   

  
Elsevier Scopus offers about 70 million scientific abstracts as well as millions of patents. 
ScienceDirect, our repository for full-text articles published by Elsevier, includes more than 
10 million full-text articles. On these articles, we offer our customers various Natural 
Language Processing (NLP) based services (topic-classification, NER, information retrieval and 
question-answering).   
  
The limitation we face is that there are limited number of tagged records or for some 
problems we have no tagged record at all. One of the ways to solve this problem is to use 
Active Learning [1]. However, we need seed data, and 1000 or more samples are required for 
the active learning process [1][2]. This still requires a lot of human effort and the cost of 
labelling research data by experts is high.   
  
Meta-learning, or learning for learning, is about systematically observing how different 
machine learning approaches perform on a variety of learning tasks, and then learning from 
these experiences, or metadata, to learn new tasks much faster than would otherwise be 
possible. Meta-learning has been shown to be very useful in computer vision [5] and NLP [3]. 
Bansal et al. have shown [3] that when meta-learning is applied to language-based models 
(BERT) and used for few-shot classifications, the results improve significantly than when only 
few-shot learning is applied. This is because the model is sensitive to new learning when 
trained for different tasks simultaneously [4].  
  
The hypothesis for this research is that Meta Learning can reduce the number of samples 
needed for Active Learning. There are several ways to approach the problem and there are 
limitations of Meta Learning [3] that need to be considered. To prove the hypothesis, we 
would like to use publicly available datasets. Once this is achieved, the next step will be to 
use data from Elsevier.   
  
The outcome of this research will be a research paper at one of the most prestigious 
conferences (ACL/ EMNLP...) and a model for Elsevier to use for future tasks.  
1. Grießhaber, Daniel, Johannes Maucher, and Ngoc Thang Vu. "Fine-tuning BERT for low-resource 
natural language understanding via active learning." arXiv preprint arXiv:2012.02462 (2020).  
  
2. Afzal, Zubair, et al. "CORA: A Deep Active Learning Covid-19 Relevancy Algorithm to Identify Core 
Scientific Articles." (2020).  
  
3. Bansal, Trapit, et al. "Self-supervised meta-learning for few-shot natural language classification 
tasks." arXiv preprint arXiv:2009.08445 (2020).  
  
4. Nichol, Alex, Joshua Achiam, and John Schulman. "On first-order meta-learning algorithms." arXiv 
preprint arXiv:1803.02999 (2018).  
 
5. Finn, Chelsea, et al. "Online meta-learning." International Conference on Machine Learning. PMLR, 
2019.  
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An analytic framework for forecasting rare customer 
complaints/escalations to higher management  

 
Description: Rare events are ubiquitously observed in many natural systems and the challenges to 
efficiently sample such events to understand and accurately predict them remains a big challenge. In 
the context of customer service, we deal with customers’ requests, issues and complaints 
daily. However, from time to time some of these requests get escalated to higher management, 
overriding the normal route of customer support. Forecasting and reducing complaints is an extremely 
technically challenging task [1]. The scope of this project would be to provide a framework on how 
this type of events should be tackled and what approach should be used in terms of sampling strategy. 
How can customer complaints be pre-empted and what are the main drivers? The results of the 
project will be summarized in a paper that will be submitted in high-impact peer review journal or 
conference.  
References:  
[1] D. Wu, "A big data analytics framework for forecasting rare customer complaints: A use case of 
predicting MA members' complaints to CMS," 2017 IEEE International Conference on Big Data (Big 
Data), 2017, pp. 3965-3967, doi: 10.1109/BigData.2017.8258406.  
Supervisor: Vlad Simion (Elsevier)   
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Augmenting Augmented Reality for Neuroscience with Knowledge 
Graphs  

 
Maintaining an overview of publications in the neuroscientific field is challenging, in 
particular for tasks such as investigating relations between brain anatomy and disorders. To 
support neuroscientists in this challenge, the group of Hardman et al at the CWI have 
developed an Augmented Reality prototype to allow neuroscience researchers the ability 
to interact with a large body of literature through an augmented reality environment [1, 2].  
The current work is supported by a manually created subset of the Linked Brain Data 
repository produced at CASIA, http://www.linked-brain-data.org, which allows for the 
creation of an association graph among many cognitive functions, brain diseases and their 
relationships to brain building-blocks at multiple scales. In the current project, the triple 
store containing co-occurrences of neuroscientific concepts was created by mining PubMed 
abstracts for concepts of different types co-occurring within a sentence (for example, 
hippocampus – a brain region – and Alzheimer's – a disease).   
The research question for this question is whether enrichment of the knowledge graph by 
(a) Elsevier’s extensive taxonomies in neuroscience (neuroanatomy, neuropathology, and 
neuroscientific methods, to mention a few) and (b) Elsevier’s full-text offering of articles in 
neuroscience will significantly improve the quality of the prototype.   
The work will consist of improving and enriching the current knowledge graph and 
experimenting with the augmented knowledge graph, in collaboration with the Elsevier 
neuroscience team as well as the CWI team.   
References  
[1] Tanhaei, G, Hardman, L, & Huerst, W. (2019). DatAR: Your brain, your data, on your desk 
- A research proposal. In Proceedings of the IEEE International Conference on Artificial 
Intelligence and Virtual Reality (pp. 138-143). doi:10.1109/AIVR46125.2019.00029  
[2] Troost, Tanhaei, Hardman, Hürst (2021), Exploring Relations in Neuroscientific Literature 
using Augmented Reality: A Design Study. In: DIS '21: Designing Interactive Systems 
Conference 2021, Virtual Event, USA, June 
2021, DOI: https://doi.org/10.1145/3461778.3462053   
Supervisors: Rick Misra, Anita de Waard 
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Author Disambiguation  

  
Elsevier Scopus offers 80+ million scientific abstracts which is the biggest corpus of 
scientific abstracts and is highly used for evaluation of research topics, institutes, 
and individual authors globally. These are all dependent on the author, institute, and 
citation disambiguation of raw abstract data which we want to improve.   
  
In this internship, you will focus on author disambiguation. The goal of author 
disambiguation is to determine which authors in a given data set are duplicates. You 
will primarily focus on developing and tuning machine learning methods that will 
enable us to identify such duplicates.   
  
We currently have a state-of-the-art method with very high precision and recall. Our 
goal here is to explore complementary/alternative methods that will allow high 
scalability (such as LSH methods).  
  
We will:  

1. Provide a large-scale gold set to experiment with for this task.   
2. Allow for a lot of flexibility in the methods used to match the candidate’s 
strengths and interests.   
3. Provide Large Scale compute facilities  
4. Consider the work to be expanded to a research manuscript submitted for 
review, If satisfactory results are achieved.  
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Automated abstract generation for patent documents 

 
Description: In patent documents the title and abstracts are often short and very general 
than in other publications such as journal articles. In particular they cover little informative 
value and often more specific details are required to understand the context and to decide 
whether the patent is relevant for a specific topic. The following shows some examples for 
such kind of patents:  
  
PATENT  TITLE  ABSTRACT  
US10214513B2  [Heterocyclic compounds useful 

for kinase inhibition]  
Provided herein are 
compounds useful for kinase 
inhibition.  

EP3446177A1  [FLAMMHEMMUNG 
ELEKTROCHROMER 
VORRICHTUNGEN, FLAME 
RETARDANCY OF 
ELECTROCHROMIC 
DEVICES, ININFLAMMABILITÉ DE 
DISPOSITIFS 
ÉLECTROCHROMIQUES]  

An electrochromic device 
includes one or more flame-
retardant agents.  

EP3444238A2  [VERFAHREN ZUR HERSTELLUNG 
VON 
DIFLUORMETHYLENVERBINDUNG, 
PROCESS FOR PREPARING 
DIFLUOROMETHYLENE 
COMPOUNDS, PROCÉDÉ DE 
PRÉPARATION DE COMPOSÉS DE 
DIFLUOROMÉTHYLÈNE]  

The invention refers to a 
method for producing a 
compound of the formula (1-
6):  

The student will need to find an automated way to generate an English abstract for a patent 
document (considering open source tools?) which is kept short on the one hand but more 
informative than those presented above. This will involve the validation of related state-of-
the-art tools, selection of a few promising ones and then to test their performance and 
quality on a pre-defined set of patents in English. The overall goal is to evaluate if 
a tool  can replace or enhance the given abstract of a patent.  
References:  
https://www.researchgate.net/publication/2384527_Automatic_Abstracting_towards_a_Te
xt_Based_Generation  
Supervisor: Umesh Nandal (Elsevier), Markus Schwoerer (Elsevier)  
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Data Management, Data Wrangling and Data Analysis using SPARK  

The ICSR Lab is managing Elsevier’s big-data platform that external researchers can use to perform big data 
analyses using Elsevier’s datasets. ICSR is a non-commercial group that supports cutting edge quantitative 
analysis projects from Data Science, Economics and Informetrics researchers from PhD to 
senior researcher level. In this project, we are seeking an intern to assist with the operationalization of the data 
management, data wrangling and data analysis of the data sets that are releases for researchers, in our big data 
platform environment (Spark-based). The intern will be responsible for developing a set of methods and tools 
which can automate the process of sampling, extracting, transforming and preparing the Elsevier content for 
dataset releases to researchers. Example of the tasks to be performed follow:  

• Develop data wrangling, data sampling and data management functions in Spark, for high volume, 
velocity, variety and veracity data sets  
• Automate the creation of dashboards that describe the data sets  
• Help manage the triaging of questions from users  
• Write appropriate methods and documentation for data download/upload and help reduce ambiguity 
and vagueness of how to use the ICSR Lab datasets  
• Help produce training materials that will help researchers learn Pyspark.  

Technical requirements and skills:  
• Intermediate+ knowledge of coding in Python and SQL with willingness to learn Pyspark library  
• Strong organizational skills and willingness to learn Atlassian/Jira for tracking tasks  
• Basic understanding of how datasets are used for validation of research questions  
• Good interpersonal skills and ability to explain concepts/system setup/processes 
to external stakeholders  

What you will learn:  
• Understand the scope and demands of PhD-level research projects in data science/scientometrics  
• How to work with Databricks (Spark-based environment) and AWS products as both an end user and (in a 

limited scope) as a system administrator  
• How to use enterprise-level large datasets to answer quantitative questions using Pyspark  
• Tools and strategies for performing data science (data wrangling, data management, dashboards) in a big 

data (cloud) environment, as opposed to working locally  
• Controlling for sampling bias and coverage change over time in large research databases  
• Modeling anomalies and implementing quality metrics of research datasets in a big-data environment  
What we offer:  
• You will develop an understanding of how a large enterprise collects, curates and delivers a large database, 

and the constraints of systems and stakeholders  
• We will support you as you learn to use Databricks and code in Pyspark; you will join a community of experts 

working with these tools daily  
• Should you wish to perform a hands-on analysis for a particular research question, you will conclude the 

internship with demonstrable completed analyses in Pyspark  
• Introduction to field of scientometrics through exposure to cutting edge projects, as well as 

opportunities to  meet our experts and attend online seminars/panels with leaders in the field  
Relevant Related Work  
[1] Mahasivam et al., “Data Preparation as a Service Based on Apache Spark”, In Proceedings of the Service-
Oriented and Cloud Computing Conference, pp. 125-139, 2017.  
[2] Kandel et al., “Research directions on data wrangling: visualizations and transformations.” Inf. Vis. 10(4), 
271–288 (2011)  
[3] Armbrust et al., “Spark SQL: relational data processing in SPARK.”, In Proceedings of SIGMOD 2015 pp. 
1383–1394.  
  
Supervisors:   
Kristy James, Andrew Plume  
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Dataset Mention Detection and Disambiguation in Scientific 
Publications  

 
Description: Datasets are a core requirement for performing most impactful scientific research. They 
are used to verify validity of a research/algorithm, get useful insights regarding a topic/case/disease, 
and many other reasons. For organizations and individuals creating the datasets, it is very important 
to understand if and how it is being used. This information can help the community to invest more on 
dataset types that have more scientific interest. However, most of the information about dataset 
usage is locked inside publications.   
Very recently, the Coleridge initiative1 organized a competition in which the goal was to detect dataset 
mentions in scientific articles. This project is a follow up on this competition. The goal of the project 
is to use the top performing models from the competition to extract dataset mentions from 
ScienceDirect articles, improve the models by for example combining the top performing rule-based 
models with the winning transformer-based model, and possibly generalize the models to detect 
dataset mentions from various domains.   
On top of this, this project will cover a new topic (in addition to the main task tackled in the 
competition) which will focus on detecting the intent behind dataset mentions. A dataset can be 
mentioned in an article for various reasons such as a simple citation as a related work or being used 
in the article/experiments. To train a model to detect the intent, the idea is to use a weak supervision 
approach in which the xml structure of ScienceDirect articles will be used to build a weakly labeled 
dataset: dataset mentions in the related work of articles will be weakly labeled as the ones referring 
to the dataset without using it and the mentions in the experiments section will be considered as the 
actual usage of the dataset. Finally, a model will be trained on this dataset to detect the intent behind 
dataset mentions.   
The results of the project will be summarized in a paper that will be submitted in high-impact peer 
review journal or conference.   
1. https://www.kaggle.com/c/coleridgeinitiative-show-us-the-data  

  
Supervisor: Hosein Azarbonyad (Elsevier) and Zubair Afzal (Elsevier)  
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Duplication detection in grant opportunities  

 
Many would argue that the currency of research is citations; however, researchers and 
funding organizations alike are lacking tools with which they can explore how this currency 
translates to funding opportunities.  
In our professional data science squad, “Funding Data & content”, we are working closely with 
data engineers on extraction and refining different types of funding information (e.g. grants, 
awards, opportunities). The output of our work would present on different products of 
Elsevier, including Scopus and Scival.  
The selected candidate(s) will have the chance to join our data science team and work with 
other data scientists on variety of projects. He/she will see how teams and people collaborate 
in a large organization to deliver solutions that bring real impact to the academic 
communities.  
Example of topics:  
  
Elsevier gathers the data of grant awards from different sources (e.g. directly from funding 
organizations, written in articles, scraped from the websites). Because of that, there is a 
chance of gathering the (slightly different) information of the same grant award from 
different sources.  The challenge is how we can flag these duplications in our big datasets?   

  
Requirements:  

• Master student with a background in a relevant field, good in Python programming, 
familiar with Machine Learning and NLP packages (e.g. Pandas, Numpy, Sklearn, 
Torch/Keras, NLTK)  

• Experience with PySpark is considered a Plus.  
• Familiarity with search engines line Elasticsearch is considered as a plus  
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Effect of self-trained link validation on knowledge graphs 

Description: Links between entities in knowledge graphs can be evaluated by training a 
classifier on the rest of the graph and subsequently using this classifier to “predict” these 
links. However, given that knowledge graphs likely reflect the biases that exist in the body of 
biomedical knowledge in general (e.g. Publication bias), it is not yet clear how such self-
validation will affect the structure of the knowledge graph.   
In this project, you will investigate how the structure of a knowledge graph changes upon 
multiple rounds of training and classifying (upon) itself. Furthermore, you will compare 
these changes to those induced by a classifier that was trained on a different knowledge 
graph.   
As outcomes, we will determine whether repeated rounds of link prediction results in a 
stable knowledge graph, or whether it will keep changing upon every round.   
Furthermore, we will compare the structure of the knowledge graph as it was initially to its 
end state. For example, has the number of edges each node has regressed to the mean?   
 
Supervisor: Wytze Vlietstra(Elsevier)  
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Extraction of biological pathways models from literature  

 
Description: Biological pathways represent important insights into the flow of information 
within a cell by encoding the sequence of interactions among various biological players 
(such as genes, proteins etc.) in response to certain stimuli (or spontaneous at times) which 
leads to a change in the state of the cell. Studying and analyzing these pathways is crucial to 
understanding biological systems. In this project, the aim is to extract event structures 
involved in biological pathways models. The primary evaluation of the trained models can 
be conducted by applying the models to extract new meaningful instances of these relations 
from the literature. Emphasis should also be given on how modern deep learning 
architectures can be used to address the task of automated event extraction from 
unstructured text, and how do they compare against more traditional machine learning 
methods. This project is related to previous BioNLP pathway curation shared task 
(https://bmcbioinformatics.biomedcentral.com/articles/10.1186/1471-2105-16-S10-S2 )    
Supervisor: Umesh Nandal (Elsevier)  
 
  
  



 
  
 

 
 12 

Improving article classification with scalable graph node classification 
algorithms  

At Elsevier, we run multiple Scopus classification projects where articles are mapped to various taxonomies 
depending on the use case. These include a couple of strategically important projects: 

• we help Chinese Ministry of Education improve their national scientific assessment by classifying the 
scientific publication output of Chinese universities against the Chinese taxonomy of sciences 

• in a similar project, we work with Australian Research Council to map their research to Australian and 
New Zealand Standard Research Classification taxonomy 

• we map Scopus articles to United Nations Sustainable Development Goals and collaborate with Times 
Higher Education on the University Impact rankings [1] which helps institutions with recognition for 
their contributions to achieving Sustainable Development Goals  

• we classify Scopus into fields of science and use such classifications in multiple other products  

Depending on the project, simple baselines like tf-idf & logistic regression or FastText perform more or less 
fine. But we notice that such article classifications can be significantly improved if citations/references are 
considered. For example, for the Fields of Study classifier, adding titles and journal names of the referenced 
papers helps improve classification metrics a lot. We hypothesize that a “community effect” plays an important 
role in article classification, meaning that attending to the citations/references of an article provides additional 
information because articles create clusters in the citation graph. For example, given a paper on solar energy we 
expect the referenced papers to be related to solar energy as well or at least to adjacent fields of science. Hence, 
applying graph node classification methods to article classifications is very promising.   
Graph-based methods are gaining popularity in the Machine Learning community. These can be used to predict 
connections in large graphs like social or citation networks (link prediction), to predict some labels for graphs in 
their entirety (eg., predicting toxicity of chemical compounds), to perform node classification, etc. Graph 
Convolutional Networks (GCN) [2] and Graph Attention Networks (GAN) [3] are among the notorious 
approaches. PyTorch Geometric is a mature framework implementing multiple graph algorithms including 
GCNs for graph node classification [4].  However, GCNs and GANs might be prohibitively computationally 
expensive to be applied to the whole Scopus database including dozens of millions of articles with up a billion 
of citations.   
This project is focused on developing a scalable graph node classification pipeline that would combine the 
textual information on articles (title, keywords, abstracts, key phrases extracted from full text, etc.) with the 
structural information from the citation graph and be able to scale up to dozens of millions of nodes (articles) 
and billions of edges (citations). The outcome of such a project will be very impactful as it will improve all 
mentioned Scopus classification models.   
References:   
[1] Times Higher Education 2021 Impact Rankings, 
https://www.timeshighereducation.com/impactrankings 
[2] “Semi-Supervised Classification with Graph Convolutional Networks”. Thomas N. Kipf, 
Max Welling. ICLR 2017  
[3] “Graph Attention Networks”. Petar Veličković et. al. ICLR 2018  
[4] PyTorch Geometric tutorial on graph node classification https://pytorch-
geometric.readthedocs.io/en/latest/notes/introduction.html  
Supervisor:  Yury Kashnitsky, Senior Machine Learning Scientist, Elsevier Data Science 
Research Content Operations   
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Knowledge Distillation of BERT for Chemical Relation Extraction   

 
In the context of the ChEMU research project (http://chemu.eng.unimelb.edu.au/), run 
together with the University of Melbourne (Australia), Elsevier has been investigating the 
NLP task of extracting reactions (relations among chemical entities) from patents. Current 
state-of-the art methods for this task, and relation extraction more in general, leverage 
large transformer models (e.g., BERT, SciBERT, etc.) [1]. Such models, show very good 
performance, but are often very costly to apply in practice, due to their large number of 
parameters, their low scalability and their reliance on multi-GPU infrastructure even in 
inference mode [2,3].  
The goal of this thesis is to investigate state-of-the-art knowledge distillation techniques 
[4,5] in order to train less computationally neural models, but only with small (or 
reasonable) drops in F1-scores [4,5]. The main idea in this line of research is to apply 
variants of multi-task learning to “teach” (let information flow) the less complex target 
model to extract features and predictions that largely converge to those of the source 
models. Concretely, in the case of this project, to simplify BERT-based reaction extraction 
and chemical NER models developed in the context of CheMU [1] into architectures 
that rely less (or can do without) multi-head attention.   
References  
[1] An extended overview of the CLEF 2020 ChEMU lab: Information Extraction of Chemical 
Reactions from Patents. He et al. ChEMU @ CLEF 2020 (http://ceur-ws.org/Vol-
2696/paper_254.pdf)  
[2] The staggering cost of training SOTA AI models. Published by Synched on 2019 
(https://syncedreview.com/2019/06/27/the-staggering-cost-of-training-sota-ai-models/)  
[3] The cost of training NLP models. Shahir et al. 
2020, ArXiv (https://arxiv.org/pdf/2004.08900.pdf)  
[4] Knowledge distillation: a survey. Gou et al. 
2020, ArXiv (https://arxiv.org/abs/2006.05525)  
[5] Distilling the knowledge in a neural network. Hinton et al. 
2015, ArXiv (https://arxiv.org/abs/1503.02531)  
Supervisor: Camilo Thorne (Elsevier)  
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Knowledge Graph Question Answering  

Description  
While Knowledge Graphs (KG) provide a rich semantic expression of 
data enabling interoperability across sources and applications, querying the 
graph remains tedious. Accessing the knowledge is facilitated by formal query languages, 
such as SPARQL, Cypher or GSQL. However, this poses difficulties for non-expert as they are 
required to be skilled in these formal query languages and have an in-depth understanding 
of the underlying data model. With the goal of providing simple user interfaces, it is 
desirable to let the user express queries in natural language, e.g. English.   
Knowledge Graph Question Answering (KGQA) is a fundamental challenge in reasoning over 
KGs under active interest through the QALD challenges [1] and in biomedical domain 
specifically through QALD-4 [2] and BioASQ [3]. It involves multiple challenges including 
entity linking and multi-hop reasoning over KGs. This problem is often approached by 
parsing the natural language input into a logical form and converting into a structured 
query, which is then executed on the graph to retrieve answers [4]. This includes the 
subtasks entity mention detection, entity linking, relation detection and inferring logical 
operators.   
Often, users are interested in non-trivial queries involving multiple entity types, spanning 
two or more triple pairs. Complex or multi-hop queries requires reasoning over 
multiple edges of the KG to arrive at the answer. KGs are often incomplete and such missing 
edges pose further challenges for KGQA. KG sparseness has been addressed by KG 
embedding models trained for a link prediction objective. Embedding methods are also 
used to embed a multi-hop question [5]. [6] uses neural link predictors trained for 1-hop 
query answering (singe triple) to generalise to more complex query structures.   
The aim of this project is to investigate various KGQA methods for simple and complex 
question structures and apply this to Elsevier’s proprietary life sciences KG.  
Elsevier is building Entellect, a life sciences data platform, with knowledge graph technology 
at its core. The outcomes of this project can result in novel methods to be 
adopted in the access, enrichment and curation systems of the data platform, 
and possibly submission to peer review conference or journal.   
References   
[1] http://qald.aksw.org   
[2] Unger, C., Forascu, C., Lopez, V., Ngonga Ngomo, A.-C., Cabrio, E., Cimiano, P., & Walter, 
S. (2014). Question answering over linked data (QALD-4). Working Notes for CLEF 2014 
Conference, 1180.  
[3] http://www.bioasq.org   
[4] Sima, A. C., de Farias, T. M., Anisimova, M., Dessimoz, C., Robinson-Rechavi, M., Zbinden, 
E., & Stockinger, K. (2021). Bio-SODA: Enabling Natural Language Question Answering over 
Knowledge Graphs without Training Data.  
[5] Saxena, A., Tripathi, A., & Talukdar, P. (2020). Improving Multi-hop Question Answering 
over Knowledge Graphs using Knowledge Base Embeddings. In Proceedings of the 58th 
Annual Meeting of the Association for Computational Linguistics (pp. 4498–4507). Online: 
Association for Computational Linguistics. https://doi.org/10.18653/v1/2020.acl-main.412   
[6] Arakelyan, E., Daza, D., Minervini, P., & Cochez, M. (2021). Complex Query Answering 
with Neural Link Predictors. In International Conference on Learning Representations. 
Retrieved from https://openreview.net/forum?id=Mos9F9kDwkz   
Supervisor: Payal Mitra, Thom Pijnenburg  
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Mining extensive drug indication information from drug labels  

 
Description: Drug labels contain a wealth of information about the conditions under which a drug 
should be prescribed for a specific disease, or the specific patient group to which it should be 
prescribed to.   
  
An example of such specific conditions and patient-group information is “inflammatory and pruritic 
manifestations of corticosteroid-responsive dermatoses”. Overall, conditions and patient group 
information includes (but is not limited to):   

• Subset of manifestations of disease   
• Variants of disease   
• Comorbidities   
• History of disease   
• Age groups   
• Genetic mutations   

However, most tools that extract the drug-indications from these labels ignore this more extended 
information, and only identify the high-level disease (e.g. dermatoses).   
In this project, you will develop an automated method with which these more specific drug 
indications can be extracted from (i) the drug labels, known as first-line treatment, and (ii) 
across different drug labels, known as second-line treatment and includes information extraction 
and linking between multiple drug labels. These specific drug indications should at least include the 
conditions and patient group information above.   
Reference:   
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC6927101/   
Supervisor: Wytze Vlietstra(Elsevier), Atul Kakrana (Elsevier)  
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Named Entity Recognition (NER) from customer’s emails  

Description: Named Entity Recognition (NER) is a fundamental task in Natural Language 
Processing, concerned with identifying spans of text expressing references to entities. NER 
research is often focused on flat entities only (flat NER), ignoring the fact that entity 
references can be nested, as in [Bank of [China]] (Finkel and Manning, 2009) [1]&[2]. The 
objective of the project is to extract pieces of information and facts from a customer email, 
so it gives insights as to the customer’s intent in contacting us. Since the launch of “Topic” in 
Scopus, many authors have reported that “Most contributed Topics” often do not work 
properly, i.e., providing wrong and misleading information. Many of them informed that 
“Topic” fields do not give accurate information of their profile and some are not even related 
in any way to their research. We need to identify from the interaction the topics customers 
are referring to as wrong vs the ones that should have been correctly tagged. The results of 
the project will be summarized in a paper that will be submitted in high-impact peer review 
journal or conference.  
References:  
[1] "Named Entity Recognition as Dependency Parsing", author = 
"Yu, Juntao  and Bohnet, Bernd  and Poesio, Massimo", booktitle = "Proceedings of the 58th 
Annual Meeting of the Association for Computational Linguistics", month = jul, year = 
"2020", address = "Online", publisher = "Association for Computational 
Linguistics", url = "https://aclanthology.org/2020.acl-
main.577", doi = "10.18653/v1/2020.acl-main.577", pages = "6470--6476  
[2] Jenny Rose Finkel and Christopher D. Manning. 2009. Nested named entity recognition. 
In Proceedings of the 2009 Conference on Empirical Methods in Natural Language 
Processing, pages 141–150, Singapore. Association for Computational Linguistics.  
Supervisor: Vlad Simion (Elsevier)  
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Probabilistic Graphical Models for Reaction Extraction  

 
Description: In the context of the ChEMU research project, run together with the University 
of Melbourne (Australia), Elsevier has been investigating the NLP task 
of automatically extracting events among chemical entities in patent documents, using 
machine learning (e.g., BERT-driven relation extraction) [1]. This is however not sufficient 
to extract reactions, for which a chemically valid process model covering one or more such 
events needs to be constructed [2]. Such process models can be better understood as 
graphs evolving over time. While heuristic methods are helpful, they overlook 
the probabilistic nature of the base event extractions.    
The goal of this thesis is to investigate an alternative approach that explores literature 
in probabilistic graphical models that model the task in terms of Markov (logic) 
networks [3,4]. Such models have been explored extensively for related tasks such as 
knowledge graph construction [3,4]. Their main advantage being their capacity of combining 
rules (“hard” evidence) with statistical inference (“soft” evidence). The core idea would 
be to use event extraction predictions as soft evidence, together with chemically-
informed reconstruction rules. More recently, neural networks have also been proposed 
[5] and could also be explored in the context of the thesis.   
References   
[1] An extended overview of the CLEF 2020 ChEMU lab: Information Extraction of Chemical 
Reactions from Patents. He et al., ChEMU @ CLEF 2020 http://ceur-ws.org/Vol-
2696/paper_254.pdf)   
[2] Process model generation from natural language text. Mendling et al., CAISE 2011 
(http://www.frapu.de/pdf/caise2011.pdf)    
[3] Markov 
logic networks. Domingos and Richardson, 2005 (https://homes.cs.washington.edu/~pedrod
/papers/mlj05.pdf)   
[4] Online inference for knowledge graph construction. Pujara el al. 2015 Workshop on 
Statistical Relational AI (https://linqs.soe.ucsc.edu/sites/default/files/papers/pujara-
starai15.pdf)   
[5] Zero-shot Slot Filling with DPR and RAG. Glass et 
al., 2021, ArXiv (https://arxiv.org/abs/2104.08610)   
Supervisor: Camilo Thorne (Elsevier), Giovanni Sileno (UvA)  
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Response generation in service chatbots  

 
Description: Chatbots are the next substantial technological leap in the field of 
conversational services. However, they still have challenges generating appropriate answers 
and providing accurate responses to customer queries [1]. The objective of this project is 
to build a retrieval-based model that can process a large variety of customer queries and 
fetch appropriate responses from the Elsevier knowledgebase. This model will be used to 
design a service chatbot to help customers self-serve and support customer service 
representatives by freeing up their time to invest in more complex customer queries.   
 
References:  
[1] Suhaili, S. (2021). Service chatbots: A systematic review. Expert Systems with Applications, 
184.   https://doi.org/10.1016/j.eswa.2021.115461  
 
Supervisor: Vlad Simion (Elsevier)  
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Taxonomy expansion via neural GANs and contrastive learning   

Description: Taxonomies are a key resource for semantic search, viz., for the topic-wise 
indexing and retrieval of documents in information retrieval systems. They typically consist 
in hierarchically structured domain-specific controlled vocabularies, organized around 
classes of so- called synonyms - collections of terms (a.k.a. labels) of identical meaning 
known as concepts, with one term (label) acting as class representative, the so-called 
preferred term (label). Such taxonomies are manually built by extracting candidate terms 
from literature and then assigning them (manually disambiguating them) to a concept.   
The goal of this thesis is to study deep learning techniques to automatically expand 
synonym coverage via state-of-the-art neural paraphrase generation models – viz.,  GANs, 
neural language models and reinforcement learning [1]. These models are very expressive 
and do not need that many training examples: indeed, when using very large attention-
based language models (such as BERT or GPT2+ and variants thereof), they will give good 
results even in few shot learning settings [2]. As training and test sets, proprietary Elsevier 
biomedical taxonomies will be used.  
References   
[1] Paraphrase Generation via Adversarial Penalizations. Gerson Vizcarra and Jose Ochoa-
Luna. 2020, W-NUT@EMNLP 2020.  
[2] An end to-end generative architecture for paraphrase generation. Wenlin Wang et al. 
EMNLP 2019.  
Supervisor: Camilo Thorne (Elsevier)  
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Taxonomy normalization via neural machine translation and siamese 
networks   

 
Description: Taxonomies are a key resource for semantic search, viz., for the topic-wise indexing and retrieval of 
documents in information retrieval systems. They typically consist in hierarchically structured controlled 
vocabularies, organized around classes of so- called synonyms - collections of terms (a.k.a. labels) of identical 
meaning known as concepts, with one term (label) acting as class representative, the so-called preferred term 
(label). Such taxonomies are manually built by extracting candidate terms from literature and then assigning them 
(manually disambiguating them) to a concept.   
 
The goal of this thesis is to study deep learning techniques to (partially) automate this process. Indeed, this 
process can be seen as a kind of homophone translation or similarity mapping between the candidates and 
taxonomy preferred terms [1], akin in some ways to a neural text simplification task or paraphrasing task [2]. 
Furthermore, existing taxonomies can be leveraged -- via distantly supervised corpora groundings -- to learn 
term embeddings and mapping models based on neural machine translation [2] or (deep) siamese networks [1].   
 
References   
 
[1] 2016, Neculoiu et al., Learning Text Similarity with Siamese Recurrent Networks, Rep4NLP@ACL 2016   
 
[2] 2018, Gupta el al., A Deep Generative Framework for Paraphrase Generation, AAAI 2018   
 
Supervisor: Camilo Thorne (Elsevier) 
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Telescope PoC: Extracting Research Infrastructures from the full text of 
articles 

Research infrastructure (RI) is a major component in both capital and operational 
expenditure. A lot of R&D spending goes into RI ( more than 13B USD / year in EU alone). 
Planning future investments on RI requires a thorough analysis of the current landscape.   

• Research leaders want to promote interdisciplinary research, increase corporate 
collaborations and attract the best talent through their institutional research 
infrastructures.  

• State-of-the-art science requires access to state-of-the-art technology. Researchers 
need to expand their networks globally get access to RI and related expertise. 

• Researchers want to showcase their expertise, including their ability to use 
sophisticated equipment BUT it’s hard to be visible in the global research arena  

The selected candidate will join a team of data scientists who are using SOTA techniques to 
extract the equipment and the research infrastructures from the full text of scientific articles. 
Since this is a proof-of-concept project, we spend minimum effort on data labeling. As a 
result, to train the ML models, we use the techniques which are defined to learn from small 
training datasets, like few shot learning and active learning.  
Requirements:  
• Master student with a background in a relevant field, good in Python programming. familiar with 

Machine Learning and NLP packages (e.g. Pandas, Numpy, Sklearn, Torch/Keras)  
• Familiarity with active learning methods is considered as a plus  
• Familiarity with few shot learning methods is considered as a plus  

  
Supervisor: Alberto Zigoni (Elsevier)  
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Towards Automatic Text to Graph Generation: Multi-Relation Extraction  

 
Description   
Scientific knowledge embodied in literature is continually growing and evolving. Extracting 
and organising such information in structured and semantically expressed Knowledge 
Graphs (KG) is desirable to fuel downstream applications ranging from information retrieval, 
reasoning, to knowledge discovery. However, natural language and domain complexities 
necessitate ML methods that can learn to encode context and latent signals to mine 
relational facts from text. KG construction from text lies at the intersection of Named Entity 
Recognition, Entity Linking, Co-reference Resolution and Relation Extraction. While several 
off-the-shelf solutions exist for extracting entities from text, ML research for the latter two 
tasks is still open-ended [1].  
This project is oriented towards extracting a graph representation of the relational facts 
present in a text sequence. In particular, it will focus on multi-relation extraction between 
tagged entities in text, instead of the less scalable approach of binary relation-
detection models specific to each relation.   
Literature offers interesting formulations to tackle these challenges. In [2], the authors 
propose a multi-label multi-instance paradigm to perform multi-relation extraction from 
text within a single pass. [3] employs transformer-based language models to encode 
relations and confer pair-wise relation likelihood scores to entity pairs. A parallel attempt in 
[4] leverages graph convolutional NN with an attention mechanism to encode relational 
signals over graph structure.  [1] further attempts to jointly learn text to graph and graph to 
text representations in a cyclic training exercise, under the assumption that both the graph 
and text representations model the same latent space. [2], [3], and [1] make use of distant 
supervision or few-shot relation methods to counter the scarcity and prohibitive cost of 
labelled data in such domains. Other end-to-end KG construction approaches include multi-
task jointly optimised settings such as in [5], or a more sequential, multi-pass extraction as 
demonstrated using a bare-bones KG schema in [6].  
Elsevier is building Entellect, a life sciences data platform, with KG technology at its core. 
The outcomes of this project can result in novel methods to be adopted in the access, 
enrichment and curation systems of the platform, and possibly submission to peer review 
conference or journal.   
References  
[1] Guo, Q., Jin, Z., Qiu, X., Zhang, W., Wipf, D., & Zhang, Z. (2020). Cyclegt: Unsupervised 
graph-to-text and text-to-graph generation via cycle training.  
[2] Surdeanu, M., Tibshirani, J., Nallapati, R., & Manning, C. D. (2012, July). Multi-instance 
multi-label learning for relation extraction. In Proceedings of the 2012 joint conference on 
empirical methods in natural language processing and computational natural language 
learning (pp. 455-465).  
[3] Soares, L. B., FitzGerald, N., Ling, J., & Kwiatkowski, T. (2019). Matching the blanks: 
Distributional similarity for relation learning. arXiv preprint arXiv:1906.03158.  
[4] Guo, Z., Zhang, Y., & Lu, W. (2019). Attention guided graph convolutional networks for 
relation extraction. arXiv preprint arXiv:1906.07510.  
[5] Luan, Y., He, L., Ostendorf, M., & Hajishirzi, H. (2018). Multi-task identification of entities, 
relations, and coreference for scientific knowledge graph construction.  
[6] Mondal, I., Hou, Y., & Jochim, C. (2021). End-to-End NLP Knowledge Graph 
Construction. arXiv preprint arXiv:2106.01167.  
Supervisors: Payal Mitra, Thom Pijnenburg  
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Use the pattern of grant IDs to link articles to the right funder 

Many would argue that the currency of research is citations; however, researchers and funding 
organizations alike are lacking tools with which they can explore how this currency translates to 
funding opportunities.  
In our professional data science squad, “Funding Data & content”, we are working closely with data 
engineers on extraction and refining different types of funding information (e.g. grants, awards, 
opportunities). The output of our work would present on different products of Elsevier, including 
Scopus and Scival.  
The selected candidate(s) will have the chance to join our data science team and work with other data 
scientists on variety of projects. He/she will see how teams and people collaborate in a large 
organization to deliver solutions that bring real impact to the academic communities.  
  
Elsevier gathers the data of grant awards from different sources (e.g. directly from funding 
organizations, written in articles, scraped from the websites). Because of that, there is a chance of 
gathering the (slightly different) information of the same grant award from different sources.  The 
challenge is how we can flag these duplications in our big datasets?   

  
In our products, like Scopus, we link the publications to funders who supported the research. To do 
that, we use different signals; e.g. the country of corresponding author, the similarity of the 
mentioned name and the real name of funders. One important signal to explore is the pattern of grant 
IDs mentioned in the articles.  
 
In this project, first, we should recognize the frequent patterns in the grant IDs of big Funders (like 
NIH, NSF, NSFC, NWO) using a big dataset we have at Elsevier. Then we will use these patterns to 
improve the linker component. Also, we can use the extracted frequent patterns to detect the 
anomaly records in our datasets.  
  
Requirements:  

• Master student with a background in a relevant field good in Python programming.  
• Familiar with Machine Learning and NLP packages (e.g. Pandas, Numpy, Sklearn, Torch/Keras, 

NLTK)  
• Familiarity with (character level) language models is considered as a plus  
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Using Machine Learning to Identify Individual Case Safety Reports 
(ICSR) / Signals from literature   

Description: Information found in the biomedical literature is a significant source for 
tracking and reporting adverse drug reactions (ADR). The EMA and FDA have both 
mandated that market authorization holders maintain active screening of literature for any 
mentions of ADRs related to their drugs or other medicinal products. Given the increasing 
amount of literature, manual screening, reviewing and monitoring literature costs more 
time, money and creates an additional compliance risk. 
Effective postmarket pharmacovigilance, defined by the World Health Organization relies on 
swift, accurate, and comprehensive reporting of ADRs through the submission of individual 
case safety reports (ICSRs) to the appropriate regulatory bodies. A streamlined, global 
approach to pharmacovigilance increases the power of signal detection activities to identify 
and supplement the initial safety profile based on randomized controlled trials in the area 
of clinical safety. At a minimum, a valid ICSR must contain at least one of each of the 
following four elements: (i) an identifiable patient, (ii) an identifiable reporter, (iii) a 
suspected drug, and (iv) an AE. This project aim to build machine learning models to identify 
ICSR and signals from literature. Emphasis should also be given on how modern deep 
learning architectures can be used to address the task of automated event extraction from 
unstructured text, and how do they compare against more traditional machine learning 
methods. Training data will be provided to train the models.    
  
Reference:   
https://link.springer.com/article/10.1007/s40264-018-0641-7    
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3779392/ , https://link.springer.com/chapt
er/10.1007/978-3-319-11128-5_155   
   
Supervisor: Atul Kakrana (Elsevier)  
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Extracting Research Publication Intent and Indicators by Analyzing 
Research 

Elsevier is one of the largest scientific publishers and technology providers for Research, 
Health and Life Sciences. Within Elsevier’s data ecosystem, tens of millions of high quality 
records describe publications, patents, grants, author profiles, institution profiles, as well as 
important information that can be extracted from them, such as chemical compounds, 
disorders, relations between biomedical entities, funding information etc. 
In this project, we envisage modeling the publication process as a market, where we will try to 
match potential authors, which are currently in any stage of their careers, e.g., PhD students, 
post-doctoral researchers, tenured professors, with relevant journals to their topics of interest 
very related to their work. For this purpose, the aim of this project is to design, implement and 
experiment with indicators of publication intent, by combining any of our data and by modeling 
the important factors that can suggest good recommendations to researchers, for publishing 
their research work. 
The outcome of this research will be a prototype that implements the most effective 
indicators as demonstrated by empirical analysis, and potentially a research paper that can be 
submitted to a high-impact NLP, Machine Learning or, in general, an AI venue, which 
describes the work. The student will be provided with appropriate data sets, access to the 
wide Elsevier’s data ecosystem, and will be co-supervised by experience data scientists, and 
analysts/experts in the domain. 
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Contact Details: 
 
Dr. George Tsatsaronis 
VP Data Science Research Content Operations 
e-mail: g.tsatsaronis@elsevier.com 
 
 

Dr. Philip Tillman 
Manager Data Science 
e-mail: p.tillman@elsevier.com 
 


