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Abstract

Cyber threat intelligence is the process of gathering, processing, and commu-
nicating data on newly found cyber threats. The result of this process can
be a report, which we call a threat response in this research project. Cur-
rently, it is unclear how threat responses should be written and delivered to
optimize their effectiveness.

In this research project, we analyze threat responses and the communi-
cation that follows such a report. Mail traffic is examined and compared
to guidelines found in the literature and ISO standards. This results in
contradictions, which are the topics of the semi-structured interviews with
recipients of threat responses that are conducted. Qualitative analysis of
the outcome of these interviews confirms and rejects some of our hypothe-
ses. Next to that, combining the results of the analysis of the emails and
the results of the analysis of the interviews, we formulate guidelines on the
process of communicating information on newly found cyber threats.
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Chapter 1

Introduction

In 2021, the monetary damage of cyber security incidents was projected to
be six trillion dollars.1 Because of the increased risk of monetary damage
to organizations, the demand rises to be informed on current cyber threats
as adequately as possible.

This is where the concept of cyber threat intelligence comes into play.
”Cyber threat intelligence refers to a dynamic, adaptive technology that lever-
ages large-scale threat history data to proactively block and remediate future
malicious attacks on a network.”2 In other words, gathering, processing
and communicating data on cyber threats, can help organizations mitigate
cyber risks. Organizations can do the process of cyber threat intelligence
internally. Alternatively, cyber security companies can offer cyber threat
intelligence as a service. In this research project, our focus is on the latter.

Cyber security companies gather data on newly found cyber threats.
Then the data gets connected to known cyber threats and actors, and to
data from other sources. This results in a complete oversight of new threats.
This oversight can be presented as a report, which we call a threat response
in this research project. The goal of such a threat response is to inform
organizations about new threats and the level of risk they offer. Next to
that, mitigating measures can be advised if necessary.

Currently, little to no research has been done on the process of communi-
cating newly found cyber threats via threat responses. It is unclear what is
the optimal manner of formulating and structuring a threat response. The
goal audience and how the information should be processed by organizations
after receiving a threat response are unknown as well. Because of the fact
that it is uncertain who should receive threat responses, it is currently also
unclear what level of technicality should be offered to the reader. Those
uncertainties have to be taken away for threat responses to be as effective

1https://purplesec.us/resources/cyber-security-statistics/
2https://www.cisco.com/c/en/us/products/security/what-is-cyber-threat-

intelligence.html
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as possible. We formulate this problem as the following research question:

Can we develop guidelines that help optimize the process of
communicating newly found cyber threats via threat responses?

In this research project, we examine the communication on threats based
on the literature on knowledge sharing, communication, and awareness, and
ISO standards. We identify problems that occur in the process of sending
and receiving threat responses by analyzing email traffic. These problems
are used as input for the semi-structured interviews with recipients of threat
responses that we conduct. Quantitative analysis of the output of our in-
terview results in guidelines for formulating, sending, and processing threat
responses.

To answer our research question, we start with a short explanation of how
cyber threat intelligence is gathered and processed in chapter 2. Research
related to knowledge sharing, communication, threat response awareness,
and ISO standards 27001 and 27002 is discussed in chapter 3. In chapter 4
we describe what we found from analyzing the mail traffic following a big cy-
ber threat that was found. In chapter 5 we elaborate on the semi-structured
interviews that we conducted and the quantitative analysis that was per-
formed on the results. In chapter 6 we combine the results of the analysis of
the email traffic and the analysis of the interviews. In the conclusion, which
can be found in chapter 7, we summarize our findings and the conclusions
that can be drawn from the analyzed data from the interviews.
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Chapter 2

Preliminaries

In this chapter, we discuss how companies that deliver cyber threat intel-
ligence as a service gather their information. We explain this using the
steps of the cyber threat intelligence cycle. Each of these steps represents
a different phase in the process of gathering data on a threat and commu-
nicating that information with a client. Multiple variants of this cycle can
be found. We use combined information from the Dutch Nationaal Cyber
Security Centrum (NCSC) 1 and Flashpoint 2. The image of the cycle used
at the bottom of this chapter can be found in the latter source.

2.1 Planning and Direction

The first step in cyber threat intelligence is planning. It is important to
establish what information is needed and the goals you want to reach with
this information. This is what we call intelligence requirements (IRs). Those
IRs should cover the goals of the threat intelligence, such as mitigating risks
and faster detection of breaches. Often this step in the process is guided
by a Chief Information Security Officer (CISO), or someone with a similar
role. When a security company offers cyber threat intelligence as a service,
which is the case in this research project, the results of the process are
discussed with the CISO of the client. This can be done by sending out
threat responses, such as the ones that we are focusing on.

1https://www.ncsc.nl/actueel/weblog/weblog/2021/het-ncsc-en-de-cyber-thre

at-intelligence-cyclus
2https://www.flashpoint-intel.com/blog/threat-intelligence-lifecycle/
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2.2 Collection and Processing

In the second step of cyber threat intelligence, we gather data on threats.
Multiple sources can be used as input. Analysis of malware, conversations on
the dark web, and results from research by computer emergency response
teams (CERTs) are examples of sources for threat intelligence. Next to
these sources, network logs, known vulnerabilities, and existing exploits can
be used as additional sources for cyber threat intelligence.

2.3 Analysis

The analysis step of cyber threat intelligence deals with processing the input
of these sources to make it comprehensible. This includes linking new data
to existing data. It can be the case that newly found malware is related to a
threat actor that was already known. Then it can be useful to connect this
malware to other types of malware that were found to be used by that actor.
This way, a more complete oversight of what the risks are can be formed.
The NCSC formulates the process of linking new data to information that
was already known as a separate step called ’enrichment’.

2.4 Production

After all the data is gathered and linked, it is time to create the end prod-
ucts. It can be useful to create graphical charts or clearly written reports,
for example. The NCSC offers sessions in which a found threat is further
explained. In this research project, we focus on one end-product in particu-
lar, i.e. threat responses. These threat responses are similar to the reports
discussed above. The goal of the threat responses, as the goal of all the end-
products, is to inform an audience of a threat. Based on this information,
actions such as mitigating or improving detection could be taken if deemed
necessary.

6



2.5 Dissemination and Feedback

When the information is received by the endpoint of the chain, the infor-
mation is used to improve cyber security. It is important to evaluate the
process of cyber threat intelligence that was just completed. Here we can
examine whether the intelligence that was communicated was useful for the
recipient and whether the information was shared quickly enough to help
the reader. We can see that our research project is related to this step in
the cyber threat intelligence cycle. Where this step is normally focused on
one iteration of the cycle that was just finished, we aim to offer guidelines
for the process of cyber threat intelligence in general.

Figure 2.1: Diagram of the cyber threat intelligence cycle

2.6 Literature on the cyber threat intelligence cy-
cle

Since the concept of the intelligence cycle is widely adopted, we can find
relevant research to it as well. Falk [7] uses the cycle in his paper to discuss
an ontology in support of cyber threat intelligence. The cycle is the basis of
the system he describes. The different phases of the cycle are filled with more
practical guidelines on how to perform the actions necessary in a particular
phase.

Sauerwein et al. [28] examined to what extent the existing software that
is used in the process of threat intelligence matches the phases of the cyber
threat intelligence cycle. They conclude that current cyber threat intelli-
gence platforms mainly focus on the phases of collection and dissemination
and feedback. Other phases, especially planning and direction are neglected
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in this research area, according to Sauerwein et al. [28] They propose further
research on those phases of the cycle as future work.

The cyber threat intelligence cycle is not supported by everyone. Hulnick
[16] wrote a paper on the reasons why the intelligence cycle, which is a more
general version on which our cycle is based, is far from optimal in his opinion.
He states that a consequence of implementing the cycle as it is known is that
one starts making policy decisions, only after new information is received.
Because of this, policymakers are tempted to aim for validation for their
policies out of the intelligence, rather than altering their policy based on
new intelligence, according to Hulnick [16]. Additionally, the cycle does not
take into account counter-intelligence. Counter-intelligence describes how
parties can aim to hide information or spread fake information. Hulnick
[16] concludes that the above shortcomings should be addressed in order to
make the intelligence cycle suitable for the way it is currently used.
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Chapter 3

Related Work

In this chapter of our thesis project we research the literature on the com-
munication of cyber security incidents and cyber security risks. To this end,
we discuss ISO 27001 and ISO 27002, two standards on security techniques
in information technology by the International Organization for Standard-
ization. After that, related research on communication of cyber security
incidents and cyber security risks will be discussed.

3.1 ISO 27001 and ISO 27002

3.1.1 ISO 27001

ISO 27001 describes requirements that should be fulfilled regarding the se-
curity of information technology systems in each organization. Based on this
standard, the organization can set up an information security management
system (ISMS), a set of policies for managing information systems within
the organization. ISO 27001 consists of a list of requirements for these poli-
cies. The standard lists what should be covered in the ISMS, rather than
how it should be implemented in detail.

In this standard three categories of requirements are especially interest-
ing for our research. Below we will discuss the requirements that ISO 27001
sets for each of the categories.

Communication

According to this standard, an organization should determine what commu-
nication is needed regarding the ISMS. In other words, the set of policies
in the ISMS should cover what, when, with who, by who, and how should
be communicated. As said, the standard gives no information on how this
should be implemented, it only mentions that organizations should address
these topics.

9



When looking at this with our research problem in mind, we see that
some of these requirements are clear. Threat responses should be commu-
nicated by a security company, to their customers. However, what threat
responses should look like, when they should be sent and how they should
be sent is something we want to study in more detail.

Information security risk treatment

ISO 27001 instructs organizations to set up an information security risk
treatment process. This process should then be used to select the appro-
priate treatment option. Next to that, part of this process should be the
selection of controls and the substantiation of these choices. Here controls
mean the more concrete requirements that could be implemented by orga-
nizations, as listed in ISO 27002. We will discuss these below. Formulating
an information security risk treatment plan and obtaining the risk owners’
approval of this plan should also be part of the information security risk
treatment process.

The requirements as described above are partly fulfilled by a security
company and partly by the customer’s organization in the case of threat
responses. The security company selects the appropriate treatment option,
as well as the advised controls that the customer should implement. On the
other hand, the customer should approve the treatment plan, which should
be formulated by the security company in conjunction with the customer.

Nonconformity and corrective action

An organization should, in case of nonconformity, react to the nonconformity
first. Reacting means, controlling or correcting the situation and handling
the consequences of the nonconformity. After that, the causes of the non-
conformity should be eliminated if possible. This might mean that an action
might be needed to perform, of which the effectiveness should be reviewed.
In some cases, it might even be necessary to adjust the ISMS to the new
situation that is created by the actions taken. It is important that organi-
zations can review the nonconformity and the actions taken at any moment.
Because of this, the situation should be documented in a suitable manner.

A nonconformity is in our situation mostly an exploited vulnerability
in software used by the customer of a security company. The vulnerability
itself is the cause of the nonconformity, which ideally should be prevented.
Again, the responsibilities here are shared between the customer and the
security company. The security company can monitor for nonconformities
at the customer, e.g. by a security operations center. When a nonconformity
takes place, the customer will be informed and advice will be given on how
to control and correct it. The nonconformity itself is out of the scope of
this thesis. However, the causes of the nonconformity are relevant for this
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research project. A security company will try to determine the cause of a
potential nonconformity even before it occurs. Then a threat response will
be sent to customers, containing information on the cause and on necessary
actions to remedy the cause of potential nonconformities. The customer
should perform these actions, possibly with help of the security company.
The customer should document the situation for future reference.

3.1.2 ISO 27002

ISO 27002 describes controls that should be implemented to meet the re-
quirements listed in ISO 27001. In other words, where ISO 27001 tells
organizations what to do, ISO 27002 instructs on the how question. Re-
garding this thesis on the threat responses, two sections of the ISO 27002
standard are particularly of interest. These two sections will be discussed
below in the sections technical vulnerability management and Information
security roles and responsibilities.

Technical vulnerability management

The first, and most relevant section we discuss from this standard is section
12.6: Technical vulnerability management. This ISO standard starts sections
with a short objective. In this case, the objective is ’to prevent exploitation
of technical vulnerabilities’. This objective matches the objective of threat
responses. To achieve the objective, the standard offers a guide for imple-
mentation. This guide consists of a list of requirements for what should be
implemented. We will discuss the most relevant items on this list below and
link those to threat responses.

Roles and responsibilities should be defined and divided in the orga-
nization. Responsibilities of monitoring, risk assessment, and patching of
vulnerabilities should clearly established. Next to that, a complete list of
all assets in the organization is needed and should be kept up to date. In
our case, where an organization hires a security company to help with the
cyber security aspect of the organization, some of these responsibilities are
taken care of by the security organization. Monitoring and risk assessment
are usually services that the security organization would provide. Patch-
ing, however, should be done by the organization itself. For both parties,
it should be clear who is responsible for each task. Here we see the first
hint for our answer to whom a threat response should be sent. It might be
reasonable to send it to the person or persons responsible for patching. Who
this would be exactly will be discussed further on in this thesis.

Next to that, the ISO 27002 standard states that it is important to
identify the relevant information sources used to identify new vulnerabilities.
These sources should be kept up to date, i.e. new ones should be added when
new assets are present in the organization or when new useful sources present
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themselves. Since organizations outsource this type of work in our scenario,
the responsibility for the process of managing the information sources lies
with the security company.

Before starting to deal with found vulnerabilities, organizations should
define a timeline that describes the process of how such a vulnerability should
be remedied. It is important that security companies do so in agreement
with their client, i.e. the organization in which the vulnerabilities will be
found.

Identifying the risks a vulnerability offers and the actions that should
be taken to remedy, are parts of this implementation guidance that are the
responsibility of the security company. Example actions here are patching
or completely turning off vulnerable systems.

In case a patch has been released for a vulnerable piece of software, an
assessment should be made on the risks of installing the patch. Updating
software may lead introduce new problems. The security company should
make this assessment and based on the results decide whether or not updat-
ing is the right next step.

As a part of the above, ISO 27002 instructs to test patches thoroughly
before installing them. When patches result in too many or undesired side-
effects, controls such as turning off the service, changing the access controls,
increasing monitoring, or increasing awareness of the vulnerability might be
better options than patching.

In addition to the last advice discussed above, organizations should set
up procedures for when no patches are available for identified vulnerabilities.
The risks of the vulnerability should be assessed and appropriate actions
should be performed. Security companies can for example advise their clients
to turn off a certain service until an official patch is released.

The standard also lists some overall guidance on the management of
vulnerabilities. Systems at high risk should be a priority over lower-risk
systems. Next to that, all actions and procedures taken in the process
of vulnerability management should be documented for future resources.
Lastly, the process of vulnerability management itself should be reviewed
and changed if necessary on a timely basis. All these overall requirements are
decided in an agreement between the organization and the security company.

Information security roles and responsibilities

ISO 27002 informs organizations on the division of roles and responsibil-
ities. To do so, it is important to first identify all assets and processes.
Furthermore, responsibilities should be documented in a clear manner. It
should be clear to the whole organization who is in charge of what asset
or process. The ones responsible should be capable to deal with the as-
signed asset or process and should be allowed to develop their knowledge if
needed. The standard states that in practice it often remains the case that
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one information security manager remains responsible for the whole digital
infrastructure. However, this is very impractical in case of unforeseen cir-
cumstances. The standard advises appointing one ’owner’ of each asset or
process, who is then responsible for it. This could be interesting from our
research project’s point of view. When every product has its owner, threat
responses regarding that asset or progress could be sent directly to that
owner. However, this would result in a lot of administration at the side of
the security company. Another solution would be to appoint one informa-
tion security manager who will receive threat responses, and who will then
forward those to the correct individual.

3.1.3 Literature on ISO standards

Since the ISO standards are widely known, research has been done on it as
well. Fomin et al. [8] tried to find the reason behind the low adoption of the
ISO 27001. They conclude that the main reason behind this is the fact that
implementing a successful ISMS is costly, both in terms of time and money.
Reasons to adopt the standard are primarily the sense of safety and the fact
that receiving a certificate can be positive for the image of the organization.
They state that setting up an ISMS becomes relevant for organizations only
after incidents happened.

Hsu et al. [15] examined the benefits of an ISO 27001 certification. They
expected a positive effect on return-on-assets and stock market performance.
However, their study shows that there are no indications that this positive
relation exists. Because of this, they propose that ISO 27001 certificates
should be an obligation, rather than a tactic to gain a competitive advantage
over competitors.

One of the best-known alternatives to the ISO standards is the Infor-
mation Assurance for SMEs, where SMEs is the abbreviation for small and
medium-sized enterprises. In short, this standard is called the IASME Gov-
ernance Standard1. Henson et al. [13] discuss this standard in their research
paper. They conclude that the most important reason to choose this stan-
dard over the ISO standards is the fact that it is less costly to implement,
both financially and in terms of time. For smaller organizations, this might
be a good alternative, since the ISO standards often need too much effort.
For bigger organizations, however, the ISO standards are still seen as the
best choice, since they are more complete.

Above we discussed the ISO standards as guidelines that can help im-
plement an ISMS. Another use for the ISO 27001 and ISO 27002 standards
is to act as a checklist when analyzing the security level of an organization.
Kurniawan and Riadi [22] performed such an analysis on the security level
of academic information systems. Based on this analysis, the organization

1https://iasme.co.uk/iasme-governance/
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receives an ISMS maturity rating.
Shojaie et al. [30] wrote a research paper that helps make such analysis

easier. They divide the requirements for an ISMS listed in ISO 27001 into
five different categories, i.e. data, hardware, software, people, and network.
Next to that, by categorizing the requirements they analyze the complete-
ness of the ISO standard. Shojaie et al. conclude that for the categories of
data, software, and hardware appropriate requirements are in place. How-
ever, additional requirements are needed for the categories people and net-
work.

3.2 Knowledge sharing

The research problem that we aim to solve, has knowledge sharing as an
important aspect. When sending threat responses, the sending party, the
security company, delivers knowledge to the receiving party, the client’s
organization. In this case, the knowledge that is shared deals specifically
with vulnerabilities that might be present in the digital infrastructure of
the client. Because of this aspect of knowledge sharing, we discuss relevant
research done in this field.

Widén-Wulff and Ginman [35] examined the effect of social capital on
knowledge sharing. Here the social capital represents the characteristics
of the social structure in a community. They split up this concept into
three dimensions., i.e. structural, content, and relational dimension. The
structural dimension deals with the structures within an organization needed
to facilitate knowledge sharing. The relations in organizations are the most
important factor here since those relations allow for communication between
the different parties in that relation. The content dimension is about the
knowledge that is shared and how it is shared. Widén-Wulff and Ginman
[35] state that it is important to create a culture in which there is enough
knowledge in the organization, and communication channels are available.
This can be face to face, as well as a digital channel. The last dimension, the
relational dimension, deals with the relations of the structural dimension.
Relevant aspects of the relational dimension are expectations, obligations,
and trust. In any relation, parties have expectations from the other parties,
as well as obligations to the other party. When those expectations are met,
and the obligations are fulfilled, it results in an increase in trust. Trust
contributes to better knowledge sharing.

The study of Gumus [11] investigates different aspects of communications
and their effects on knowledge sharing. The study finds that communication
style and communication satisfaction are key factors in knowledge sharing.
The communication style is about in what manner the information is shared.
One can think of the choice of words and intonation here. Communication
satisfaction describes how the information is received and to what extent
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the parties in the communication are satisfied. The aspect of communi-
cation style is important for someone’s will to donate knowledge, that is
sharing the knowledge. Because the sender is clear in the case of threat re-
sponses, this aspect is less relevant to our research problem. Communication
satisfaction is related to the will to collect knowledge. If the receiving end
of the communication line is satisfied with how the information is shared,
it is more likely to absorb the information. Another interesting finding in
this study is that information is accepted more when it comes from within
the group the receiving end is in. This can be an organization, as well as a
team.

Haas and Hansen [12] wrote a research paper on the different forms
in which knowledge can be shared and their relations to productivity and
effectiveness. The research resulted in two main conclusions. First, they
found that face-to-face communication was more effective than communi-
cation using a digital document. They advise that in environments where
certain levels of quality should be delivered, information should be shared
in person. However, this has a negative effect on productivity, since digital
documents can be distributed to a bigger audience in a shorter time. In
situations where productivity is more important than quality, digital forms
of communication should be considered. The second conclusion of Haas and
Hansen [12] was that using digital forms of communication can result in a
lower quality of knowledge sharing in another way. Since distributing digital
documents is often focused on productivity rather than quality, it is tempt-
ing to reuse parts of previous documents. Because of this reuse, the quality
of knowledge sharing decreases.

In relation to the last research paper on different knowledge-sharing
forms, Lee [24] did research on the different channels of communication.
He found strong preferences for certain channels when communicating with
different roles in an organization. Employees prefer face-to-face communica-
tion or video conferences when communicating with peers. With managers
of teams, these forms of communication are preferred as well. However,
when communicating with the CEO of an organization, employees rather
communicate via email or printed media.

Ipe [17] wrote a research paper in which a knowledge-sharing framework
for organizations is presented. Ipe [17] states that the culture in the orga-
nization is important for three different aspects of his framework. First, he
discusses the nature of knowledge. This deals with what kind of knowledge
might be suitable for sharing between parties in the organization. Second,
the culture in an organization affects the motives that one might have to
share their information. Last, opportunities to share the information should
be facilitated in the culture of the organization. If these three aspects come
together, knowledge can be shared according to Ipe [17].

Another aspect of interest regarding sharing of knowledge is the style of
communication. We can distinguish between informal and formal commu-
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nication styles. Thistlethwaite et al. [31] examined those different styles.
When the goal of the communication is comprehension by the reader, they
advise a more formal style of communication. The most important aspect of
this style is conclusion drawing by the writer. This has a positive effect on
the comprehension by the reader. Next to that, a well-defined organization
of the text benefits the comprehension as well. When information is poorly
structured and no conclusions are drawn, the comprehension by the reader
is likely to be of a lower level.

3.3 Goal audience

In the sections above, we saw that it is important that it is clear to appoint
owners to services and applications within organizations. Next to that, we
found that knowledge is more likely to be accepted when it comes from
sources within the organization. This indicates that it is good practice to
appoint one responsible person to receive all threat responses. This receiver
should then internally discuss with the owner of an affected service or appli-
cation what actions should be taken. In this section, we try to answer the
question to whom threat responses should be sent.

To answer this question, we start by discussing whether a CISO would
be a reasonable choice for the goal audience. CISO stands for Chief Infor-
mation Security Officer. This person is responsible for information security
within an organization. According to Da Silva and Jensen [5], one of the
tasks of a CISO is ”consuming opaque information from multiple sources
and making decisions based on their interpretations and what they judge to
be appropriate or ‘the right thing’ for their stakeholders”. We can see threat
responses as one of those sources containing opaque information. The own-
ers of the application or service affected by a vulnerability discussed in a
received threat response can be seen as the stakeholders in this case. This
indicates that the CISO of an organization might be the correct person to
communicate vulnerabilities with using threat responses.

Van Yperen Hagedoorn et al. [33] examined the soft skills that are
needed by a CISO to execute their tasks. They found that communication
is the most important soft skill needed by a CISO. This corresponds with
our needs regarding communicating the contents of a threat response. We
can see this as the next hint to the CISO being our ideal goal audience.

Karanja [19], Karanja and Rosso [20], and Hooper and McKissack [14] all
emphasize the importance of communication between the CISO and CEO.
Hooper and McKissack state that a CISO should be able to communicate
effectively with the board of the organization as well as with the employees
that are responsible for an application or service. Karanja [19] concludes
that a good communication relationship between the CISO and CEO is
needed to prevent the organization from facing lawsuits and losing business.
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Discussing critical vulnerabilities that can be exploited, such as those com-
municated via threat responses, and how to mitigate those vulnerabilities is
a critical part of the job of a CISO.

The research papers discussed in this section combined show that the
CISO is a logical choice for our target audience, as their desired role cor-
responds with the needs for receiving and communicating threat responses
perfectly.

3.4 Threat response awareness

In this section, we discuss literature related to awareness in relation to threat
responses.

When someone experiences the same situation over and over again, one
might become less aware over time. They get used to the same stimuli,
resulting in getting numb to these stimuli. This phenomenon is called ha-
bituation in the field of biology [32]. Moustafa et al. [25] link this to the
field of cyber security. They state that when a user is exposed to the same
security warning over and over again, their reaction will decrease over time.
To solve this, more varying types of warnings are suggested. Translating to
our research project, it might be useful to create variation in the structure
and form of threat responses, to ensure that readers remain aware of such
information.

Another term for this phenomenon is cyber fatigue. Reeves et al. [26] dis-
cuss a model of cyber fatigue that consists of four components. They distin-
guish between two types of sources of fatigue, i.e. advice-related sources and
action-related sources. Advice-related sources describe the situation where
an employee might be tired of being told what to do. Action-related sources
are situations where the interaction between the employee and the cyber
security systems is tiring. Next to that, Reeves et al. [26] state two different
types of fatigue. Those types are attitudinal-type fatigue and cognitive-type
fatigue. The first means that employees are not interested in cyber secu-
rity and do not really care about it. The latter deals with situations in
which employees make mistakes due to mental tiredness. Reeves et al. [26]
state that it is useful to establish the source and type of fatigue in order to
implement the correct cyber security interventions.

Reeves [27] researched the effects of non-attitudinal fatigue. Such fatigue
is the result of repetitive actions, such as having to change your password
every fixed period of time. However, he found no indications that employees
created weaker passwords over time. Thus he was not able to demonstrate
the effect of non-attitudinal fatigue.

The goal of threat responses is to prevent cyber incidents. However,
the risk of such an incident can never be fully taken away. Because of
this, it is important to have an incident response plan in place. Chen et
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al. [3] propose a set of design principles for setting up an incident response
plan. One of the principles that are particularly of interest for our research
project, is knowledge construction. Chen et al. [3] state it is necessary to
store all information on threats and incidents in a clear way. By doing so,
the documentation can be consulted in case of later incidents. Next to this
principle, they advise setting up a standardized strategy for information
sharing. As the ISO standards suggest, Chen et al. [3] advise appointing
receivers of such information. That way they can effectively and safely
conduct their missions.

Ahmad et al. [1] discuss how organizations can develop situational
awareness for incident response. Threat intelligence is one of the key aspects
of their approach. They state that it is necessary to develop clear informa-
tion pathways. Those pathways help organizations be aware of newly found
cyber threats, using the relevant sources of information and knowledge.

3.5 Sending and processing a threat response

In section 3.2 we saw that it is important to build up a level of trust be-
tween the sender and receiver when sharing knowledge. Thus in our case,
it is important that the CISO of the client has a good relationship with
the security company that sends the threat responses. Furthermore, it is
important that the receiver is satisfied with the communication style. The
CISO is more likely to accept the information when it is communicated in
the desired manner. Here the security company and its client should come to
an agreement on what style of communication is preferred by the receiving
end since it is an objective matter.

Next to how the threat response should be sent, we also discussed how
the information should be used within the client organization. Ideally, the
information should be discussed, by the CISO, or someone in a similar role,
face to face with those responsible for the information systems affected by
the new vulnerability. After that, the so said ’owner ’ of the information
system should inquire with the supplier of the systems whether the system is
vulnerable and demand mitigation if necessary. If the system is developed by
the client itself, the owner of the system should inquire with the developers.

Working this way, we know for sure that the information is received
in a correct manner. Next to that, we can ensure that the information is
processed as described to be most effective by the literature.
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3.6 Findings

Below we list the main findings of our literature study that we use in the
next phases of our research project:

• Responsibilities listed in an ISMS are shared between a security com-
pany and its clients, according to the ISO standards.

• The ISO standards state that organizations should document what
applications and systems they use. Next to that organizations should
have clear documentation on the roles and responsibilities regarding
information security.

• It is good practice to appoint owners to applications. That way the
responsibilities are divided in a clear manner, according to the ISO
standards.

• Information is more likely to be accepted when it is given by someone
in the same group [11]. This indicates that it is wise to let one recipient
spread threat information internally to their colleagues.

• Information is processed best when shared face-to-face [12]. One should
discuss the contents of threat responses, rather than simply forwarding
the message to owners of applications.

• When comprehension of information is one of the goals of the commu-
nication, it is best to use a formal style of communicationg [31].

• The CISO appears to be a suitable option for the recipient of threat
responses, which can then be discussed and processed in a suitable
manner internally [5][33][20][19][14].

• When the frequency of receiving threat responses is too high, readers
might get used to it and be less alarmed over time. This concept is
called habituation [25].
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Chapter 4

Preliminary research

In the previous chapter, relevant research papers and standards have been
discussed. Another source of information that was available to us, is a set
of emails on several threats. First, we examined communication via email
after a threat response about the Log4j vulnerability1 that was discovered
in December 2021. This threat was chosen since it impacted a lot of systems
and applications, and thus companies. Because of this a lot of communica-
tion was available. The cyber security company Northwave sent out a threat
response2 to its clients to inform them of the vulnerability and the risk that
it offered. This report was sent out via email. In the week following sending
this threat response, clients responded via email, asking questions or for as-
sistance. This mail traffic gives a first insight into potential problems that
currently exist in the process of informing clients of new cyber threats. In
the next sections, we discuss the process of this analysis and several findings.
Especially cases where it seemed that reality did not match the findings of
our literature study were of interest to us, and are used as relevant topics
for our qualitative interviews.

4.1 Analysis of email traffic

As discussed above, this case started by sending out a threat response on the
Log4j vulnerability. In the days following that email, Northwave sent out
three updates on the previous threat response with additional information

1https://www.cisa.gov/uscert/apache-log4j-vulnerability-guidance
2https://northwave-security.com/threat-response-remote-code-execution-vul

nerability-in-log4j-library/

20

https://www.cisa.gov/uscert/apache-log4j-vulnerability-guidance
https://northwave-security.com/threat-response-remote-code-execution-vulnerability-in-log4j-library/
https://northwave-security.com/threat-response-remote-code-execution-vulnerability-in-log4j-library/


on the vulnerability.345 In total four threat responses were sent about this
vulnerability, indicating that this was one of the biggest new threats found
in the last years. Following the threat intelligence that was sent out, a vast
amount of responses and requests were received. We gathered all emails
sent back and forth between December 10, 2021, and December 16, 2021.
We filtered out the automatic replies. After doing so, we registered 112
emails being sent between recipients of the threat response and the security
company, Northwave. Since every email is responded to, half of those were
responses by the security company. Thus 56 of the emails were sent by
organizations that received the threat responses. Those emails originated
from 43 different organizations. This set of emails can be divided into four
categories. Since the mails contained short questions, it was very clear to
which category a mail belongs. Next to that, the response of the security
company indicates in what category the original question belongs as well.
For example, when the security company responds that it will perform the
action that was asked for, it is clear that the original mail should be placed
in the first category. The result of categorizing the emails can be found in
the following list:

• Instruction to perform an action for the client: 16 emails

• Help with performing an action by the client: 18 emails

• Help with determining the first steps: 12 emails

• Informing on actions taken: 10 emails

In the first category, we see clients asking or telling the security company
to perform an action for them, such as scanning their digital infrastructure.
An example can be found in the following quote:

”Would you be able to go back and look at the logs you received from us,
and search for any log4j-related IOCs for the past week? And besides this,
we’re wondering if you are able to set up and perform a (log4j) scan for us

on our internal network?”

In the second category, clients were trying to perform such actions them-
selves but asked for help because the process was unclear to them. An
example of emails like these can be found below:

3https://northwave-security.com/threat-response-update-remote-code-execut

ion-vulnerability-in-java-log4j-library/
4https://northwave-security.com/threat-response-update-2-threat-respons

e-remote-code-execution-vulnerability-in-java-log4j-library/
5https://northwave-security.com/threat-response-update-3-threat-respons

e-remote-code-execution-vulnerability-in-java-log4j-library/
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”We scanned our environment and found the following Linux server, with
Log4j 1.2.14 installed. Could you please tell us whether this is the correct

version?”

”We created a list of which systems we want to scan. However, we are
unsure how to perform this scan exactly. Do you have instructions for us?”

We saw clients that had no clue where to start in the third category, as
can be seen below:

”Do you have any advice that can mitigate the risks?”

”Do you have any guidelines for us?”

Next to those three categories, we saw ten other mails being received
by Northwave. These emails had mainly contents regarding informing the
security company on mitigating actions they performed. The following quote
is an example of such a message:

”We have confirmed our DAST analyzer is not using a vulnerable version
of Log4j, we have removed Log4j from the application listed below, and we

have upgraded Log4j to version 2.16 for our other applications.”

These four categories discussed above can be visualized in the following
figure:

Figure 4.1: Diagram of email traffic.

4.2 Contradictions between reality and theory

Before we examined the contents of the mail traffic, we listed between whom
the communication took place. Here we notice that the roles of the recipient
vary from CEO to developer and from CISO to system administrator. This
does not correspond with the ISO standards and the literature advice. In
chapter 3 we saw that in an ideal situation, only one person receives threat
responses. This recipient, ideally a CISO or similar, should then discuss the
matter internally with the stakeholders. When all stakeholders receive the
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information on a new threat, it is unsure whether the internal communica-
tion still takes place and the matter is handled in a proper manner. Because
of the wide variety of roles in the audience, it is extremely hard to get the
level of technicality in the communication right. Because of this, we are
unsure whether the current way of communicating technical information fits
the knowledge level of the reader. A list of the different roles in the audience,
which is not complete but does give an insight, can be found below:

• Head IT System Operations &
Engineering

• Group CIO

• IT Security Officer

• IT Director

• CTO

• CEO

• Security Engineer

• Infrastructure administrator

• Security information manager

• Security specialist

• Security team

• External chief information se-
curity officer

• Five IT teams

• IT security officer

• Support staff

• Application administrators

• Head ICT

• Information security officer

• Network administrators

• System administrators

• Vice president

• Head IT

• Head infrastructure

• Head IT security

• IT security specialist

• Coordinator ICT

Next to that, we notice that a vast amount of clients did not respond to
the threat response that they received. Out of the 118 different organizations
that currently receive threat responses, 43 responded. Thus 75 organizations
did not respond to any of the threat responses. Furthermore, we noticed that
some clients seem to never respond to such a report on a newly discovered
threat. This raises the question of whether the threat responses are read
at all, and if so, whether the threat responses are processed in a proper
way. Since that is something we are unsure of now, we aim to research this
further during the interviews. Another explanation for this phenomenon is
that the client has no follow-up questions. It could also be the case that
clients receive so many threat responses that they get used to being exposed
to new threats and do not respond as adequately anymore as before. This
phenomenon is called habituation, as discussed in chapter 3. This could be
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relevant to our scenario, since the threat responses that are sent out, often
follow the same structure, which might result in less awareness over time.
However, since this is only a hypothesis, we need to do further research
before drawing conclusions.

When diving into the contents of the email traffic, we see that a lot of
clients responded to the threat response with similar questions. As can be
seen in these quotes, multiple clients experience trouble identifying their
vulnerable systems:

”We are verifying whether we are vulnerable to Log4j, however, we are
unsure on how to set this up.”

”Can you share with me how you are searching the hosts for the Log4j
installed please?”

Next to that, we notice that the security company that sent out the
information on the threat had to respond in the same manner to numerous
clients. All these emails that were sent as a reaction covered the same theme:

”We will send out a threat response later today with the latest updates and
detection capabilities regarding the Log4j vulnerability.”

”We have just sent out a new threat response with the latest details about
the vulnerability and the detection capabilities.”

What we see here is that not all information is directly clear to the clients.
Clients would prefer information that is tailored to their digital infrastruc-
ture. In this case, this happened because the information was simply not
available at the time. As a consequence, clients ask the same questions,
resulting in the same answers to these questions. We expect clients would
prefer that this lack of information is communicated, together with an ex-
pected moment when an update will arrive.

The topics listed above present haziness that we would like to solve. How-
ever, using email communication as the only source, we maneuver ourselves
into a dangerous situation. Since clients might have used other communica-
tion channels to ask their questions, such as having called next to respond
via email, we could miss parts of the total communication that took place.
When trying to draw conclusions based on this email traffic alone, the risk
of making false assumptions presents itself. Because of this, we decided that
we needed to speak to the recipients to clarify the topics above. In chapter
5 we discuss the interviews that we conducted to this end.
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4.3 Hypotheses

Following the previous section, we formulated five hypotheses for our inter-
views. These correspond with the topics that we want to touch on during
the interviews.

H1: Roles responsible for cyber security are not divided as suggested by
the ISO standards and the literature.

H2: Because of the fact that multiple people in an organization receive the
threat responses, the communication on the threat responses is not
effective enough.

H3: Because of the fact that multiple people in an organization receive the
threat responses, the level of technicality in the threat responses does
not always fit the readers’ knowledge.

H4: Recipients desire threat responses tailored to their digital infrastruc-
ture.

H5: Because of the high frequency of sending threat responses and the
standardized structure of threat responses, readers are less alarmed
over time.

In chapter 5 we discuss these hypotheses and whether the data from the
interviews confirms or rejects the hypotheses.
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Chapter 5

Methodology

In this chapter, we discuss how our research has been done. First, the reason
behind the selected methods will be explained. After that, we will discuss
how our sample was composed and why. The collection of the data, i.e. the
interview itself will be presented in the third section. Lastly, we will discuss
how we analyzed the data using multiple coding methods.

5.1 Choice for method

We started our research project by going through the existing literature on
the topic of threat responses or communicating threat intelligence. How-
ever, we noticed the scientific world did not give much attention to that yet.
Because of that, we decided to gather information from literature related to
the basics of our topic of threat responses, i.e. communication and knowl-
edge sharing. Our plan was to compare the conclusions drawn from our
literature study with the mail traffic we examined about big threats such as
Log4j. Although we found quite some interesting contradictions doing so,
there was something missing in our results. We still had no clue about what
was happening in the organizations that threat responses were sent. To fill
this knowledge gap, we decided that interviews could give us the additional
information that was missing. Interviews are a proven way of gathering in-
formation about the social viewpoint an interviewee has. In our case, this
was relevant since we want to know how the threat intelligence is handled
after it is delivered via a threat response. Since we found interesting topics
during our preliminary research, we decided on a semi-structured interview
[18]. That way we can balance between steering the interviewee toward the
topics we are interested in, while the possibility to speak freely in their own
words remains. Additionally, we want to know how employees of organi-
zations react in the hypothetical situation of a high-risk new cyber threat.
This points to the concept of a situational interview [23]. This means that
we set a scene for the interviewee, which they might or might not have been
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in before, and based on that scene we ask them what their next steps would
be. This way, their answers are similar to the reality when such a situation
would occur.

5.2 Sample composition

The group out of which interviewees can be selected is large. However, for
our research, it is relevant that the interviewee has received a threat response
or cyber threat intelligence report at some time in their career. If this is
not the case, it is impossible to gather information on how the information
was processed after receiving the threat response, since this simply never
happened before. Because of this, our potential population shrinks signif-
icantly. Furthermore, to be able to generalize the results of this research
project, it is important that the interviewees represent organizations with
significant differences between them. The last factor that limits the number
of potential organizations we could interview an employee from is the fact
that not every organization is willing to cooperate with such research. Be-
cause of these three factors, we use purposive sampling. More specifically,
we use maximum variation sampling, a sub-type of purposive sampling [6].
The idea behind this type of sampling is to look at a subject from different
angles, with the goal to get a broader understanding. According to Etikan
et al. [6], this sampling method is suitable when it is impossible to take a
random sample. This can be the case when a sample pool is too small. In
our research, our pool of suitable candidates is small, and not every poten-
tial candidate is willing to cooperate with our research. Because of these
reasons, we believe maximum variation sampling fits our research project.

5.3 Data collection

As discussed earlier, we started by examining email traffic between sender
and recipient of threat responses. To collect this data, we got access to
a digital mailbox from a company that sends out threat responses to its
customers. In this mailbox, we were able to filter on keywords such as
Log4j, a well-known cyber security threat that were discovered last year.
Doing so resulted in a set of emails back and forth between the security
company and the client.

In chapter 4 we discussed that examining the mailbox and comparing
the findings to the conclusions drawn from our literature study, resulted in
contradictions and haziness. These contradictions and haziness were our
aims during the interviews that we conducted to fill the information gaps
that we stumbled on. The goal of the interviews was to get to know how
the organizations and their employees experienced receiving and processing
threat intelligence. We want to have an insight into their look at such
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situations. Because of this, it is important that the interviewee can speak
freely in their own words. On the other hand, we as interviewers have a list of
topics that we want to touch on. These two factors combined indicate that a
semi-structured interview [18] is an optimal method. This method includes
the possibility to ask further questions on a topic if some aspects remain
unclear. As discussed above, we used the concept of situational interviews
to let the interviewees think about the topics as if they were experiencing
them at the moment.

In section 4.3 we discussed that we want to cover the following topics in
the interview:

• The responsible roles for cyber security.

• Internal communication of received threat intelligence.

• The level of technicality in the threat responses.

• Potential habituation that might occur over time.

• Desired improvements such as more tailored to the organization’s in-
frastructure.

This list of topics is covered in the interview by the following questions,
potentially complemented by further questioning on certain unclear aspects:

1. How are the responsibilities in the field of cyber security divided in
your organization?

2. Who are the recipients of threat responses in your organization?

3. What is the reason behind the selection of these persons to be the
recipients?

4. Imagine your company receives this threat response regarding Log4J 1.
Could you please read through the threat response quickly? To what
extent do you know what the next steps within the organization should
be after receiving this threat response?

5. What are the steps that you would take within the organization after
receiving this threat response?

6. With whom do you discuss the contents of such a threat response? In
what manner?

1https://northwave-security.com/threat-response-remote-code-execution-
vulnerability-in-log4j-library/
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7. What is the frequency in which you receive threat responses?

8. What is your opinion of this frequency?

9. How do you estimate the risk and impact of the threats that you receive
threat responses about?

10. Would you actively subscribe for threat responses if you would not
receive them automatically?

11. What is the added value of receiving threat responses to your organi-
zation?

12. What overall comments or improvements would you like to make?

These questions are discussed with the interviewees using Microsoft Teams.
This method is selected because not every interviewee is comfortable with
meeting in real life yet after the pandemic, and it spares both parties the
trouble of traveling. Next to that, Microsoft offers a suitable method for
recording the interviews for processing. The recordings are transcribed at
a later moment. We aim to keep the transcriptions as close to reality as
possible, with a minimal loss of information in the process. We conducted
seven interviews and processed the data gathered from those. The intervie-
wees are employed in different fields, such as sports, transport, finance, and
ICT. We spoke with employers working cybersecurity-related jobs in their
organizations. The result of the interviews consists of multiple text files that
are analyzed in the following section.

5.4 Analysis

With the transcripts of the interviews we conducted, we start the analysis
of our data. We do so using grounded theory, a systematic methodology for
qualitative analysis developed by Glaser and Strauss [9]. Furthermore, the
book Analysis in Qualitative Research by Boeije [2] is consulted for extra
clarification and background on the method of grounded theory. Below three
of the core aspects of this method are presented, together with a discussion
on how we performed these three parts of the method. We started our
analysis with the process of open coding on the data we gathered from our
interviews. The three phases of coding are performed using ATLAS.ti2 , a
coding program that is suitable for different types of qualitative research
and analysis.

2https://atlasti.com/
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5.4.1 Open coding

We start our analysis with open coding [21]. This is the process of segmenting
the data, and labeling it with a code that suits the segment. This way, the
data gets organized in a clear manner, which makes it possible to analyze.
The process starts by reading the transcripts very carefully and identifying
separate segments. A segment can be a word, a phrase, or up to several
sentences on a particular topic. Such segments are then labeled with a
code. One way of coming up with such codes is in vivo coding. In vivo
coding means that the codes are derived from the terminology used by the
interviewee. The idea behind in vivo coding is to capture as exactly as
possible what was happening in the interview, i.e. what was meant by the
interviewee.

Another way of thinking of new codes is by using the literature studied
before as a source. We can use the theoretical concepts we discussed in
chapter 3 as codes for segments we find in the data from the interviews.

Open coding results in a list of codes, which we can group together and
link in later phases of the analysis. The complete list of these codes can be
found in appendix C. In this list, we see the different codes that we used
in the phase of open coding, together with the sub-codes created later on.
Next to that, we see the number of times a code was related to a quote from
the interviews. This number is also called the groundedness of the code. In
the last column, the group or groups the code is placed in is listed. The
majority of the codes cans still be found in the results of later phases. This
is also the case in appendix A, where we find the result of the process of
axial coding, which will be discussed later.

5.4.2 Theoretical sampling

Before we discussed how the sample for our interviews was created. How-
ever, there is another aspect to sampling, i.e. theoretical sampling [10].
Theoretical sampling is applied in situations where there are gaps in the
data resulting from previous rounds of data gathering. During the first six
interviews for this research project, little data was gathered on habituation
and hypothesis H5, as listed in section 4.3. Therefore, we conducted an ex-
tra interview, with which we tried to fill this gap. Interviews conducted in
this phase, focus on exactly those topics that were not sufficiently covered
in earlier interviews. This way, gaps in the data can be filled, resulting in a
complete data set. This process is iterated until theoretical saturation [29]
is reached. This saturation point is reached when, in our case, conducting
extra interviews, does not result in new data. In other words, when the
last couple of interviewees brings no new data to our research, we know the
saturation point is reached. When this is the case, the process of gathering
data is completed, and the data set can be seen as complete.

30



In our research project, we aimed to fill the gap regarding habituation
in our data set using the process of theoretical sampling. However, after the
seventh interview we conducted, which was aimed at this topic especially,
we found no new data that could support our hypothesis. This tells us that
it is likely that the data is complete, but that the hypothesis on habituation
might simply be wrong and therefore impossible to confirm from the data.
Because of this, we feel the saturation point was reached. Thus, no more
interviews were conducted and our data set is assumed to be complete.

The additional data that this extra interview yielded, is processed in the
same manner as the data from earlier interviews was. The interview was
transcribed, and the resulted transcript was segmented using open coding.
When further segmenting and coding are not possible, the first phase of
grounded theory is completed.

5.4.3 Axial coding

The second phase of our analysis is axial coding [34]. In this phase, we
categorize the open codes together and create links between categories and
codes where possible. Since this process can be difficult, we decided to
use the coding paradigm, developed by Strauss and Corbin [4]. The coding
paradigm can be seen as a framework for axial coding. It consists of the
categories of causal conditions, strategies, consequences, and context.

The category phenomena is an optional category, helping the analyst to
form the core concepts in the next and last phase of coding. It describes
different phenomena we can find in the data from the interviews. In our
research project, these phenomena are the core problems that occur when
processing threat responses that interviewees addressed.

The category of causal conditions consists of causes for the phenomena
found. A phenomenon can have multiple causes, and an item in the causal
conditions category can cause multiple phenomena. Both of these situations
exist in our results, as will be discussed later.

Interviewees addressed solutions to some of the causal conditions. Those
solutions, or optional solutions, are gathered in the category strategies.

In consequences, we listed the effect of the proposed strategies or solu-
tions. It can be the case that not every causal condition is connected to a
proposed solution, and in that case, no consequence related to the causal
condition can be found.

The last category in this coding paradigm is context. This category
describes the context of the phenomena we are trying to find. For our thesis
project, this context consists of the organizational structure and the different
roles in organizations that were addressed during the interviews. Keeping
this in mind, we can discover whether the responsibilities of cyber security
are divided as proposed by the literature in our literature study.
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The result of categorizing and defining relations and connections between
categories and codes can be found in the codebook in appendix 7.

5.4.4 Selective coding

In the last phase of our analysis, selective coding, we reassemble the seg-
mented data into a theoretical model. We identify the core concepts, as well
as the relationships between those core concepts. These concepts and their
relationships can be illustrated in diagrams.

The structure of such diagrams is based on the categories of the coding
paradigm. A phenomenon usually has a causal condition, indicated by an
arrow labeled ’is cause of ’. The causal condition in its turn is related to
a strategy, indicated by an ’is solution to’ arrow. The last relationship is
between a strategy and a consequence, which we show using an arrow with
the label ’is a result of ’. In the bottom right corner of a diagram, we put the
category context. This category is not directly related to other categories or
codes, but it is always part of the bigger picture. It is important to keep in
mind in what context certain phenomena present themselves. The above is
illustrated in the following diagram:

Figure 5.1: Diagram of a phenomenon and its relationships.

For this research project, we created two diagrams, one for each of the
phenomena we found. In the next section, we will discuss our findings
using those diagrams. Our goal here is to confirm or reject the hypotheses
formulated in section 4.3.

5.5 Core findings

In this section, we will discuss the phenomena and the related codes we
found in the previous sections.

5.5.1 Unsuitable technical level

The first phenomenon is ’Unsuitable technical level ’. This phenomenon de-
scribes the fact that readers of threat responses feel that the technical level
of the language used in threat responses does not always fit their level of
technical knowledge. From our data, we see that this phenomenon has two
sides. Readers of threat responses state that the technical level of the lan-
guage used is too high for them, and thus sometimes the threat responses
are hard to understand. On the other side, we see that readers of threat
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responses feel that technical details are missing from the threat responses.
This core concept is placed in the middle of figure 5.2.

In this diagram, we see that this phenomenon has two causal conditions
connected to it. This relationship is indicated by the arrow with the label
’is cause of ’. The first cause of our phenomenon is the fact that it is not
always clear who receives and reads the threat responses. This haziness
exists for the receiving organizations, as well as for the security company
sending out the threat responses. Because it is not always clear who reads
the information on newly found cyber threats, it is near to impossible to
tailor the technical level of the text to the level of technical knowledge of
the reader. In the diagram, we see no potential solution for this cause, since
our data from the interviews does not contain such a solution. However,
the data does show us why the recipients are chosen the way they are. We
see that this is not always an explicit choice, sometimes it just happened to
become the way it is. The following quote illustrates this:

”That choice was made subconsciously.”

Another causal condition for the phenomenon is the fact that the infor-
mation is often too general. The interviewees addressed that the threat
responses are written in a general style, in order to be sent out to all clients.
However, because of this, readers feel that there is a lack of technical details
regarding their digital infrastructure. During the interviews, a potential so-
lution to this problem was presented. Such a relationship between codes is
indicated with an arrow labeled ’is solution to’. A solution to the fact that
the information can be too general, is to tailor the threat responses based
on the digital infrastructures of the organization it is sent to. Multiple in-
terviewees would see that as a major improvement. However, as can be seen
below, the fact that this is hard to accomplish is also known:

”I am not sure whether it is possible. If so, it would be nice if threat
responses were specific for our organization.”

In the bottom right corner of figure 5.2, we see the category context.
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Figure 5.2: Diagram of phenomenon unsuitable technical level and its
relationships.

5.5.2 Haziness on first steps

The other core phenomenon we found in the data is ’Haziness on first steps’.
Readers of threat responses experienced cases where they would not know
how to act after receiving and reading an incoming threat response. A
typical expression to illustrate is:

”First it was somewhat unclear where the vulnerability might be located.
Because of that, we were struggling to find out what this vulnerability

exactly meant.”

This phenomenon is illustrated in a diagram. Because of the size of this
diagram, it can be found in appendix B. Again we find the core phenomenon
in the middle of the diagram. The context is placed in the bottom right
corner, for the same reason as before. We can see that the data presents five
different causal conditions for this phenomenon, which we discuss below.

Information too general

This code is an example of a code that acts as a causal condition for both
phenomena. Because of the fact that threat responses are written in a
general style to be suitable for every organization, interviewees feel that it
causes uncertainties for the readers. The readers do not know whether or
not the threat response is applicable to them and whether their organization
is vulnerable to the presented threat. The proposed solution is equal as
was the case when this code is seen as a causal condition for the previous
phenomenon.
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Lack of documentation

Another cause for the haziness when a threat response is received is the fact
that organizations do not document important information on their digital
infrastructure as they should. Because it is unclear what systems and appli-
cations are running in the organization, it is hard to figure out whether the
threat is relevant. The data suggests a simple solution to this problem, i.e.
start documenting. That would result in clear documentation, as is indi-
cated with an arrow with the label ’is result of ’. This clear documentation
would help organizations find out quickly whether they are vulnerable to a
new threat, as stated in the following quote:

”That is also the challenge for us, to document better. If we would do that,
we are able to see quicker whether we are really vulnerable.”

Haziness about recipients

The fact that it is unclear who are the recipients of threat responses causes
haziness during the first phase after receiving a threat response. The infor-
mation is received by multiple recipients, who do not always know from each
other whether they also received the message. This can create a situation
in which people are waiting for the other to start the process of mitigating
potential threats, creating a deadlock situation.

Haziness on responsibilities

The data indicates that having responsibilities divided in a clear manner
helps during the first steps after receiving a threat response. Lack of this
clarity causes haziness during this first phase, as can be seen in the diagram
in appendix B. We see that the assignment of owners or owner teams to
applications and systems helps organize the responsibilities. As indicated
by the ’is a result of ’ arrows, assigning owners and owner teams results
in better insight into the digital infrastructure and clarity on the different
responsibilities regarding the digital infrastructure. This infrastructure can
be too extensive for one person to keep track of. In such a scenario, assigning
owners can help, as stated by one of the interviewees:

”We let our product owners confirm explicitly whether we use the
vulnerable applications. We do this because the digital infrastructure is too

big for me to oversee.”

Haziness on internal communication

It is not always clear whether or not and how received threat responses
should be communicated internally. This can cause situations where not
every employee knows what to do with information on a new threat. Sending
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the threat responses to the responsible departments does not always have
the desired effect according to one interviewee:

”If I forward the threat response to the colleague responsible, then in the
end nobody is looking into it.”

A solution for this problem is proposed in the data as well. The result
is that one can act in a correct manner after discussing the threat response
properly, as can be seen in the diagram. An example is found in this quote:

”Often we have a short meeting face-to-face or a video call. If it is really
urgent I usually call the others. Doing so, we can act on threats directly.”

5.6 Hypotheses

As a result of our preliminary research, i.e. analyzing the email traffic after
the Log4j threat, we formulated five hypotheses in chapter 4.3. In this
section we discuss whether those hypotheses can be confirmed or rejected.

The first hypothesis, H1, stated that we expected that the roles and re-
sponsibilities would not be divided as suggested by sources discussed in our
literature study. We saw in our analysis of the interviews that the respon-
sibilities are not always clear. Next to that, we saw that the use of product
owners, as is suggested by the ISO standards, is not implemented in every
organization. This resulted in situations where responsibilities were not di-
vided as suggested. Because of this, we can consider our first hypothesis to
be confirmed.

Communication on threat responses was expected to be not effective
enough because multiple employees within an organization receive threat
responses. We formulated this in our second hypothesis, H2. Our data
shows that internal communication indeed is not always optimal. However,
the reason presented by the interviewees was that the form of communication
was the cause, rather than the fact that there are multiple recipients in
organizations. The relationship we formulated in the hypotheses, can not
be found in the data. Because of this, we can not consider this hypothesis
to be confirmed.

Third, we expected that the level of technicality in the threat responses
does not always fit the readers’ knowledge, as can be seen in hypothesis H3.
In the diagram in figure 5.2, we see that this relationship is presented by
the interviewees in the data. Haziness about the recipients is linked as a
cause to the unsuitable technical level of the threat responses. Because of
this direct relationship, our third hypothesis is assumed to be correct.

It was expected that recipients of threat responses would indicate that
tailoring threat responses to the digital infrastructure of an organization is
an important topic for improvement. The data from the interviews show
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us that information being too general causes both of our core concepts, i.e.
’unsuitable technical level’ and ’haziness on the first steps’. A solution to this
addressed by the majority of the interviewees is tailoring threat responses
to the digital infrastructure of the organization of the recipients. Doing
so would help readers verify whether a new threat is applicable to their
organization. Our observations correspond with our fourth hypothesis, H4.
Thus, we conclude that this hypothesis is confirmed.

Our last hypothesis, H5, deals with the concept of habituation. We
expected that the frequency of threat responses might be too high. This can
result in being less alarmed over time since the reader gets used to receiving
such information. During the interviews, we did not receive any indications
that this might be happening. Even after we performed theoretical sampling
to gather more data on this specific topic, we did not find any signs that our
hypothesis was correct. Because of this, we consider our fifth hypothesis to
be rejected.
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Chapter 6

Combining results

In chapter 4 we analyzed email traffic that was the result of sending out
threat responses about the Log4j vulnerability. With the findings we did
in this process as a basis, we conducted interviews. This process and the
results we got from analyzing the data from the interviews are described in
chapter 5. In this chapter, we connect the results of those two chapters.

In chapter 4 we saw that we can divide the emails originating from read-
ers of threat responses into four categories. Three of the categories are
particularly of interest to our research question. We saw that readers of
threat responses had questions on how to apply the threat information to
their own infrastructure. Questions on how to scan for the vulnerability in
their digital infrastructure were seen on a regular basis. Next to that, emails
with instructions and information to perform such scanning were received
by the security company. Those two categories can be linked to one of the
phenomena that we found during the analysis of the interviews. The phe-
nomenon ’unsuitable technical level ’, and especially its cause ’information
too general ’, which can be seen in figure 5.2, are linked to the two email
categories. Because of the fact that the information of threat responses is
experienced to be too general in some cases, technical details are missing.
This results in readers of threat responses not knowing how to perform scan-
ning for such a vulnerability on their own or without the help of the security
company.

We also saw that some readers had no clue on what to do after reading
such a threat response. Those emails were gathered in a category as well.
Together with the categories of emails containing questions on how to scan
their digital infrastructure, we can connect the category to the other phe-
nomenon we found during the analysis of the interviews. ’Haziness on the
first steps’ is the reason why readers of threat responses ask the security
company for additional help and information. Instructing the security com-
pany to perform tasks as scanning is not related to this phenomenon. The
reader knows what the first step should be in that case but does not want
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to or is not able to perform those actions. The above can be summarized
in the following diagram, where the circles with phenomena represent the
diagrams created in the previous chapter:

Figure 6.1: Diagram relationship between email traffic and the found phe-
nomena.

6.1 Guidelines

Now that we have oversight into our results, we can formulate guidelines
based on these results. With our guidelines aim to help solve the problems
described by the two phenomena. To solve those phenomena, the causal
conditions have to be taken away. We have already seen some solutions to
this in the analysis of our interviews. We combine these solutions with the
findings of our literature study to form the guidelines that help optimize the
process of communicating newly found cyber threats via threat responses.

We start by discussing the solutions for one of the causes of the phe-
nomena ’unsuitable technical level ’, i.e. ’haziness about recipients’. From
the data of the interviews, we were unable to form a solution to this cause.
However, the literature we discussed in chapter 3, does propose a solution to
this problem. The literature suggests appointing one recipient of the threat
responses. This person should have close relationships with both the board
and the employees responsible for the digital infrastructure. As discussed
in section 3.3, a CISO or someone in a similar role would be suitable. Since
this causal condition also relates to our other phenomenon, i.e. ’haziness on
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first steps’, appointing a CISO as the standard recipient of threat responses
aids in solving both of our found phenomena.

Second, we discuss the remaining causal conditions of the phenomenon
’haziness on first steps’. ’Haziness on responsibilities’ is one of the causes
of this phenomenon. The interviewees and the literature both proposed the
same solution to this problem. Assigning owners or owner teams to systems
and applications helps set clear responsibilities. This is stated by the ISO
standards, as well as by some of the interviewees. So we see that this concept
found in the literature appears to have the desired effect in practice.

Next, we see that ’lack of documentation’ is a cause for ’haziness on first
steps’ as well. The literature and the interviewees agree on a solution for
this problem too. Simply starting to document what systems and applica-
tions are in the digital infrastructure helps mitigate new threats. The ISO
standards advise doing so. The data from the interviews indicate that this
would be a suitable solution as well.

We found that ’haziness on internal communication’ was a problem that
causes ’haziness on first steps’. The literature suggests that face-to-face
discussion of new information is most likely to result in proper processing
of the information. The data from the interviews show that this form of
communication, as well as discussing threat information via phone or video
calls, indeed results in adequate acting on threat responses.

Lastly, we found that the causal condition ’information too general ’ re-
lates to both our phenomena. The solution proposed by the majority of
the interviewees was to make sure that threat responses are tailored to the
digital infrastructure of the organization that receives the threat response.
However, the interviewees also mentioned that it would be hard to accom-
plish this. In both the literature study and the analysis of the interviews,
we did not find suitable approaches to accomplish the proposed solutions.
Because of this, we consider this topic of improvement as an area for future
research.

The above can be summarized in the following guidelines that help op-
timize the process of communicating newly found cyber threats via threat
responses:

• Appoint a CISO, or someone in a similar role, as the standard recipient
of threat responses.

• Appoint owners or owner teams to systems or applications in the
organization that receives threat responses.

• Make sure the CISO, or someone in a similar role, discusses the in-
formation on new threats face-to-face or via phone or video calls with
the owners or owner teams responsible for systems and applications
in the organization that receives threat responses.
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• Organizations should document the systems and applications in their
digital infrastructure to be able to act adequately when a threat re-
sponse is received.

6.1.1 Our guidelines in the Log4j situation

In this section we look back at the Log4j case with which we started our
research. We discuss how our guidelines could have helped in that situation
when used properly.

We noticed during the email analysis and the interviews, that it was not
always clear how to act after receiving a threat response, because the tech-
nical level of the text did not fit the reader’s knowledge. Next to that, it was
not always known who was responsible for processing the threat response.
Appointing one recipient, in the role of a CISO or similar, would have solved
those issues. A condition for this to work is that the security company has
to tailor its threat responses to the knowledge of a CISO. However, we found
that it is wise to offer extra technical information via external sources added
to the threat response. In the literature, we found that it is advised to use
a formal communication style when the goal is to transfer knowledge in an
understandable manner. So security companies should write their threat
responses in a formal style to achieve optimal comprehension by the reader.
Next to that, we found indications in the literature that a high frequency
of receiving threat responses might lead to habituation, a situation where
the reader is less alarmed by threat responses over time. We discussed this
during our interviews and did not find any indications that this was actually
the case. Thus we advise security companies to send out threat responses
for every situation for which it is needed.

After receiving threat responses, questions arose on who should check
for the vulnerability in given applications. If the vulnerability was found, it
was not always clear who was responsible for mitigation. This is where our
second guideline, appointing owners to systems and applications, could have
be of use. When a CISO receives a threat response, it would be directly clear
who should handle the threat for the different systems and applications in
the organization, i.e. the owners.

Our third guideline suggests that a recipient of threat responses dis-
cusses the contents with its colleagues face-to-face. Alternative options are
phone or video calls. During our analysis of the Log4j situation, we found
that communication within organizations was not always as desired. Using
textual communication channels such as email, information might not al-
ways be clear to the receiving end and a delay might occur. The literature
also suggests discussing information such as threat responses face-to-face.
If this would have been done in the Log4j situation, communication within
organizations could have been quicker and more clear.

We found that multiple organizations had trouble with listing what sys-
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tems and applications were running and were potentially vulnerable to the
Log4j threat. Our last guideline could improve this situation. When orga-
nizations document their digital infrastructure in a clear manner, this step
does not have to be performed when checking for vulnerable applications. If
documentation as we suggest had been present during the Log4j situation,
the first step that some organizations faced could have been skipped. This
step is listing all systems and applications present in the digital infrastruc-
ture of the organization.
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Chapter 7

Conclusions

This research aims to develop guidelines that help optimize the process of
communicating newly found cyber threats via threat responses. Based on
qualitative analysis of email traffic related to a threat response about a new
cyber threat and qualitative analysis of data from semi-structured inter-
views, we found two phenomena that have a negative effect on the process
of communicating threat information. These two phenomena are related to
five causes. Based on these causes and solutions to these, both proposed by
interviewees and found in our literature study, we developed four guidelines
for organizations to improve processing incoming threat responses.

We started by analyzing email traffic that presented itself after sending
out four threat responses about the Log4j threat. The set of these emails
is divided into four different categories, based on the contents of the emails.
This analysis resulted in contradictions between what we see in practice
and what we found in our literature study. These contradictions were input
into our five hypotheses. These hypotheses were confirmed or rejected us-
ing semi-structured situational interviews. After qualitative analysis of the
data from these interviews, we were able to confirm three out of our five
hypotheses. After that, we were able to define guidelines consisting of four
core guiding instructions.

This research has multiple limitations. The starting point of our anal-
ysis was the Log4j vulnerability. This case was chosen because of the fact
that plenty of email traffic was available on this topic. Since the focus was
specifically on this vulnerability, it is hard to generalize our findings to threat
responses in general. However, the focus of our interviews was broader than
just the Log4j situation. Because of this, we are able to generalize our
findings to threat responses in general to some extent.

Next to that, we noticed an improvement in the skills of the interviewer
over the course of the interviews. Because of this, the first interviews re-
sulted in less usable data than later interviews. However, the core ideas
expressed by the interviewees in the first interviews match those expressed
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by interviewees in later interviews.
For one of the causal conditions for our phenomena, we could not for-

mulate a solution. This causal condition deals with the fact that threat
responses are often too generally written, in order to fit every organization.
However, we found that there is a demand for threat responses tailored to
the organization that receives the threat response. We see this as a topic
suitable for future research. In an optimal scenario, the research could result
in an automatic manner to tailor threat responses to organizations, based
on the digital infrastructure of those organizations.

Our research project offers a better understanding of the process of com-
municating and processing cyber threat intelligence by organizations. More-
over, the guidelines we developed can help organizations structure their or-
ganization in such a way that incoming threat responses can be processed
in a suitable manner. Our guidelines are compliant with the different ISO
standards and are applicable to any organization that receives threat infor-
mation from external sources. Our findings are also of interest to companies
sending out threat responses. Guidelines on how to structure such informa-
tion are presented.
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Appendix A

• Phenomena

– Haziness on first steps

– Unsuitable technical level

• Casual conditions

– Haziness about recipients

– Haziness on internal communication

– Haziness on responsibilities

– Information too general

– Lack of documentation

• Strategies

– Discussion of TR

– Documentation

– Owner team

– Owners

• Consequences

– Acting after discussion

– Clear documentation

– Clear responsibility

– Insight in infrastructure

• Context

– Organization 1

∗ Cloud engineer

∗ ICT risk officer

∗ Incident and service manager

∗ Information security officer

∗ Manager system administrators

– Organization 2

∗ Infrastructure administrator

∗ Security information manager

∗ Security specialist

∗ Security team
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– Organization 3

∗ External chief information security officer

∗ Five IT teams

∗ IT security officer

∗ Support staff

– Organization 4

∗ Chief information security officer

∗ Security administrator

– Organization 5

∗ Application administrators

∗ Head ICT

∗ Information security officer

∗ Network administrators

∗ System administrators

∗ Vice president

– Organization 6

∗ IT director

∗ Network administrator

∗ Quality officer

∗ Security engineer

∗ System administrator

– Organization 7

∗ Head IT

∗ Head infrastructure

∗ Head IT security

∗ IT security specialist

List A.1: Codebook as a result of axial coding.
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Appendix B

Figure 1: Diagram of phenomenon haziness on first steps and its relation-
ships.
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Appendix C

Code Sub-code Nr. Groups

Acting after discussion 4 Consequences

Added value 12

Assuming behaviour of col-
leagues

6

Availability of extra technical
details

7

Being on time with TR 14

Causal condition 0

Clarity where to ask questions 9

Clear documentation 4 Consequences

Clear responsibility 5 Consequences

Concequence 0

Discussion of TR 18 Strategies

Documentation 5 Strategies

Explicit choice to recieve TR 9

First steps 18

Frequency 6

Haziness about recipients 6 Casual conditions

Haziness on first steps 9 Phenomenon

Haziness on internal commu-
nication

0 Casual conditions

Haziness on responsibilities 0 Casual conditions

Information too general 0 Casual conditions

Insight in infrastructure 4 Consequences

Lack of documentation 4 Casual conditions

Language 4

Organization 1 6 Context

Cloud engineer 1 Context

ICT risk officer 2 Context

Incident and ser-
vice manager

1 Context

Information secu-
rity officer

1 Context
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Code Sub-code Nr. Groups

Manager system
admin

1 Context

Organization 2 4 Context

Infrastructure ad-
min

1 Context

Security informa-
tion manager

1 Context

Security specialist 1 Context

Security team 1 Context

Organization 3 4 Context

External CISO 1 Context

Five IT teams 1 Context

IT security officer 1 Context

Support staff 1 Context

Organization 4 2 Context

CISO 1 Context

Security admin 1 Context

Organization 5 7 Context

Application
admin

1 Context

Head ICT 1 Context

ISO 1 Context

Network admins 1 Context

System admin 1 Context

System admins 1 Context

Vice president 1 Context

Organization 6 5 Context

IT director 1 Context

Network admin 1 Context

Quality officer 1 Context

Security engineer 1 Context

System adminis-
trator

1 Context

Organization structure 8

Other sources 16

Owner team 4 Strategies
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Code Sub-code Nr. Groups

Owners 4 Strategies

Phenomenon 0

Possitive feedback 7

Procedure 7

Quality of answering ques-
tions

9

Reason for recipients 13

Recipients 8

Responsibility 24

Risk analysis 4

Sending TR too late 4

Severity 4

Strategy 0

Structure of text 4

Tailored to digital infrastruc-
ture

0

Technical details 10

Topics for improvements 23

Unsuitable technical level 0 Phenomenon

List C.1: Code list as a result of open coding.
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