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Abstract

General practitioners have to diagnose patients that visit for a multitude of reasons. Di-

verse diagnoses may be possible for the same complaints expressed by different patients.

The general practitioner has to make a well-informed decision based on contextual factors,

prior knowledge and experiences. This study aims to improve the diagnostic process by

supporting general practitioners with AI to predict probable diagnoses. Machine learning is

used with data from electronic patient records (EPR) to predict probabilities for diagnoses

of common reasons to visit the general practitioner. A patient’s medical history is extracted

from the EPR to serve as contextual information. The patient’s medical history is repre-

sented as a sequence of episodes, where episodes group related patient visits. The relevance

of irregular time intervals between the episodes is investigated as well. A recurrent neural

network (RNN) encodes the patient’s medical history into a latent patient representation,

which is used for prediction by a classification network. The RNN-based model improves

probabilistic performance and achieves significantly higher accuracy at 3 and 10 than the

conditional probability baseline, which is what general practitioners currently use occa-

sionally. Explicitly handling the irregular time intervals between episodes in the patient’s

medical history does not seem to be beneficial for the predictive performance.
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1 Introduction

The prospects of artificial intelligence (AI) for healthcare are high. There are many facets in

healthcare that AI can meaningfully contribute to such as medical imaging and decision support.

Deep learning in particular sparked a new wave of research in AI for healthcare. The majority

of this research involved radiology for diagnostic imaging [1], where promising AI systems have

already been developed [2, 3, 4]. Medical AI can potentially offer greater accuracy, efficiency, and

even make clinical expertise more accessible [5, 6]. Everybody needs healthcare throughout their

lifetime after all. Visiting your general practitioner for a persistent cough, taking a radiograph

for a bone fracture, or taking a blood test for a medical checkup. These are just some examples

that many of us will be familiar with at some point in time. Successfully integrating AI into

healthcare will have a large societal impact as it will be likely to affect us all.

The focus of this study is on primary care, and in particular how we can support general practi-

tioners in clinical diagnosis using AI. Patients can visit a general practitioner for many reasons.

General practitioners have to diagnose patients with varying complaints, where similar com-

plaints may lead to different diagnoses given personal circumstances. They have to draw from

prior knowledge and experiences to properly diagnose the patient. General practitioners often

implicitly think in terms of probabilities to make a well-informed decision. However, we would

like to explicitly substantiate such probability-based decisions using available patient data.

FaMe-net [7] (Family Medicine Network) has recorded patient data in primary care over an

extended period of time. FaMe-net uses a HIS (Huisarts Informatie Systeem1) called TransHis

as its electronic patient record (EPR), which puts an emphasis on episodes. Episodes group

the encounters pertaining to a particular health problem, and give insight into the course of the

health problem. Unique to their database is that they have consistently recorded the reason for

encounter (RFE) for every contact. The RFE is the first complaint expressed by the patient or

their guardian at a consultation. TransHis will be used as the source of patient data.

AI research in primary care is scarce, and has been mostly limited to specific diseases. Previous

work has for example studied the prediction of dementia [8] and atrial fibrillation [9] in primary

care using machine learning. However, there are plenty of studies outside of primary care that use

machine learning for diagnostic prediction with mostly traditional machine learning techniques

such as Logistic Regression and Support Vector Machines [10, 11, 12, 13]. EPRs have not been

extensively utilized in primary care to guide prediction of diagnoses using machine learning, and

especially not combined with deep learning. However if we look more broadly, there has been

quite a bit of deep learning research with electronic health records (EHR). EHRs are similar to

EPRs in that they store patient information, but EHRs are used throughout healthcare, whereas

EPRs are confined to primary care [14]. EHRs have been used with deep learning to improve

various prediction tasks such as unplanned readmission and disease prediction [15, 16, 17]. The

1General Practice Information System
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promising results with EHRs in combination with deep learning can potentially translate to

EPRs as well given their similarity.

The objective of this study is to research a suitable approach to use the patient data in TransHis,

and in a broader sense EPRs, for clinical prediction of diagnoses with machine learning. Instead

of only targeting a specific diagnosis, we aim to develop a predictive model that produces prob-

abilistic predictions for a broad set of diagnoses from common RFEs. We will consider episodes

starting with one of the top 15 most frequent RFEs together with some standard patient in-

formation such as the sex and age. In addition, a patient’s medical history will be extracted

from the EPRs and will be used jointly with the former features to predict the current diagnosis

for the patient. Many of the similar previous work that use EHRs have focused on learning a

patient representation from the patient’s medical history, and we will continue this line of work.

The patient representation is an abstract representation that concisely captures the information

from the patient’s medical history, and is often suitable for more advanced machine learning

techniques such as neural networks. The temporal aspect in EPRs, or rather in the patient’s

medical history, is explored as well. A history already implies that there is some chronological

order between events in the history. These events in the history, however, need not to be equally

spaced, which is oftentimes assumed when learning the patient representation in previous work.

Therefore, the influence of varying levels of time assumptions about the patient’s medical history

on the diagnostic performance will be investigated.

In the end, the ultimate goal is to produce a clinical decision support system that can be deployed

in general practice and can be integrated in the daily workflow of a general practitioner. The work

in this study hopefully paves a way to realize such a system, and empower general practitioners

to provide superior and personalized care for their patients.
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2 Background

In this section, we describe some relevant concepts and related work. The data that is used

in this study was extracted from TransHis. We therefore elaborate on TransHis and associated

concepts from general practice that are pertinent throughout the study. Related work that deals

with similar tasks and data are further discussed. There are a dozen of studies that have utilized

electronic health records to some success in diagnosis prediction. The studies that are especially

comparable in this context and relevant to our approach are outlined in more detail.

2.1 TransHis

TransHis is an electronic patient record (EPR), which is used in primary care. Longitudinal

patient data is systematically recorded in TransHis. TransHis combines all the information

in the various HISes from the general practices registered with FaMe-net. The International

Classification of Primary Care is a classification standard used in TransHis to structurally encode

various information in primary care. Two other key concepts in TransHis are the Episode of Care

structure and the reason for encounter.

2.1.1 International Classification of Primary Care

The International Classification of Primary Care (ICPC) is a classification standard for primary

care to classify “the reason for encounter, diagnostic processes, interventions, preventions, ad-

ministrative procedures, and the diagnosis”. ICPC consists of seventeen chapters, where each

chapter is divided into seven components dealing with “symptoms and complaints, diagnostic

and therapeutic interventions, administrative procedures and diseases” [14]. ICPC allows for a

diagnosis to be a symptom or even to be classified as no disease, even though these are technically

not diseases. TransHis also classifies the diagnosis using the Classification of Diseases (ICD). As

opposed to ICPC, ICD only allows a diagnosis to be classified as an actual disease. Moreover,

ICD is also used outside of primary care, and is commonly used in electronic health records.

2.1.2 Episode of Care

A patient can visit the general practitioner several times for the same health problem. An Episode

of Care groups those patient visits together that pertain to the same health problem according

to the general practitioner. In this way, the general practitioner can observe the progression of

the health problem. Henceforth, an Episode of Care is referred to simply as an episode. Each

episode has an ICPC code and a title assigned to it that describes the health problem in the

episode. The ICPC code and title can be updated over time as the general practitioners gains

new insights from following patient visits. The episode ICPC code is essentially the most up-

to-date diagnosis given by the general practitioner. Generally, episodes do not have a definitive

end date, because we cannot determine for certain whether the health problem has actually been
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resolved since the last visit. A rule of thumb is to close an episode if there is no followup visit

after x months, where x = 3 is common for acute health problems.

2.1.3 Reason for Encounter

Patients visit their general practitioner with a particular reason or purpose in mind. They may

have a complaint such as a headache, or want to request medication for example. Generally, the

patient will describe their problem to their general practitioner at a consultation. The initial

utterance of the patient that expresses why they seek medical assistance is called the reason for

encounter (RFE). Importantly, the RFE as expressed by the patient should be taken at face

value regardless of perceived correctness. An ICPC code is assigned by the general practitioner

to the RFE that is the closest match to what the patient expressed. The general practitioner

may ask for clarification if necessary to assign the appropriate ICPC code. In the end, the RFE

should be understood and agreed upon by both the patient and the general practitioner [18].

2.2 Related Work

2.2.1 Electronic Health Records

An electronic health record (EHR) is a standardized healthcare information system that supports

all institutional settings in healthcare, and therefore is more general than EPRs, which are

specifically intended for primary care [14]. Previous studies have already used EHR data for

clinical prediction tasks [15, 16, 17]. Quite a few studies use short-term data from EHRs such as

intensive care unit (ICU) data. This kind of data is rather different from the longitudinal data of

patient visits in EPRs. To illustrate, the period of ICU data only spans hours or a couple of days,

whereas the data in EPRs can span months or years. Further, ICU data often include continuous

measurements at semi-regular intervals, whereas EPR data do not have such measurements.

However, the methods used on ICU data often are similar to those used in studies that deal with

longitudinal EHR data. Short-term and long-term EHR data alike are frequently represented as

a sequence due to the sequential nature in the data. The semantics of an event in the sequence

can vary between the type of data. For example, ICU data could consider measurements within

an ICU stay as events, whereas longitudinal EHR data may consider patient visits or hospital

admissions as events.

Most related studies use a Recurrent Neural Network (RNN) in combination with EHR data to

learn a patient representation [19, 20, 21, 22, 23, 24, 25, 26, 27, 28, 29]. RNNs are well-suited for

sequential data, and in particular have a proven record in Natural Language Processing (NLP),

which handles sentences as sequences of words. However, nowadays their state-of-the-art NLP

status has been superseded by the Transformer [30]. Recently, the Transformer has also been

applied on EHR data with competitive results to RNNs [31, 32]. Convolutional Neural Networks

(CNN) and Autoencoders have been utilized with EHR data as well to a lesser extent [33, 34,

35].
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The temporal aspect in EHR data already implicitly comes forth in the aforementioned studies,

where EHRs are represented as sequences. The sequences naturally have an order between events,

which one could interpret as time. However, RNNs assume constant time or equally-spaced gaps

between events in a sequence, but longitudinal EHR data, and EPR data in particular, typically

have irregular time intervals between the events. A few studies take notice of this aspect and

attempt to explicitly deal with irregular time. One way is to add a time interval feature to the

input to indicate the time between each event in the sequence [21, 33]. Alternatively, the model

itself can be modified to handle irregular time, which is generally based on the notion of decaying

or discounting observations that have occurred further in the past [22, 25, 28].

2.2.2 Recurrent Neural Networks

Recurrent Neural Networks (RNN) are a class of neural networks that utilize recurrence to model

sequential data. Recurrence in RNNs refers to the same hidden state being used and updated

repeatedly by processing each point in the sequence one after another. The hidden state is

therefore also often referred to as memory, because it stores the information from the sequence

over time. RNNs can handle variable length sequences due to the sequential processing nature

of the architecture. However, a major disadvantage of the standard RNN is that it cannot model

long-term dependencies properly due to the vanishing and exploding gradients over longer time

ranges [36]. Two extensions of the RNN aim to solve this issue by using gating mechanisms,

namely the Long Short-Term Memory (LSTM) and the Gated Recurrent Unit (GRU). Both the

LSTM and the GRU are predominantly used in research with EHR data as opposed to a vanilla

RNN likely due to the importance of potential early clinical events in a patient’s medical history.

Long Short-Term Memory

The LSTM dates back to 1997, where Hochreiter et al. introduce this architecture to overcome

the vanishing and exploding gradients [36]. The vanishing and exploding gradients are a result

of the backpropagation through time in RNNs, which have to propagate errors over potentially

Figure 1: RNN architecture with the unrolled representation at the right.
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many time steps causing gradients to become extremely small or large. In order to avoid this

problem, the LSTM is equipped with a gated memory cell, which is distinct from the hidden

state but has the same shape. To control the information flow of the memory cell, three gates

are used: the input gate, the forget gate, and the output gate. At time t, the input gate it

controls what information from the candidate memory cell c̃t of the input to let through into

the current memory cell ct, whereas the forget gate ft determines what information from the

previous memory cell ct−1 to drop from the current memory cell ct. The output gate ot controls

what information from the updated memory cell ct to use in the current hidden state ht. The

computation of the memory cell ct and hidden state ht of the LSTM at time t is given by:

it = σ(Wxixt + Whiht−1 + bi),

ft = σ(Wxfxt + Whfht−1 + bf ),

ot = σ(Wxoxt + Whoht1 + bo),

c̃t = tanh(Wxcxt + Whcht−1 + bc),

ct = ft � ct−1 + it � c̃t,

ht = ot � tanh(ct),

where xt is the input vector, σ is the sigmoid function, W is a weight matrix, b is a bias vector,

and � is the Hadamard (element-wise) product.

The LSTM was first used with EHR data by Lipton et al. [19]. They aimed to predict diagnoses of

Pediatric Intensive Care Unit (PICU) episodes based on a multivariate time series of irregularly

sampled variables like systolic blood pressure. PICU episodes in their dataset could range from

twelve hours to several months. They further experimented with different strategies to handle

missing values within a time series, which they expanded upon in a later study [20]. As a

single PICU episode can be assigned with multiple diagnoses, the task was framed as multilabel

classification with 128 labels of interest. The micro and macro AUC and F1-score, and precision

at 10 were used as the evaluation metrics. They used a strong baseline MLP with expert features,

which beat a selection of their LSTM configurations. Only one LSTM configuration with dropout

and target replication surpassed the MLP in several evaluation metrics. An ensemble of the best

LSTM and MLP networks proved to result in the best performance.

DeepCare by Pham et al. [22] is built on an LSTM to model disease progression, intervention

recommendation, and future risk prediction with EHR data. Disease progression is defined as

predicting the next disease given the patient’s medical history. Intervention recommendation

is the task of predicting a subset of treatments for the current diagnoses. Lastly, the future

risk prediction entails forecasting future readmission or mortality within a specified period after

discharge from the most recent admission. In DeepCare, the input is treated as a sequence of

hospital admissions, where each admission consists of a set of discrete codes from diagnoses and

interventions. These admissions can be of variable size, and therefore the authors chose to embed
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admissions into continuous vector spaces, separately for diagnoses and interventions. They fur-

ther tackled the problem of irregular time in the data by modifying the forget gate in the LSTM,

and also ‘the confounding interaction between disease progression and interventions’ by modify-

ing the output gate in the LSTM. DeepCare handily outperformed the Markov model baseline

and also performed slightly better than the plain RNN in disease progression and intervention

recommendation in precision at k (k ∈ [1, 2, 3]). On the future risk prediction task, DeepCare

achieved the highest F-score out of all models (SVM, Random Forest, plain RNN, and LSTM).

Baytas et al. [25] developed a Time-Aware LSTM (T-LSTM) that handles the irregular time

intervals in longitudinal EHRs using time decay in the memory cell of an LSTM. The main task

was patient subtyping, which attempts to discover groups of patients that share the same dis-

ease progression trajectory. They characterized patient subtyping as an unsupervised clustering

problem and used an auto-encoder architecture with their T-LSTM. The learned latent repre-

sentation from the auto-encoder was used to cluster patients in order to find patient subtypes.

Furthermore, they conducted a supervised experiment with synthetic EHR data to predict dia-

betes and framed it as a binary classification problem. The T-LSTM outperformed the Logistic

Regression and LSTM baselines on the AUC metric as well as two LSTM variants that adapt

the modified forget gate from DeepCare.

ATTAIN by Zhang [28] is an attention-based time-aware LSTM. The authors aimed to solve both

model interpretability and the time irregularity in EHRs with ATTAIN. The attention mechanism

allows us to observe where in the input sequence the model attends to the most, which provides

some sort of insight into what clinical events might have been significant. Irregular time is handled

using a decay function parameterized with time intervals like in DeepCare and T-LSTM. In an

experiment they tested ATTAIN on a binary classification task to predict septic shock. The

input consisted of a sequence (called visit in this study) of events, where each event appeared

to be a mix of continuous and discrete variables. ATTAIN generally achieved the highest recall,

specificity, precision, F1-score, and AUC out of all tested models. All the other models were also

RNNs, but only had attention or only handled time irregularity, or neither.

Gated Recurrent Unit

The GRU was introduced much later than the LSTM by Cho et al. in 2014 [37]. The GRU

also uses gating mechanisms like the LSTM, but has a simpler architecture with only two gates.

Moreover, there is no memory cell, but only a hidden state. GRUs typically offer improved

computational complexity due to fewer trainable parameters while maintaining comparable per-

formance to LSTMs [38]. The reset and update gate in the GRU are similar in function to the

input and forget gate from the LSTM. At time t, the reset gate rt controls what information

from the previous hidden state ht−1 to keep in the candidate hidden state h̃t. The update gate

zt then determines how much of the previous hidden state ht−1 and candidate hidden state h̃t

is used in the current hidden state ht. The computation of the hidden state ht of the GRU at
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time t reads:

rt = σ(Wxrxt + Whrht−1 + br),

zt = σ(Wxzxt + Whzht−1 + bz),

h̃t = tanh(Wxhxt + Whh(rt � ht−1) + bh),

ht = zt � ht−1 + (1− zt)� h̃t,

where xt is the input vector, σ is the sigmoid function, W is a weight matrix, b is a bias vector,

and � is the Hadamard (element-wise) product.

Doctor AI by Choi et al. [21] is among the first systems that used a GRU with EHR data. The goal

of Doctor AI was to make multilabel predictions for diagnosis and medication codes of a patient’s

next visit on the basis of the patient’s medical history, which consists of visits. Additionally, they

also set out to predict the time interval until the next visit. Each visit could contain multiple

diagnosis, medication, and procedure codes. The full label space was reduced from roughly 19,000

codes to 1,778 codes by grouping codes into higher-order categories. A projection layer was put

in between the input and the RNN to project the input to a lower dimensional space, because the

input was 40,000 dimensional. For the evaluation, top k-recall (k = 30) was chosen for diagnoses

and medication code prediction, and the coefficient of determination R2 for the next visit time

interval prediction. The various configurations of Doctor AI significantly outperformed all the

baselines including Logistic Regression and an MLP on both tasks.

The same authors of Doctor AI later introduced RETAIN [23], which is also based on a GRU,

but includes (reverse time) attention. With RETAIN, the authors wanted to achieve both an

accurate and interpretable model on EHR data. RETAIN first embeds the input sequence of

visits using a linear transformation. Afterwards, two GRUs are used to generate attention on

two different levels, namely the visit-level attentions α and the variable-level attentions β (i.e,

the importance of a variable within a visit). Moreover, the visit embeddings are processed in

reverse order by the GRUs for efficiency and to put more emphasis on recent visits. RETAIN

was evaluated on a binary prediction task to predict future heart failure. The simple Logistic

Regression and MLP baselines were easily beaten by all the included RNNs. RETAIN performed

similarly to the plain RNN and stripped down versions of RETAIN on negative log-likelihood

and AUC.

Ma et al. [24] also used a GRU and an attention mechanism in their model called Dipole. Dipole

is built on a bidirectional GRU and they experimented with three different attention mechanisms.

Dipole expects a sequence of visits, which consists of a binary vector of medical codes, as input.

Similar to RETAIN, Dipole embeds each visit first before feeding it to the bidirectional GRU.

Dipole was evaluated on two datasets for multilabel classification with as metrics accuracy and

accuracy at k (k ∈ [5, 10, 15, 20, 25, 30]). Dipole with specific attention mechanisms generally
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performed better than most of the strong RNN baselines including RETAIN.

Finally, Che et al. [26] used a GRU with time decay (GRU-D), not to model irregular time like

the T-LSTM or ATTAIN, but to handle missing data. They considered multivariate time series

data with regularly sampled variables as input. Their approach required additional masking

vectors to indicate whether variables are missing, and time interval vectors to signal the time

since the variable’s last measurement. In GRU-D, decay rates for the input and hidden state are

computed for all variables in the time series based on the masking and time interval vectors. The

decay rates model the effect of the weakening influence of variables that have been missing for a

while. GRU-D was evaluated against both non-RNN and RNN baselines with various imputation

techniques on three datasets for two prediction tasks: binary mortality prediction and multi-task

classification of diagnoses. GRU-D outperformed all of the baselines on both tasks in AUC.

2.2.3 Irregular Time

RNNs have been extensively used to model EHR data. However, EPR and longitudinal EHR data

typically have irregular time intervals between patient visits or hospital admissions. Standard

RNNs do not expect such time irregularity as mentioned earlier. If we want to model the

patient’s medical history more accurately, then we should take the irregular time into account.

Three studies that have been described previously attempted to explicitly handle irregular time:

DeepCare [22], T-LSTM [25], and ATTAIN [28]. All three studies performed a slight modification

on the LSTM architecture based on some time interval feature for each event in a sequence.

In DeepCare, the authors modified the forget gate of the LSTM using two mechanisms that they

call time decay and parametric time. The time decay mechanism models the reduced effect of

acute conditions over time. It is a simple decay function that is multiplied with the output of

the forget gate. The decay function d(∆t) is defined through:

d(∆t) =
1

log(e+ ∆t)
, (1)

where ∆t is the time interval in days between the current time point t and the previous time point

t − 1 and d(∆t) ∈ (0, 1]. Not all conditions are acute and some may be chronic or progressive,

which the time decay does not take into accounts as it is intended for acute conditions. The

parametric time mechanism should allow for more fine-grained decaying by parameterizing the

time intervals according to the authors. The forget gate computation is modified to achieve this:

ft = σ(Wxfxt + Whfht−1 + Wqfq∆t + bf ),

where Wqf are the additional parametric time weights, and q∆t is a vector derived from the

time interval ∆t. The authors do not elaborate on exactly how the parametric mechanism

distinguishes between acute and chronic diseases other than that this mechanism allows for more
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flexibility due to the additional parameters in the weight matrix Wqf .

The authors of T-LSTM introduced another way to handle irregular time by modifying the

memory cell instead of the forget gate. The authors performed a subspace decomposition of the

previous memory cell ct−1 to obtain a short-term memory component cSt−1. The decomposition

into a short-term memory component is learned by introducing additional parameters Wd and

bd. The short-term memory component cSt−1 is then discounted based on the time interval with

a decay function to obtain the discounted short-term memory ĉSt−1. The final adjusted previous

memory cell c∗t−1 is then computed by subtracting the short-term memory component cSt−1 from

the original previous memory cell ct−1 and adding the discounted short-term memory component

ĉSt−1. The adjusted previous memory cell is then used to compute the current memory cell ct.

The subspace decomposition of the previous memory cell and modified current memory cell

expressions are:

cSt−1 = tanh(Wdct−1 + bd), (Short-term memory)

ĉSt−1 = cSt−1d(∆t), (Discounted short-term memory)

c∗t−1 = ct−1 − cSt−1 + ĉSt−1, (Adjusted previous memory)

ct = ft � c∗t−1 + it � c̃t, (Current memory cell)

where d(∆t) is defined in Equation 1.

ATTAIN incorporates the same time decay function d(∆t) to weight multiple previous memory

cells to generate the adjusted previous memory cell C∗
t−1. In addition, the previous memory

cells are further weighted by attention. The adjusted previous memory cell C∗
t−1 is then used

to compute the current memory cell Ct like in T-LSTM. The adjusted previous memory cell is

computed by:

c∗t−1 =

t−1∑
i=t−m

ati · ci · d(∆ti),

where m is the number of previous time steps to consider and ati is the attention weight at time

step t for the previous memory cell at time step i. ∆ti is the time interval between time step t

and time step i.

The time between patient visits can vary wildly from days to years. If there is a large gap like

a year between visits, then the previous visit is likely not as relevant for the current visit. The

time decay mechanism decreases the importance of those visits that happened a long time ago.

However, at the same time we do not want to lose all long-term information such as past critical

clinical events. T-LSTM and ATTAIN in particular seem to match these requirements closely.

T-LSTM with its subspace decomposition only discounts the short-term memory component,

whereas the long-term memory component stays intact. ATTAIN uses the time decay mechanism

for discounting while the attention mechanism is used to weight the previous memory cells,
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which we can interpret as clinical events. Even though older clinical events will be continually

discounted, high attention weights should counteract this and keep them relevant if they are.

The superior performance of these models that take into account the irregular time intervals in

their respective studies show that modeling time irregularity in EHRs can be advantageous.
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3 Method

In general practice there are many diagnoses possible given by the ICPC. The task was to

predict the probabilities of diagnoses from this broad set of ICPC diagnoses for the current

patient visit and was framed as multiclass classification. For the current patient visit, a triplet of

standard features were available: the patient’s sex, age, and RFE. In order to improve predictive

performance and simultaneously provide individualized predictions, the patient’s medical history

(henceforth referred to as just patient history) from their EPR was considered as well. This has

been done before with EHRs as described in Section 2. Previous clinical events may increase

or decrease probabilities of specific diagnoses, and such effects can be adjusted for by including

the patient history. Notably, previous work aimed to predict the diagnosis or diagnoses for the

next or future patient visit based on solely the EHR data. In our setting, the diagnosis for the

current patient visit was predicted, because we additionally had the sex, age, and RFE of the

current visit to go by. An RNN-based model was used with the patient history represented as a

sequence of episodes. Moreover, we experimented with a few ways to handle (irregular) time in

the patient history to empirically test if this yields superior performance.

3.1 Data

EPR data was extracted from TransHis. The dataset used for the diagnostic prediction task

consists of records that describe the first patient visit of an episode. We limited the scope

somewhat by only considering patient visits that included one of the top 15 most frequent RFEs

in TransHis, which are listed in Appendix A.1. The dates of the extracted records range from

2010 to 2020. Each record has an episode ICPC, which is regarded as the final diagnosis at

the end of an episode, and is the label to predict. The final diagnosis distribution is rather

imbalanced, where quite a large chunk of diagnoses appear only rarely. This class imbalance

extends to individual RFEs as well and is plotted in Appendix A.1. A simplified example record

of a patient visit is shown in Table 1. Each record in the dataset was augmented with a patient

history apart from the standard features sex, age, and RFE.

3.1.1 Patient History

The patient history summarizes all the previous visits of a patient up to the current visit to

predict. Visits can be described by the ICPC codes associated to them. These ICPC codes

can come from the RFE, diagnoses, interventions and referrals. Thus the patient history can

be represented as a collection of ICPC codes that were assigned to visits over time. A simple

Table 1: Simplified example of a record in the dataset without patient history.

id sex age RFE date of visit diagnosis

0 M 62 R05 12-12-2012 R74
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representation would be a one-hot vector or count vector that indicates that an ICPC code

occurred before or how many times the ICPC code has occurred before like in DeepPatient [34].

This vector representation, however, loses the sequential information between visits. The patient

history can be represented as a sequence of visits instead to preserve the sequential information,

which is the most common approach in the literature.

The patient history was constructed from visits that happened between 2005 and 2020 with no

restriction on the RFE. Like mentioned previously, a patient history was added to each record

in the dataset. Patients may appear multiple times in the dataset with different episodes, and

therefore the patient histories can overlap for some records if they pertain to the same patient.

The patient histories are not identical for the same patient, because the history is constructed

from previous visits that happened up to the current date of visit. It is essential to not include

future patient visits, which might be available in the dataset, relative to the current visit, because

that invalidates the predictions as such foresight is unavailable in practice.

The choice was made to generate episodic patient histories instead of visit-level patient histories.

An episode is a meaningful unit that can summarize a health problem by aggregating associated

patient visits. It already incorporates expert knowledge to some extent as general practitioners

decide which visits belong to the same episode. Moreover, aggregation by episodes keeps the

sequence length manageable compared to a visit-level patient history, which is important for the

efficiency of sequential models. If we apply the ICPC-based representation of visits from before

to episodes, then an episode is simply a larger collection of ICPC codes from all the visits that

are associated to that episode. Figure 2 shows the structure of the episodic patient history.

A disadvantage is that sorting the episodes in the patient history becomes less trivial compared

to a visit-level patient history. A visit only has a single date, whereas an episode potentially

has numerous dates from various visits. Episodes in the patient history are also likely to overlap

Figure 2: Underlying structure of the episodic patient history. Episodes consist of visits, where visits
consist of ICPC codes (RFE, diagnoses, interventions, and referrals). Episodes in the patient history are
summarized by the unique ICPC codes from the associated visits.
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over time due to possibly grouping visits that occurred far apart from each other. There were

two sensible options to order the episodic patient history: the date of the first visit or the date

of the last visit in an episode. The former is a sequence that describes the onset of the patient’s

health problems in chronological order while summarizing future visits into the first visit of each

episode. The latter describes the most recent and active health problems by putting the episodes

with more recent visits at the end of the sequence while summarizing past visits into the last

visit of each episode. We chose the first option, but from some preliminary experimentation it

appeared that either option makes little difference.

Besides the ICPC codes in an episode, a few numerical episodic features were constructed for the

patient history: the number of visits in an episode, the episode duration (in days), and the time

interval between consecutive episodes (in days). The episode duration was more of an estimation,

because the end date of an episode is ill-defined as mentioned in Section 2.1.2. The end date

was taken to be the date of the last visit in an episode. The time interval between consecutive

episodes was required to portray the irregular time in the patient history.

3.1.2 Preprocessing

Before generating the patient history, the data with historical patient visits was subjected to

some light preprocessing. Any inconsistent or erroneous records were corrected or removed from

the historical visits. The numerical episodic features in the patient histories were standardized to

be zero mean and have unit variance. The time interval feature was also stored unstandardized

for one of the experimental conditions, which will be explained in Section 3.4.2. The patient

histories were added to the standard dataset of patient visits with a top 15 most frequent RFE.

Records in this dataset were dropped that had an empty patient history, i.e., the patient had no

prior episodes before the current visit to predict. Additional dropping criteria were applied to

filter out records with infrequent diagnoses (labels). Rare diagnoses inherently occurr sparsely in

the dataset and likely have insufficient data for the models to learn from. As stated earlier, there

is a noticeable class imbalance in the dataset, and especially per individual RFE. Thus a two-step

procedure was performed to counteract the class imbalance and drop infrequent diagnoses:

Step 1: Keep records with a diagnosis in at least one top k most frequent diagnoses per RFE.

Step 2: Keep records with a diagnosis that appear more than a minimum threshold c.

where k = 30 and c = 20 based on a trade-off between the label space reduction factor (preferably

high) and the dataset size reduction factor (preferably low). Step 1 primarily tackled the class

imbalance within each RFE, whereas Step 2 removed infrequent diagnoses that still remained.

The number of labels was reduced from 580 to 203 using this procedure while only dropping 5861

records. Please refer to Appendix A.2 for more details.

The next preprocessing steps were some common operations. The sex was binarized and the age

was normalized. The RFE of the current visit to predict was one-hot encoded into a vector of
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Table 2: Dataset statistics after preprocessing.

µ (σ) 25%–75% max
Records: 143,818 Age: 37 (±25) 13–56 120
Patients: 35,754 Records per patient: 4.02 (±3.78) 1–5 50
Sex (F): 19,230 Episodes per patient history: 22.39 (±19.58) 9–30 254
Sex (M): 16,524 Visits per episode: 5.42 (±13.05) 1–5 954

Diagnoses: 203 Unique ICPC codes per episode: 3.36 (±2.45) 2–4 54

length fifteen. The final diagnoses were represented by a class index for a one-hot encoding. The

patient history had to be further preprocessed to be suitable for an RNN. Each episode in a pa-

tient history was one-hot encoded, where the length of the vector is equal to the number of unique

ICPC codes over all patient histories. The numerical episodic features were appended to their

corresponding episodic one-hot vector. Table 2 shows the dataset statistics after preprocessing.

3.2 Model

The model for the diagnostic prediction task is RNN-based. Previous studies described in Section

2.2.2 have demonstrated successful applications of RNN-based models on similar data and tasks.

Additionally, the time irregularity in patient histories that we investigated has also been studied

before with mostly RNN-based models. The model has an architecture that consists of an encoder

and a classification network (Figure 3). The encoder is an RNN and the classification network

is a multi-layer perceptron (MLP). An embedding layer is put in between the input and the

encoder to learn a lower-dimensional and denser vector for each episode in the patient history.

The embedded sequence of episodes is then fed to the RNN encoder, which outputs a latent

patient representation. The patient representation together with the standard features (sex, age,

RFE) are jointly given to the MLP classification network to produce probabilistic predictions of

diagnoses.

Figure 3: RNN-based model architecture. The patient history is firstly put through an embedding
layer. The embedded patient history is then fed to the encoder, which is an RNN in this case. The
encoder outputs a latent patient representation, which is concatenated with the standard features sex,
age, and RFE. The concatenated vector is used as input for the classification network, which is an MLP
in this case, to produce the predictions.
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The T-LSTM modification from Baytas et al. [25] to handle irregular time was adapted for

the RNN-based model. The specific RNN encoder in the model was a standard LSTM and a

T-LSTM in two different configurations to compare to each other. T-LSTM was chosen over

DeepCare with the modified forget gate, because T-LSTM displayed superior performance in

[25]. Although ATTAIN showed better performance in [28] than T-LSTM, the focus was on

time irregularity and as such the influence of the attention mechanism in ATTAIN would have

complicated determining the contributing factor in any disparity in performance.

3.3 Problem Definition

The dataset consists of the input X and labels y:

X = {(xstd, xhist)0, (xstd, xhist)1, . . . , (xstd, xhist)N},

y = {y0, y1, . . . , yN} yk ∈ D,

where N is the number of patients visits to predict and D is the domain of diagnoses. xstd is a

vector that contains the standard features like sex, age, and RFE. xhist is a sequence of episodes

that describes the patient history.

xstd is a D-dimensional vector, where D = 17 in our case because the RFE is one-hot encoded

and we have fifteen possible RFEs plus the sex and age. xhist is a sequence of one-hot encoded

episodes with any additional numeric episodic features appended to the one-hot encoding. It is

a matrix of size L × C, where L is a variable sequence length (number of episodes) per record

and C is the size of the episodic feature vector. The size of C is the number of all unique ICPC

codes that occurred across all patient histories in the dataset plus the number of extra episodic

features. C = 1351 if we do not use the episodic time interval feature, and otherwise C = 1352

if we do use the episodic time interval feature.

3.4 Experiment

The dataset was split into a training (80%), validation (10%), and test set (10%). The split

was made such that the records of a unique patient only appear in one of the three sets to

prevent information from the training set to leak into the validation and test set. With the

former constraint in mind, similar class balance was also imposed when splitting to maintain a

representative sample distribution over the three sets.

The RNN-based model was compared to baselines that do not include the patient history as an

input feature as well as to baselines that do include the patient history as a single one-hot vector

instead of as a sequence. In addition, varying levels of time assumptions were tested with the

RNN-based model to investigate the importance of modeling the temporal aspect in the patient

history.
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Table 3: Train, validation, and test split.

Size Patients

Train 115,053 28,592
Validation 14,383 3,586
Test 14,382 3,576

3.4.1 Baselines

• Conditional Probability (CP): The conditional probabilities for every diagnosis given

the sex, age, and RFE were computed: P (diagnosis | sex, age, RFE). Age was discretized

into standard age groups according to the rules of ICPC [14]:

[0, 4], [5, 14], [15, 24], [25, 44], [45, 64], [65, 74], [75, 200]

The conditional probability baseline is a simple deterministic mapping, which does not use

the patient history. This baseline reflects the situation prior to incorporating information

from the EPR and only uses features that are readily available during a patient visit.

• Logistic Regression (LR): Multinomial logistic regression that uses the standard fea-

tures sex, age, and RFE. The patient history is constructed as a single one-hot vector

that indicates whether an ICPC code has occurred in the past prior to the current visit to

predict.

• XGBoost (XGB): A gradient tree boosting algorithm that like LR uses the standard

features and the patient history as a single one-hot vector.

• Multilayer Perceptron (MLP): A two-layer fully connected feedforward neural network

that uses the standard features and the patient history as a single one-hot vector like LR

and XGB.

3.4.2 Time Assumptions

Four conditions were considered that correspond to varying levels of time assumptions. The

following were the four conditions in increasing strength of time assumptions:

1. None (MLP): the patient history is represented as a single one-hot vector of ICPC codes.

2. Weak (LSTM): the patient history is represented as an ordered sequence of episodes, but

the time between them is unspecified.

3. Moderate (LSTM+∆t): the patient history is represented as an ordered sequence of

episodes, and each episode is provided with a time interval feature, which indicates the

time since the previous episode.
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4. Strong (T-LSTM): the patient history is represented as an ordered sequence of episodes,

and each episode is provided with a time interval feature, which indicates the time since

the previous episode, and the encoder specifically handles irregular time in the sequence.

Note that the first condition did not need the encoder part of the model as there was no sequence

to encode. None only needed the classification network, which is an MLP, and thus reduces to

the MLP baseline. Weak and Moderate used the same LSTM model, but only differed in the

input, where Moderate included an additional time interval feature. Strong further used the

T-LSTM as the encoder mentioned in Section 3.2. Strong required the unstandardized episodic

time interval feature in days, because the time interval was directly used in T-LSTM to handle

irregular time.

3.4.3 Evaluation

The evaluation metrics were chosen such that they cover different aspects of a good predictive

model. The first set of metrics were the micro F1-score, macro F1-score, and weighted F1-score.

In the multiclass classification setting, the micro F1-score is equal to the accuracy. The macro

F1-score gives insight into how well the model performs on a per class, or rather per diagnosis,

basis. The weighted F1-score is also computed on a per class basis, but weights the classes by

their frequency. These F1-scores are somewhat too restrictive, because we only look at whether

the model correctly assigns the highest score to the true diagnosis. In practice, the predictive

model is probably more useful as a clinical decision support system if it returns a list of probable

diagnoses that the general practitioner can consider rather than a single diagnosis. Instead, we

can rank the predicted diagnoses based on their scores or probabilities and evaluate if the true

diagnosis appears in the top k ranked diagnoses. This would yield the accuracy at k, where

k = 3 and k = 10 in our case. The final two metrics focused on the probabilities and probability

distribution of predicted diagnoses. The brier score and log loss (or cross entropy loss) were used,

where the log loss was the loss function to optimize in the neural networks and is given by:

L(y, p) = −
C−1∑
c=0

yc log(pc)

where C is the number of classes, y is a one-hot vector that represents the true class, and p is

the predicted probability vector of classes.

Implementation

All the models were implemented in Python 3.7. The MLP and RNN-based models were im-

plemented using PyTorch with the PyTorch Lightning wrapper, which is a PyTorch research

framework. A machine with a 4-core processor, 28GB RAM, and a single NVIDIA Tesla T4

GPU was used to train the neural networks.
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4 Results

The hyperparameters of all models were manually tuned except for CP as it has none. All of

those models required heavy regularization to prevent overfitting on the training set. LR and

XGBoost both used L2 regularization. MLP, LSTM, and LSTM+∆t were trained with the

AdamW optimizer with weight decay. T-LSTM was trained with the Adam optimizer with L2

regularization. T-LSTM required relatively little L2 regularization, because of the regularizing

effect of time decay in the memory cell modification. All four neural networks additionally have

a dropout layer between the penultimate layer and the output layer. Please refer to Appendix

B for all the hyperparameters of the various models. Appendix C lists some additional results.

4.1 Performance Comparison

The performance comparison between the various models is reported in Table 4. The log loss is

the primary metric in the evaluation, which reflects the ability of the models to produce accurate

probabilistic predictions. All models except for CP were trained with the log loss as the objective

function. The CP baseline is outperformed by all the other models in log loss. The best log loss

is achieved by the standard LSTM model. It appears that representing the patient history as a

sequence in the LSTM was beneficial for the log loss, but incorporating explicit timings did not

further improve the log loss as evident from LSTM+∆t and T-LSTM. We can observe that a

lower log loss does not necessarily equate to better performance on the F1-score and accuracy at

k. Despite the relatively high log loss by CP, the F1-score and accuracy at k are not much lower

than the other models. Overall, XGB achieved the best results on the F1-score and accuracy at

k while having a worse log loss than the LSTM and LSTM+∆t. Notably, all models performed

very poorly on the macro F1-score, which is likely due to the class imbalance of the diagnoses.

For the neural networks, we observed that larger batch sizes typically achieved a higher macro

F1-score at the cost of a higher log loss. Appendix C.4 shows the performance per diagnosis by

the LSTM, where we can observe that many rare diagnoses performed very poorly.

Table 4: Performance comparison on the test set. Best results are marked in bold.

F1 Acc@k

micro macro weighted k = 3 k = 10 Brier Score Log Loss

CP 0.3917 0.0496 0.2888 0.6729 0.8761 0.7551 2.8868
LR 0.3835 0.0605 0.3172 0.6667 0.8678 0.7644 2.3278
XGB 0.3979 0.0645 0.3239 0.6809 0.8815 0.7480 2.1897

MLP 0.3902 0.0490 0.3020 0.6733 0.8801 0.7530 2.1969
LSTM 0.3940 0.0544 0.3082 0.6795 0.8821 0.7521 2.1790
LSTM+∆t 0.3974 0.0521 0.3098 0.6798 0.8813 0.7530 2.1833
T-LSTM 0.3917 0.0472 0.2880 0.6701 0.8794 0.7548 2.1878
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Figure 4: Pairwise model comparison for statistical significance in the micro F1-score, accuracy at 3
and 10 with the McNemar’s test. Statistically significant differences are indicated in green. The three
shades of green correspond to the common significance thresholds α ∈ [0.05, 0.01, 0.001]. Exact p-values
are reported in each cell. Please refer to Table 4 to see in which direction the difference is significant.
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We further tested for statistical significance in the micro F1-score, accuracy at 3 and 10 with

the McNemar’s test. We set the significance threshold α = 0.05, but other common values

for α (0.01 and 0.001) are also included in Figure 4, which shows the pairwise comparison

for statistical significance between all seven models from Table 4. We highlight some of the

statistically significant differences below.

Only XGB and LSTM+∆t significantly outperformed CP in the micro F1-score. Additionally,

XGB and LSTM+∆t significantly outperformed all the other models in the micro F1-score except

for the LSTM and each other.

In terms of accuracy at 3, only XGB, LSTM, and LSTM+∆t significantly outperformed CP. In

fact, XGB, LSTM, and LSTM+∆t significantly outperformed all the other models in accuracy

at 3 except for each other.

All models significantly outperformed CP and LR in accuracy at 10. Between XGB and all the

neural networks, only LSTM and T-LSTM show a significant difference in accuracy at 10 in favor

of the LSTM.

4.2 Contribution of the Patient History

Table 5 shows the performance of LR, XGB, and MLP without using the patient history as an

additional input. These versions were also manually optimized and naturally required consider-

ably less regularization due to a much smaller feature space. LR and MLP without the patient

history actually performed better in terms of log loss. On the contrary, XGB without the patient

history performed worse.

The results are somewhat inconsistent with regards to the effect of including the patient his-

tory. We therefore further investigated the contribution of the patient history. We explore the

predicted probabilities by the models and compare the models that use the patient history to

their counterparts without the patient history if applicable. We considered a scenario where

general practitioners would expect a diagnosis to be more likely given a specific ICPC code in

the patient history. Additionally, we looked at the individual contribution of ICPC codes in

the patient history to observe whether this can provide an interpretable way to understand the

Table 5: Performance comparison on the test set using selected models without the patient history.
Best results are marked in bold. Model variants without patient history are denoted with ‘w/o PH’ at
the end.

F1 Acc@k

micro macro weighted k = 3 k = 10 Brier Score Log Loss

LR w/o PH 0.3888 0.0471 0.2953 0.6649 0.8767 0.7586 2.2248
XGB w/o PH 0.3892 0.0534 0.2960 0.6740 0.8784 0.7545 2.2009
MLP w/o PH 0.3924 0.0481 0.2919 0.6706 0.8802 0.7549 2.1900
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predictions. In particular, we were interested in if the RNN-based model is able to learn useful

information from the patient history through the latent patient representation from the encoder.

We focused on the LSTM, because it achieved the best log loss out of the neural networks.

Integrated Gradients (IG) [39] were used to inspect the contribution of the patient history in

the LSTM. IG is a method to attribute the predictions of a model to its input, and is often

utilized for model interpretability. It assigns attribution scores to each input feature based on

a baseline input, which tells us whether the input feature positively or negatively contributed

to the target prediction. A zero-baseline input is commonly used and was used here as well,

where every standard feature and all ICPC codes in the patient history are zero. Ideally the

general practitioner can obtain some insight into the predicted probabilities by inspecting the

contribution of historical ICPC codes in this manner.

4.2.1 Probabilities

In the following analysis we present a concrete scenario that according to consulted general

practitioners is expected to modulate the probability of certain diagnoses based on specific ICPC

codes in the patient history. The scenario is split into three cases with corresponding expert

expectations:

• If a patient comes in with a cough (R05) and has had pneumonia (R81), emphysema (R95),

or asthma (R96) before, then the diagnosis is more likely to be pneumonia (R81) according

to general practitioners.

• If a patient comes in with a cough (R05) and has had pneumonia (R81), emphysema (R95),

or asthma (R96) before, then the diagnosis is less likely to be upper respiratory infection

acute (R74) according to general practitioners.

• If a patient comes in with a cough (R05) and has had pneumonia (R81), emphysema (R95),

or asthma (R96) before, then the diagnosis is less likely to be cough (R05) according to

general practitioners.

In order to test these cases, a subset of the validation set was taken to compute the probabilities

of these diagnoses. The subset was created by selecting all records with RFE cough (R05). The

subset was further divided into one where records contain pneumonia (R81), emphysema (R95)

or asthma (R96) in the patient history, and one where records do not contain any of the previous

ICPC codes in the patient history. An independent t-test was performed to test for significant

differences between the mean predicted probabilities of the diagnoses pneumonia (R81), upper

respiratory infection acute (R74), and cough (R05) for these two groups. The mean predicted

probabilities are reported in Table 6.
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Table 6: Mean and standard deviation of the predicted probabilities for the diagnoses pneumonia (R81),
upper respiratory infection acute (R74), and cough (R05) on a subset of the validation set. The subset
consists of all records with RFE cough (R05). The subset is further divided into one where records
contain at least one of pneumonia (R81), emphysema (R95) or asthma (R96) in the patient history, and
one where records do not contain any of the previous ICPC codes in the patient history. These two
conditions are specified by [R81, R95, R96] (N = 538) and ¬[R81, R95, R96] (N = 1577), respectively.
Model variants without patient history are denoted with ‘w/o PH’ at the end.

µ(σ)

Diagnosis [R81, R95, R96] ¬[R81, R95, R96] p-value

CP R81 0.087(±0.026) 0.079(±0.025) < 0.001
R74 0.363(±0.056) 0.390(±0.071) < 0.001
R05 0.280(±0.037) 0.271(±0.051) < 0.001

LR R81 0.132(±0.121) 0.061(±0.041) < 0.001
R74 0.364(±0.154) 0.387(±0.135) < 0.001
R05 0.211(±0.107) 0.284(±0.108) < 0.001

LR w/o PH R81 0.091(±0.034) 0.077(±0.032) < 0.001
R74 0.359(±0.091) 0.397(±0.087) < 0.001
R05 0.277(±0.025) 0.267(±0.028) < 0.001

XGB R81 0.114(±0.064) 0.065(±0.033) < 0.001
R74 0.375(±0.010) 0.393(±0.101) < 0.001
R05 0.223(±0.075) 0.284(±0.081) < 0.001

XGB w/o PH R81 0.090(±0.029) 0.077(±0.032) < 0.001
R74 0.361(±0.058) 0.394(±0.080) < 0.001
R05 0.276(±0.041) 0.269(±0.054) 0.007

MLP R81 0.111(±0.085) 0.072(±0.043) < 0.001
R74 0.353(±0.146) 0.377(±0.123) < 0.001
R05 0.219(±0.103) 0.266(±0.100) < 0.001

MLP w/o PH R81 0.088(±0.025) 0.079(±0.023) < 0.001
R74 0.364(±0.060) 0.389(±0.074) < 0.001
R05 0.277(±0.039) 0.268(±0.051) < 0.001

LSTM R81 0.084(±0.047) 0.066(±0.035) < 0.001
R74 0.354(±0.121) 0.402(±0.124) < 0.001
R05 0.244(±0.068) 0.252(±0.070) 0.029

All models align with the expectation in the first two cases of the aforementioned scenario.

The diagnosis pneumonia (R81) has a significantly higher probability and the diagnosis upper

respiratory infection acute (R74) has a significantly lower probability on average when patients

with RFE cough (R05) have had at least one of pneumonia (R81), emphysema (R95), or asthma

(R96) before. The CP baseline already shows such differences, which means that these two cases

are represented in the data when we condition on the sex, age and RFE. If we only condition on

the RFE for the conditional probabilities, then the predicted probability P (diagnosis | RFE) will

be the same for all the patients in both groups with or without the historical ICPC codes, because
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Figure 5: Sex ratio and age distribution on a subset of the validation set. The subset consists of all
records with RFE cough (R05). The subset is further divided into one where records contain at least one
of pneumonia (R81), emphysema (R95) or asthma (R96) in the patient history, and one where records
do not contain any of the previous ICPC codes in the patient history. These two conditions are specified
by [R81, R95, R96] (N = 538) and ¬[R81, R95, R96] (N = 1577), respectively.

the RFE is the same for everybody here. Thus it appears that the difference in the distribution

of the sex and age between the two groups already leads to differences in the mean predicted

probabilities. Figure 5 shows the sex ratio and age distribution in these two groups, where the sex

ratio is similar, but the age distribution differs significantly according to a Kolmogorov-Smirnov

test (p < 0.001).

With this in mind, it is unsurprising that the models that do not use the patient history are also

able to show such difference for the diagnoses pneumonia (R81) and upper respiratory infection

acute (R74). Their counterparts with the patient history generally show larger differences in mean

probabilities for the diagnosis pneumonia (R81) though, while the differences for the diagnosis

upper respiratory infection acute (R74) are more similar.

The third case with diagnosis cough (R05) only holds for models that do use the patient history.

The models that do use the patient history all assign significantly lower probability to the di-

agnosis cough (R05) when patients with RFE cough (R05) have had at least one of pneumonia

(R81), emphysema (R95), or asthma (R96) before. On the contrary, the models that do not use

the patient history all assign significantly higher probability to the diagnosis cough (R05) when

patients have had at least one of pneumonia (R81), emphysema (R95), or asthma (R96), which

is the opposite of expert expectations.

However, the significant difference in age distribution complicates the interpretation of the prob-

abilities for the two groups, because age could act as a confounding variable here as CP already

shows clear differences in probabilities. There are of course also other historical ICPC codes apart

from pneumonia (R81), emphysema (R95) or asthma (R96) that influence the probabilities, but

we are assuming that these three historical ICPC codes have a large enough effect in general on
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Figure 6: XGB and XGB w/o PH predicted probabilities for the diagnoses pneumonia (R81), upper
respiratory infection acute (R74), and cough (R05) on a subset of the validation set. The subset consists
of all records with RFE cough (R05). The subset is further divided into one where records contain at
least one of pneumonia (R81), emphysema (R95) or asthma (R96) in the patient history, and one where
records do not contain any of the previous ICPC codes in the patient history. These two conditions are
specified by [R81, R95, R96] (N = 538) and ¬[R81, R95, R96] (N = 1577), respectively. Points that fall
on the the black diagonal line have equal predicted probabilities by the two models.

the predicted probabilities of the diagnoses pneumonia (R81), upper respiratory infection acute

(R74), and cough (R05).

Given the aforementioned, we performed a brief comparison between a model that uses the patient

history and its counterpart that does not use the patient history on the same patients within a

group to at least account for age. The previous scenario is used again for this comparison. For

brevity, only XGB is covered, because XGB performed the best out of LR, XGB and MLP, and

also is the only model out of these three that improved with the patient history. We compared

XGB and XGB w/o PH to observe how the patient history affects the predicted probabilities for

the same patients.

Figure 6 shows the XGB and XGB w/o PH predicted probabilities on the same patients separated

by group. The black diagonal line in the scatter plot indicates when both models would predict

equal probabilities. Patients that fall left of the line are assigned lower probability by XGB

compared to XGB w/o PH. Conversely, patients that fall right of the line are assigned higher

probability by XGB compared to XGB w/o PH.

We first look at the group of patients with historical pneumonia (R81), emphysema (R95),

or asthma (R96), which is the magenta-coloured group in the scatter plots. For the diagnosis

pneumonia (R81), XGB assigns a higher probability to 65% of the patients compared to XGB w/o

PH. For the diagnosis upper respiratory infection acute (R74), XGB assigns a higher probability

to 60% of the patients compared to XGB w/o PH. For the diagnosis cough (R05), XGB assigns

a higher probability to 22% of the patients compared to XGB w/o PH.
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Next we look at the group of patients without historical pneumonia (R81), emphysema (R95), or

asthma (R96), which is the cyan-coloured group in the scatter plots. For the diagnosis pneumonia

(R81), XGB assigns a higher probability to 35% of the patients compared to XGB w/o PH. For

the diagnosis upper respiratory infection acute (R74), XGB assigns a higher probability to 54%

of the patients compared to XGB w/o PH. For the diagnosis cough (R05), XGB assigns a higher

probability to 60% of the patients compared to XGB w/o PH.

Overall the predicted probabilities for the same patient by XGB and XGB w/o PH are certainly

different as can be observed in Figure 6. Some of the changes in probability are in line with the

expert expectations such as that the diagnosis cough (R05) is much more frequently (78% of the

tested patients) less likely for a patient when it is known that pneumonia (R81), emphysema

(R95), or asthma (R96) appear in their patient history compared to no information about the

patient history (i.e., right scatter plot and magenta-coloured group in Figure 6).

4.2.2 LSTM Attributions

We further looked at the LSTM attributions of pneumonia (R81), emphysema (R95), and asthma

(R96) in the patient history using IG. We just observed that patients with RFE cough (R05) and

with these historical ICPC codes were indeed assigned higher or lower probabilities compared

to when they are absent. However, we would like to see how much influence pneumonia (R81),

emphysema (R95), and asthma (R96) directly had on the predicted diagnoses. We expect that

the historical pneumonia (R81), emphysema (R95), and asthma (R96) have a higher attribution

score for the diagnosis pneumonia (R81) compared to the diagnoses upper respiratory infection

acute (R74) and cough (R05). Moreover, we expect that these historical ICPC codes contributed

to a higher probability (positive attribution) for the diagnosis pneumonia (R81) and a lower

probability (negative attribution) for the diagnoses upper respiratory infection acute (R74) and

cough (R05). A paired t-test was used to test for significant differences in attributions. For each

of these three historical ICPC codes, the IG attributions summed over episodes were computed

for the three diagnoses and are shown in Figure 7.

The historical pneumonia (R81) attributions somewhat match our expectation and have a signif-

icantly higher attribution score on average for the diagnosis pneumonia (R81) compared to the

diagnoses upper respiratory infection acute (R74) (p < 0.001) and cough (R05) (p < 0.001). The

mean attribution score and attribution distribution of the historical pneumonia (R81) is posi-

tive for the diagnosis pneumonia (R81) and therefore the historical pneumonia (R81) typically

increases the probability of the diagnosis pneumonia (R81). For the diagnosis upper respiratory

infection acute (R74) the mean attribution score of the historical pneumonia (R81) is approx-

imately zero. The attribution distribution is almost symmetric at 0, which suggests that the

historical pneumonia (R81) neither consistently increases nor decreases the probability of the

diagnosis upper respiratory infection acute (R74). For the diagnosis cough (R05), the mean

attribution score of the historical pneumonia (R81) is slightly negative and the attribution dis-
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Figure 7: Violin plots of the LSTM attributions of historical pneumonia (R81) (N = 348), emphysema
(R95) (N = 66), and asthma (R96) (N = 236) summed over episodes for the diagnoses pneumonia
(R81), upper respiratory infection acute (R74), and cough (R05) on a subset of the validation set. The
subset consists of all records with RFE cough (R05).

tribution seems to span more of the negative side.

The same result was found for the historical asthma (R96) attributions in terms of significantly

higher attribution for the diagnosis pneumonia (R81) compared to the diagnoses upper respira-

tory infection acute (R74) (p = 0.007) and cough (R05) (p < 0.001), but the attributions are

close to zero for all three diagnoses. The attribution distributions are almost symmetric at 0 for

the diagnoses pneumonia (R81) and upper respiratory infection acute (R74), which indicates no

consistent effect. The diagnosis cough (R05) has a largely negative attribution distribution, but

most attributions are still close to zero.

The historical emphysema (R95) attributions deviate the most from our expectation, where we

found the opposite direction for diagnoses pneumonia (R81) and cough (R05). The mean attri-

bution score of the historical emphysema (R95) is actually significantly higher for the diagnosis

cough (R05) than the diagnosis pneumonia (R81) (p = 0.008). The historical emphysema (R95)

attributions only match our expectations for the diagnosis upper respiratory infection acute

(R74), because it has a negative effect on this diagnosis evident from the negative mean attri-

bution and attribution distribution. For the diagnoses pneumonia (R81) and cough (R05), the

historical emphysema (R95) attributions do not show a clear effect.

In short, the historical pneumonia (R81) seems to positively contribute to the diagnosis pneu-

monia (R81) and has little effect on the diagnosis upper respiratory infection acute (R74) and a

small negative effect on the diagnosis cough (R05). The historical asthma (R96) seems to have

little effect on all three diagnoses while the historical emphysema (R95) only has a clear nega-

tive effect on the diagnosis upper respiratory infection acute (R74). Similar but less extensive

analyses were performed on two other scenarios, which are described in Appendix C.2.
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4.2.3 Case Study

We performed a case study on a single patient in the validation set to briefly analyze the predicted

diagnoses and probabilities by the LSTM. Moreover, we visualized the IG attributions, which

could potentially be a way for general practitioners to interpret the LSTM predictions. We

stuck to the previous scenario where the patient has a cough (R05) and has had pneumonia

(R81) before. The true diagnosis for the patient is pneumonia (R81). The specific patient in the

case study has a relatively high historical pneumonia (R81) attribution score for the diagnosis

pneumonia (R81). The attribution scores are visualized in Figure 8 including attribution scores

for the standard features sex, age, and RFE. Figure 8a shows that the RFE has a considerably

higher attribution score (≈ 3.5) than any other feature, which was also consistently observed

for other diagnoses and patients. In Figure 8b every episode containing pneumonia (R81) has

a relatively high positive attribution score, and in Figure 8c pneumonia (R81) has the highest

summed attribution score over episodes.

Table 7 shows the top ten predictions by the LSTM for the patient. The LSTM did not correctly

predict the true diagnosis pneumonia (R81), but instead predicted the diagnosis upper respiratory

infection acute (R74), which is the most common diagnosis for RFE cough (R05). The true

diagnosis appears in position 4 of the top 10 most probable diagnoses with a probability of 0.0894

(8.94%). Despite the seemingly large positive contribution of pneumonia (R81) in the patient

history to the diagnosis pneumonia (R81), the LSTM still assigns markedly less probability to the

diagnosis pneumonia (R81) compared to the diagnosis upper respiratory infection acute (R74).

Table 7: The top 10 predicted diagnoses and associated probabilities of a patient with RFE cough
(R05) and with pneumonia (R81) in the patient history by the LSTM. The true diagnosis is pneumonia
(R81) and is highlighted in the table.

Diagnosis Probability

1. R74 Upper respiratory infection acute 0.4866
2. R05 Cough 0.1235
3. H71 Acute otitis media/myringitis 0.0904
4. R81 Pneumonia 0.0894
5. R78 Acute bronchitis/bronchiolitis 0.0572
6. R77 Laryngitis/tracheitis acute 0.0436
7. R03 Wheezing 0.0214
8. A03 Fever 0.0201
9. R99 Respiratoy disease other 0.0107

10. A77 Viral disease other/NOS 0.0103
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(a) Standard features. (b) Episodes in the patient history.

(c) ICPC codes in the patient history.

Figure 8: LSTM attributions from Integrated Gradients (IG) on a single patient in the validation
set. The patient has as RFE cough (R05) with the true diagnosis pneumonia (R81). The IG target
(predicted diagnosis) was set to pneumonia (R81). The pneumonia (R81) is highlighted in red wherever
it appears in the patient history. (b) The episodic attributions are the sum of the associated ICPC
code attributions within an episode. (c) The ICPC code attributions are the sum of the ICPC code
attributions over episodes.
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5 Discussion

In this study we investigated how EPRs in combination with machine learning can be used to

improve diagnosis prediction in general practice. A patient history was extracted from the EPR

and represented as a sequence of episodes to serve as a rich source of contextual information.

An RNN-based model was developed based on previous work to handle this patient history. The

patient history is provided to the RNN-based model together with more standard features like

the sex, age, and RFE. Notably, the RFE is a novel feature and has not been used before in

previous comparable studies. A secondary objective was to explore the importance of time in

the EPR, where the time intervals between visits can be irregular.

The patient histories extracted from EPRs in combination with the RNN-based model gener-

ally improved the performance on the probabilistic diagnostic prediction task. Three RNN-based

models were tested: LSTM, LSTM+∆t, and T-LSTM. The latter two took into account the time

irregularity in the patient history. Four baseline models were compared to the RNN-based mod-

els: Conditional Probability (CP), Logistic Regression (LR), XGBoost (XGB), and Multilayer

Perceptron (MLP). LR, XGB, and MLP were ran both with and without the patient history as

extra input. The CP baseline, which corresponds the most to the current situation in general

practice, was outperformed by all the machine learning models with or without patient history

in the primary metric log loss. The LSTM, LSTM+∆t, and XGB significantly outperformed CP

in accuracy at 3 and 10, and LSTM+∆t and XGB additionally outperformed CP in the micro

F1-score.

The prediction task benefited from more complex models such as XGB and the RNN-based

models that have a greater capacity to learn the complex interaction from the patient history.

LR, and MLP to a lesser extent, appeared to be unable to generalize the information from the

patient history without heavy regularization, and performed better without the patient history.

Including some kind of temporal information in the patient history by representing the history

as a sequence of episodes resulted in the best log loss with the LSTM. Explicit time intervals to

handle irregular time did not show any improvement in log loss, either as an additional input

feature in LSTM+∆t or with a time decay mechanism in T-LSTM. In terms of the F1-score and

accuracy at k, the differences were not statistically significant between LSTM and LSTM+∆t,

but LSTM did signficantly outperform T-LSTM in accuracy at 3 and 10.

The analysis of the probabilities in Section 4.2.1 shows that the patient history can influence the

predicted probabilities in a way that matches expert expectations. However, another example

scenario in Appendix C.2 did not meet expert expectations leading to mixed results. In the tested

scenarios we only considered salient historical ICPC codes that according to general practitioners

make certain diagnoses more likely in their experience. We sought to find a general effect on the

predicted probabilities for these scenarios when the salient historical ICPC code is known to be

present. There are of course many more ICPC codes in the patient history that may affect the
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probabilities of the diagnoses, which we have not accounted for in this probability analysis.

With the analysis of the LSTM attributions we attempted to find a more immediate relation

between the salient historical ICPC codes and the predicted probabilities. The attributions of

the historical ICPC codes either had the expected effect or little to no effect. Trying to find

an explanation as to why some historical ICPC codes have little or the opposite effect remains

challenging. One reason could be that there was simply not enough data to learn the expected

relationship. It is important to note that the probability and LSTM attribution analyses by

no means aim to show causality. The analyses primarily offer insight about the relevance of

the patient history for the predictions and in the case of the LSTM also some interpretability

through IG.

5.1 Limitations and Future Work

Overfitting was a major problem during training for the neural networks and even for the base-

lines. The models reached much better performance on the training set while performance on

the validation set deteriorated when there was little to no regularization. This indicates that the

dataset is too small to be able to generalize properly. The input space is relatively high dimen-

sional compared to traditional machine learning with hand-engineered features. Some features

(i.e., historical ICPC codes) can be very rare and unique to only a few patients, which makes

it incredibly easy for models to overfit on these sparse features. The curse of dimensionality

plays a role here, where larger input spaces typically require more data to prevent overfitting.

High-dimensional input will have many feature combinations that the model probably did not

see during training if the dataset is too small, and thus cannot learn to generalize well. Very

rare features can be dropped to combat this somewhat by reducing the size of the input space.

However, even with a smaller input space and more data the large class imbalance still poses a

problem as evident from the low macro F1-score of all models. We did experiment a little with

class weights, but using inverse class frequency did not seem to help. It may be worth exploring

more sophisticated and less aggressive class weighting mechanisms to improve the macro F1-score

while maintaining respectable performance on the other metrics. If some kind of class weights

are eventually used, then we do have to be careful about how we interpret the probabilities

because they will not be well-calibrated anymore. We would have to calibrate the probabilities

afterwards to interpret them as a confidence level or measure of uncertainty.

Irregular time intervals between episodes in the patient history did not seem to matter much,

because the LSTM that ignores them performed similarly or outperformed the models that did

take the irregular time intervals into account. The episodic representation could potentially

interfere with the temporal effects due to overlapping episodes as explained in Section 3.1.1. A

visit-level patient history circumvents this overlap, but we lose some higher-level information by

abandoning the concept of episodes and the sequence length of the patient history can be become

computationally inefficient. It may still be worth exploring if a visit-level patient history is more
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desirable and if the irregular time intervals would be more impactful in that case. The issue

with longer sequence lengths can be tackled by truncating the sequences to a maximum sequence

length, which will throw away some information but the relevant information is probably in the

most recent visits anyway.

The grouping of visits by episodes in the context of primary care for machine learning is novel

to our knowledge and does show an improvement in log loss compared to a one-hot vector of

the patient history. This improvement in log loss, however, does not translate in clear accuracy

(F1-score) or ranking improvement (accuracy at k) as some models with a slightly higher log loss

achieve greater accuracy or better ranking. In this study, the emphasis was put on more accurate

probabilistic predictions, which the log loss (and brier score) appropriately reflects. However,

metrics such as the F1-score or accuracy at k are easier to understand and are potentially more

actionable to general practitioners. Scoring better on the F1-score or accuracy at k means that

the model returns the true diagnosis more often in at least the top k predictions. With a better

log loss, more accurate probabilities does not necessarily mean that the true diagnoses will appear

more in the top k predictions. For example, a better log loss can be achieved when an already

correct prediction is assigned more probability, which means the model is more confident. Ideally

all the metrics would improve simultaneously, but this is unfortunately not the case.

The patient history encapsulates a substantial amount of information from the EPR. It captures

a variety of ICPC codes that originate from RFEs, diagnoses, interventions, and referrals. An

episode in the patient history groups these all together into a single vector, but by doing so we

lose information about the type of ICPC code. The model does not know if a certain ICPC

code was an RFE or diagnosis for example. Perhaps separating or signaling the different types

of ICPC codes somehow can produce a more accurate representation of the data. Furthermore,

as we essentially included all available ICPC codes in the patient history, we also included

the intermediate diagnoses from visits in the episodes of the patient history. The intermediate

diagnosis of a visit is what the general practitioner at that visit believes to be the health problem

given the information at that point in time. In light of the final diagnosis of an episode, all the

intermediate diagnoses that differ can be considered incorrect in hindsight. As such, dropping

the intermediate diagnosis ICPC codes from the patient history could be favorable as they can

be misleading and introduce noise, which makes it harder for the models to learn.

The ground truth diagnoses that are used to evaluate the models are somewhat unfair in a sense.

These ground truth diagnoses are the final diagnoses given by the general practitioner at the last

visit of an episode. However, the models predict this final diagnosis by only using the first visit of

an episode and thus miss future visits and any unrecorded information that general practitioners

considered in the final diagnosis. We could of course provide the model with all the visits from

the episode to predict the final diagnosis, but that would defeat the purpose of the diagnostic

prediction task. Early diagnosis is desired and ideally we want to predict the correct diagnosis,

which is the final diagnosis at the end of an episode, at the first visit.
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Lastly, interpretation of the predictions made by the neural networks remains challenging. A

post-hoc interpretability method was used in the form of IG to examine the influence of the

patient history in the LSTM. The IG attributions help us understand which features were im-

portant, but do not tell us anything about the interaction between the features. To illustrate, a

patient who has a high attribution score for pneumonia (R81) in the patient history is presented

in a case study in Section 4.2.3, but for another patient with the same RFE cough (R05) and

pneumonia (R81) in the patient history the attribution score for pneumonia (R81) might be

much lower. We can speculate that it is caused by some feature interaction, but IG does not

offer an explanation for such differences. More causal explanations are desired that can explain

the effects between features as well to give a better understanding of why the model predicts

certain outcomes, which is important to general practitioners.

5.2 Challenges

The rise of artificial intelligence has also been met with scrutiny. Especially more complex models

such as those from deep learning are often proclaimed to be black boxes and not transparent [40].

There has been a resurgence in explainable AI (XAI) research to unravel the black box in order

to reach more explainable models [41]. AI in the medical field should certainly strive for better

explainability to justify the decisions that follow from it, which carry risks and responsibilities

for patients and practitioners [42]. General practitioners, and clinicians in general, want to

understand why a predictive model produces certain predictions such that they can reconcile

the prediction with their own assessment. Feature importances are one such way to give some

insight into the model predictions to clinicians [43]. The IG method with attribution scores that

we used in Section 4.2.2 can be regarded as feature importances, but on an individual (patient)

level. Future work could conduct a survey with general practitioners to establish a common

notion of practical explainability similar to Tonekaboni et al. [43], where they inquire ICU and

Emergency Department clinicians.

Lack of model transparency is not the only issue that holds back medical AI adoption. Bias in

AI is another concern that we have to consider carefully [44]. Bias can cause unfair outcomes

and even flawed predictions, which can be especially harmful in healthcare. Obermeyer et al. [45]

found racial bias in an algorithm used in healthcare. The algorithm assigned risk scores to the

health status of patients, but instead of taking the illness as the outcome, the health costs were

taken as a proxy. At the same risk score, black patients were much sicker than white patients.

These black patients might not have received the extra care that they required due to racial

bias in the algorithm. Racial bias is just one of the many forms of biases that we may have to

account for such as selection and historical bias [46]. In the context of primary care, selection

bias could emerge when a model is trained on data from a single general practice that only

covers a subpopulation, e.g., a general practice in a wealthy neighbourhood. TransHis, which is

the EPR used in this study, collects data from multiple general practices, and may therefore be
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less susceptible to selection bias. Historical bias would be harder to deal with as it is difficult

to identify. Diagnostic errors can happen, but they are not easily detected or agreed upon by

physicians [47]. Clearly it would be undesirable for models to learn from data with diagnostic

errors and perpetuate these errors if they happen somewhat consistently. We have to be aware

of such biases and prevent them from being exacerbated by AI.
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6 Conclusion

EPRs present an opportunity to leverage a large amount of structured data for clinical prediction

in primary care. The main objective was to research how the EPR can be utilized to improve

probabilistic diagnostic prediction in general practice with machine learning. We proposed to

represent the patient history in the EPRs as a sequence of episodes, where the episodes group

information from multiple visits. An RNN-based model was developed to handle the sequential

patient history. Aside from the main objective, we explored the influence of irregular time

intervals in the patient history on the performance of the prediction task. Accounting for irregular

time intervals between episodes did not yield much improvement, but representing the patient

history as a sequence of episodes improved probabilistic performance and accuracy in some cases

compared to a flat representation of the patient history or no patient history. The superior

performance shows that the EPR is beneficial for diagnosis prediction with machine learning.

The EPR captures many personal and contextual factors after all that in combination with

machine learning can bring us a step closer to more personalized healthcare.
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Supplementary Material

A TransHis Dataset

A.1 Data Distribution

The following table and figures describe the data distribution after preprocessing. Table 8 and

Figure 9 show the top 15 most frequent RFEs and their frequency distribution. Figure 10 shows

the frequency distribution of the top 50 ICPC diagnoses and Figure 11 shows the frequency distr-

bution of the top 20 ICPC diagnoses per RFE. The overall diagnosis distribution is imbalanced,

and even more so per RFE. Originally there were 580 diagnoses, but after preprocessing only 203

remained. However, the class imbalance still persists as can be observed in Figure 10 and 11.

Table 8: Top 15 most frequent RFEs. N is the frequency in the dataset after preprocessing.

ICPC code ICPC title N

R05 Cough 21238
S06 Rash localized 14602
A03 Fever 13154
S04 Lump/swelling localized 12468
D06 Abdominal pain localized other 9862
L17 Foot/toe symptom/complaint 8729
H01 Ear pain/earache 8717
A04 Weakness/tiredness general 8519
R21 Throat symptom/complaint 7863
U01 Dysuria/painful urination 7606
L15 Knee symptom/complaint 6726
L03 Low back symptom/complaint 6587
R02 Shortness of breath/dyspnoea 6212
N01 Headache 6063
S02 Pruritus 5472
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Figure 9: Sorted frequency distribution of the top 15 most frequent RFEs after preprocessing.

Figure 10: Sorted frequency distribution of the top 50 most frequent ICPC diagnoses after preprocess-
ing.
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Figure 11: Sorted frequency distributions of the top 20 diagnoses per RFE after preprocessing.
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A.2 Reducing the Label Space of Diagnoses

The dataset suffers from severe class imbalance and therefore we attempted to somewhat mitigate

this beforehand by reducing the number of classes by dropping rare diagnoses. Figure 12 displays

the trade-off plots between the number of records and number of labels. For completeness, we

repeat the two-step dropping procedure to counteract the class imbalance and drop infrequent

diagnoses:

Step 1: Keep records with a diagnosis in at least one top k most frequent diagnoses per RFE.

Step 2: Keep records with a diagnosis that appear more than a minimum threshold c.

Figure 12a, 12b, and 12c were used for Step 1 to determine k. In these plots we were looking for

a k that decreases the dataset size minimally while dropping a good amount of infrequent labels.

In Figure 12a k = 30 seems to be appropriate. Taking a smaller k starts to drop considerably

more records, which is undesirable as we want to keep as much data as possible. Figure 12b does

not show a clear candidate for k, but lower k are preferred as this reduces the label space more.

Thus we pick k = 30 for Step 1 as this the lowest k before dropping considerably more records.

Figure 12c reveals that we keep about 97% of the original dataset while reducing the label space

by roughly 64%.

Figure 12d, 12e, and 12f were used for Step 2 to determine c. Furthermore, there was a constraint

that at least c & 10 due to the way that the stratified split of the data into training, validation,

and test set is conducted. We chose c = 20, because in Figure 12d the number of records starts

to decrease (more) linearly after around c = 20 and in this step we were not necessarily looking

to reduce the label space any more.
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(a) (b)

(c) (d)

(e) (f)

Figure 12: Trade-off plots for the two-step dropping procedure of diagnoses. Step 1 only keeps records
with a diagnosis in at least one top k most frequent diagnoses per RFE (a, b, c). Step 2 only keeps
records with diagnoses that appear more than a minimum threshold c (d, e, f).
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B Hyperparameters

The hyperparameters used in the models of Section 4 are reported in Table 9. The hyperparam-

eters were manually tuned and the ranges that were tested are reported in Table 10. The reg

column stands for regularization, but the values are specific to the models and cannot always be

directly compared between different models.

The neural networks ran for a maximum of 100 epochs, but never required this maximum number

of epochs due to early stopping. Early stopping was activated when the best validation loss was

not surpassed for ten consecutive epochs. A learning rate scheduler was used as well, which

reduced the learning rate on plateau. The learning rate was decreased after five consecutive

epochs with no improvement in the best validation loss.

Table 9: Hyperparameters of the machine learning models as used for the results in Section 4. Model
variants without patient history are denoted with ‘w/o PH’ at the end. emb is the embedding size, enc
is the encoder hidden size, clf is the classification network hidden size, η is the learning rate, and reg is
regularization.

Logistic Regression

reg
LR 0.06
LR w/o PH 1

XGBoost

estimators η reg
XGB 150 0.1 50
XGB w/o PH 67 0.2 30

Neural Networks

emb enc clf η dropout optimizer reg batch
MLP - - 128 0.001 0.6 AdamW 0.1 64
MLP w/o PH - - 128 0.001 0.1 AdamW 0.0 1024
LSTM 10 256 1024 0.001 0.6 AdamW 0.1 512
LSTM+∆t 10 256 1024 0.001 0.6 AdamW 0.1 512
T-LSTM 100 256 1024 0.001 0.6 Adam 0.00001 512
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Table 10: Hyperparameter ranges for manual optimization. Not all values in the specified ranges were
tested. The minimum and maximum in the range were tested and some intermediate values selectively.
Model variants without patient history are denoted with ‘w/o PH’ at the end. emb is the embedding
size, enc is the encoder hidden size, clf is the classification network hidden size, η is the learning rate,
and reg is regularization.

Logistic Regression

reg
LR [0.01, 1]
LR w/o PH [0.3, 1]

XGBoost

estimators η reg
XGB [1, 200] [0.01, 0.3] [0, 100]
XGB w/o PH [1, 200] [0.1, 0.3] [0, 50]

Neural Networks

emb enc clf η dropout reg batch
MLP - - [32, 1024] [0.01, 0.001] [0, 0.8] [0, 0.2] [64, 2048]
MLP w/o PH - - [32, 1024] [0.01, 0.001] [0, 0.6] [0, 0.2] [64, 4096]
LSTM [10, 128] [64, 512] [32, 2048] [0.01, 0.001] [0, 0.8] [0, 0.2] [64, 2048]
LSTM+∆t [10, 128] [64, 512] [32, 2048] [0.01, 0.001] [0, 0.8] [0, 0.2] [64, 2048]
T-LSTM [10, 300] [64, 512] [128, 1024] [0.01, 0.001] [0, 0.8] [0, 0.2] [64, 2048]
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C Additional Results

C.1 Alternatively Ordered Patient History

The performance of the RNN-based models with the alternatively ordered patient history de-

scribed in Section 3.1.1 is reported in Table 11. The episodes in this patient history are now

ordered by the date of the last visit in an episode. LSTM+∆t performed the best in log loss and

also in F1 and accuracy at k. Including the irregular time interval as an extra feature does seem

to improve the LSTM in this case. T-LSTM still does not perform better than the standard

LSTM.

Table 11: Performance comparison on the test set of the RNN-based models with the alternatively
ordered patient history, where the episodes are sorted by the date of the last visit in the episode.

F1 Acc@k

micro macro weighted k = 3 k = 10 Brier Score Log Loss

LSTM 0.3949 0.0539 0.3074 0.6781 0.8797 0.7531 2.1822
LSTM+∆t 0.3949 0.0553 0.3164 0.6783 0.8808 0.7517 2.1791
TLSTM 0.3919 0.0484 0.2928 0.6717 0.8797 0.7550 2.1882

C.2 More on the Contribution of the Patient History

The same but less extensive analysis of probabilities and LSTM attributions as in Section 4.2 is

performed on these two scenarios:

1. If a patient comes in with a fever (A03) and has had pneumonia (R81) before, then the

diagnosis is more likely to be pneumonia (R81) according to general practitioners.

2. If a patient comes in with painful urination (U01) and has had painful urination (U01)

before, then the diagnosis is more likely to be painful urination (U01) according to general

practitioners.

Table 12 shows the mean predicted probabilities corresponding to scenario 1. All models align

with the expectation of scenario 1. The diagnosis pneumonia (R81) has a significantly higher

probability on average when patients with RFE fever (A03) have had at pneumonia (R81) before.

The CP baseline already shows such differences, which means that these two cases are represented

in the data when we condition on the sex, age and RFE. If we only condition on the RFE for the

conditional probabilities, then the predicted probability P (diagnosis | RFE) will be the same for

all the patients in both groups with or without the historical ICPC codes, because the RFE is

the same for everybody here. Thus it appears that the difference in the distribution of the sex

and age between the two groups already leads to differences in the mean predicted probabilities.

With this in mind, it is unsurprising that the models that do not use the patient history are also

able to show such difference for the diagnoses pneumonia (R81). Their counterparts with patient
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Table 12: Mean and standard deviation of the predicted probabilities for the diagnosis pneumonia
(R81) on a subset of the validation set. The subset consists of all records with RFE fever (A03). The
subset is further divided into one where records contain pneumonia (R81) in the patient history, and one
where records do not contain pneumonia (R81) in the patient history. These two conditions are specified
by R81 and ¬R81, respectively. Model variants without patient history are denoted with ‘w/o PH’ at
the end.

RFE A03, Diagnosis R81

µ(σ)

R81 ¬R81 p-value

CP 0.102(±0.072) 0.070(±0.050) < 0.001
LR 0.146(±0.117) 0.057(±0.041) < 0.001
LR w/o PH 0.095(±0.061) 0.069(±0.041) < 0.001
XGB 0.147(±0.082) 0.059(±0.051) < 0.001
XGB w/o PH 0.107(±0.082) 0.064(±0.054) < 0.001
MLP 0.102(±0.080) 0.062(±0.048) < 0.001
MLP w/o PH 0.102(±0.079) 0.068(±0.050) < 0.001
LSTM 0.113(±0.075) 0.064(±0.048) < 0.001

history generally show larger differences in mean probabilities for the diagnosis pneumonia (R81)

though.

Table 13 shows the mean predicted probabilities corresponding to scenario 2. All models show

the opposite of what is expected in scenario 2 except LR, where the diagnosis painful urination

(U01) has a significantly lower probability on average when patients with RFE painful urination

(U01) have had at painful urination (U01) before. LR shows no significant difference between

the two groups. The CP baseline already shows the opposite direction, which means that there

is a discrepancy between the expert expectations and the data, or like before the difference in the

distribution of the sex and age between the two groups already leads to differences in the mean

predicted probabilities. The previous could explain why the models also exhibit the opposite

direction, because it is already present in the data. The models with patient history do tend to

close the gap in probabilities compared to their counterparts without patient history, but the

LSTM does not.

Figure 13 shows the LSTM attributions for scenario 1 (left) and scenario 2 (right). For scenario 1

we expect that the historical pneumonia (R81) positively contributes to the diagnosis pneumonia

(R81) and for scenario 2 we expect that the historical painful urination (U01) positively con-

tributes to the diagnosis painful urination (U01). Figure 13 confirms the expectations, where the

mean attributions are positive and also most of the distributions are positive for both scenarios.

Despite that the LSTM does not align with the expectation in scenario 2 in terms of probabilities,

the LSTM does indicate that the historical U01 positively contributes to the diagnosis U01.
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Table 13: Mean and standard deviation of the predicted probabilities for the diagnosis painful urination
(U01) on a subset of the validation set. The subset consists of all records with RFE painful urination
(U01). The subset is further divided into one where records contain painful urination (U01) in the patient
history, and one where records do not contain painful urination (U01) in the patient history. These two
conditions are specified by U01 and ¬U01, respectively. Model variants without patient history are
denoted with ‘w/o PH’ at the end.

RFE U01, Diagnosis U01

µ(σ)

U01 ¬U01 p-value

CP 0.338(±0.115) 0.386(±0.129) < 0.001
LR 0.343(±0.185) 0.341(±0.154) 0.846
LR w/o PH 0.326(±0.104) 0.378(±0.103) < 0.001
XGB 0.333(±0.142) 0.359(±0.161) 0.020
XGB w/o PH 0.330(±0.126) 0.382(±0.141) < 0.001
MLP 0.313(±0.140) 0.343(±0.142) 0.004
MLP w/o PH 0.327(±0.103) 0.382(±0.126) < 0.001
LSTM 0.327(±0.121) 0.381(±0.136) < 0.001

Figure 13: Violin plots of LSTM attributions. Left : Attributions of historical pneumonia (R81) for
diagnosis pneumonia R81 on a subset of patients with RFE fever (A03) in the validation set. Right :
Attributions of historical painful urination (U01) for diagnosis painful urination (U01) on a subset of
patients with RFE painful urination (U01) in the validation set.
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C.3 LSTM Results per RFE

Table 14: LSTM performance per RFE on the test set, where N is the frequency of the RFE.

F1 Acc@k

micro weighted k = 3 k = 10 Brier Score Log Loss N

A03 0.2664 0.2006 0.6604 0.8933 0.8339 2.3797 1284
A04 0.7127 0.5931 0.7913 0.87 0.4924 1.6478 877
D06 0.5413 0.4085 0.7023 0.8614 0.6763 2.0791 981
H01 0.3562 0.2806 0.7262 0.9381 0.7793 2.048 873
L03 0.7625 0.6598 0.8734 0.9281 0.4096 1.2429 640
L15 0.4927 0.3255 0.7302 0.956 0.7143 1.8766 682
L17 0.3956 0.2243 0.6195 0.8457 0.8099 2.4202 862
N01 0.418 0.2467 0.6009 0.8297 0.7971 2.5418 634
R02 0.3195 0.2151 0.5831 0.869 0.8349 2.4873 626
R05 0.3987 0.2804 0.7753 0.9535 0.7373 1.8253 2127
R21 0.3664 0.2999 0.8174 0.9262 0.7567 1.9117 745
S02 0.221 0.1283 0.5046 0.814 0.8797 2.7406 543
S04 0.1825 0.1141 0.4743 0.7917 0.9052 2.957 1282
S06 0.2023 0.1187 0.4903 0.7825 0.8978 2.8877 1448
U01 0.5913 0.5222 0.9254 0.9769 0.5459 1.1739 778

C.4 LSTM Results per Diagnosis

Table 15: LSTM performance on the test set per diagnosis, where N is the frequency of the diagnosis.

Acc@k

Micro F1 k = 3 k = 10 Brier Score Log Loss N

A03 0.2925 0.8969 0.9499 0.7488 1.8025 359

A04 0.9601 0.9601 0.9677 0.1155 0.4789 651

A05 0.0 0.0 0.0 1.3815 6.3369 8

A06 0.0 0.0 0.0 1.4561 6.3271 6

A72 0.0 0.0 0.0714 1.1305 4.9277 14

A75 0.0 0.0 0.3333 1.3031 5.9858 12

A76 0.0 0.0172 0.7586 1.0975 4.0341 58

A77 0.0 0.0641 0.6538 1.1515 4.0896 78

A78 0.0 0.0 0.0323 1.1229 5.0622 31

A80 0.0 0.0 0.0 1.3291 6.9849 4

A85 0.0 0.02 0.42 1.172 4.6902 50

A88 0.0 0.0 0.0 1.1507 5.9179 9

A92 0.0 0.0 0.1471 1.0965 5.097 34

Continued on next page
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Table 15: LSTM performance on the test set per diagnosis, where N is the frequency of the diagnosis.

Acc@k

Micro F1 k = 3 k = 10 Brier Score Log Loss N

A97 0.0 0.0 0.0 1.2311 6.847 20

B02 0.0 0.2333 0.8667 0.9792 3.1343 60

B70 0.0 0.0 0.0 1.1044 5.8587 10

B80 0.0 0.0 0.6667 1.5112 5.1367 9

D01 0.0 0.0 0.4828 1.3189 4.8488 29

D02 0.0 0.0 0.2667 1.3542 6.0335 15

D03 0.0 0.0 0.0 1.3237 7.4327 4

D06 0.9185 0.9463 0.9759 0.3044 0.8589 540

D10 0.0 0.0 0.0 1.2318 7.0149 6

D11 0.0 0.0 0.0 1.3291 6.1169 9

D12 0.0 0.3261 0.8696 1.2594 3.9122 46

D20 0.0 0.0 0.0 1.162 7.244 4

D21 0.0 0.0 0.0 1.2496 5.7928 4

D70 0.0 0.0 0.0 1.234 5.9537 12

D73 0.0 0.0145 0.7246 1.2401 4.5402 69

D82 0.0 0.0 0.0 1.1889 7.2014 3

D83 0.0 0.0 0.4 1.1398 5.0801 25

D84 0.0 0.0 0.1538 1.2357 5.9566 13

D87 0.0 0.0 0.3333 1.3303 5.2859 12

D88 0.0 0.1765 0.7059 1.2785 4.179 17

D89 0.0 0.0 0.375 1.1941 4.6202 16

D91 0.0 0.0 0.0 1.2077 6.1154 8

D92 0.0 0.0 0.625 1.3138 4.6669 16

D93 0.0 0.0 0.625 1.2712 4.6135 16

D98 0.0 0.1333 0.9333 1.2995 3.8595 15

D99 0.0 0.0 0.3333 1.2056 6.4193 6

F72 0.0 0.0 0.0 1.0975 6.1573 7

F91 0.0 0.0 0.0 1.2038 4.7515 3

H01 0.1538 0.9471 0.9471 0.7577 1.6331 208

H02 0.0 0.0 0.0 1.246 6.0758 2

H04 0.0 0.0 0.4444 1.2225 6.0755 9

H13 0.0 0.0 0.0 1.1956 6.1742 3

H29 0.0 0.0 0.0 1.1726 6.3868 3

H70 0.6178 0.9215 0.9424 0.6261 1.5548 191

Continued on next page
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Table 15: LSTM performance on the test set per diagnosis, where N is the frequency of the diagnosis.

Acc@k

Micro F1 k = 3 k = 10 Brier Score Log Loss N

H71 0.3716 0.8514 0.9707 0.7098 1.632 444

H72 0.0 0.0164 0.8689 1.1445 3.4904 61

H73 0.0 0.0 0.9583 1.1412 3.527 24

H77 0.0 0.0 0.0 1.24 5.8778 3

H81 0.0 0.2093 0.907 1.1477 3.484 43

H82 0.0 0.0 0.0 1.2658 4.9851 5

H99 0.0 0.0 0.0 1.0954 7.7966 4

K01 0.0 0.0 0.0 1.2514 5.9366 4

K02 0.0 0.0 0.0 1.1871 5.7597 4

K04 0.0 0.0 0.0 1.5219 6.2901 7

K07 0.0 0.0 0.0 1.1855 5.9956 6

K77 0.0 0.3684 0.9474 1.0364 2.9646 19

K78 0.0 0.0 0.0 1.2757 5.4509 5

K86 0.0 0.0 0.0 1.3443 5.6137 4

K92 0.0 0.0 0.0 1.207 5.7944 3

K93 0.0 0.0 0.0 1.1372 5.4297 2

K95 0.0 0.0 0.0 1.0995 6.0614 9

K96 0.0 0.0 0.0 1.0882 5.635 10

L01 0.0 0.2188 0.875 1.155 3.3574 32

L02 0.0 0.0625 0.4375 1.4035 6.1234 16

L03 0.9819 0.9819 0.9819 0.1014 0.4123 497

L04 0.0 0.0 0.4 1.2031 5.0734 30

L05 0.0 0.0 0.0 1.4208 7.2008 5

L07 0.0 0.0 0.8571 1.1862 4.8857 7

L13 0.0 0.0 0.0 1.3469 6.857 5

L14 0.0 0.0 0.3333 1.2819 6.5118 12

L15 1.0 1.0 1.0 0.2882 0.687 336

L16 0.0 0.0 0.0 1.2141 4.9983 7

L17 0.9884 0.9884 0.9884 0.3727 0.9314 345

L18 0.0 0.0 0.0 1.3087 5.9991 17

L19 0.0 0.0 0.0909 1.2871 6.3146 11

L20 0.0 0.0 0.0 1.2302 6.17 7

L29 0.0 0.0 0.0 1.3144 8.1525 5

L73 0.0 0.0 0.0 1.2774 7.4738 3
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Table 15: LSTM performance on the test set per diagnosis, where N is the frequency of the diagnosis.

Acc@k

Micro F1 k = 3 k = 10 Brier Score Log Loss N

L74 0.0 0.0 0.9655 1.1562 3.5357 29

L76 0.0 0.0 0.0 1.4282 6.6348 4

L77 0.0 0.0 0.5 1.22 4.7173 12

L78 0.0 0.5932 1.0 1.114 2.4768 59

L79 0.0 0.0 0.65 1.1842 4.6843 20

L80 0.0 0.0 0.0 1.2269 9.352 3

L81 0.0 0.25 0.9211 1.1511 3.4607 76

L82 0.0 0.0 0.0 1.2099 6.4717 5

L84 0.0 0.7222 1.0 1.4831 3.3585 18

L85 0.0 0.0 0.5 1.5628 5.5242 4

L86 0.0 0.9778 0.9778 1.4427 2.8273 45

L87 0.0 0.6216 0.9685 1.023 2.5097 222

L90 0.0 0.875 1.0 1.0293 2.0358 40

L91 0.0 0.0 0.1875 1.1888 4.8994 16

L94 0.0 0.0 0.75 1.1829 3.8466 12

L96 0.0 0.0 1.0 1.231 3.4932 29

L98 0.0 0.3077 0.9385 1.1025 3.1485 65

L99 0.0 0.6712 0.8082 1.0567 2.9469 73

N01 0.9464 0.9464 0.9464 0.3525 1.0612 280

N17 0.0 0.0 0.2727 1.4108 5.4666 11

N79 0.0 0.0 0.9333 1.1779 3.903 15

N80 0.0 0.0 0.3333 1.2268 4.3061 6

N89 0.0 0.5517 1.0 1.1336 2.8576 29

N90 0.0 0.0 0.0 1.2715 5.3696 2

N94 0.0 0.0 0.1429 1.2215 5.103 14

N95 0.0 0.6458 0.9167 1.1134 3.0176 48

P01 0.0 0.0 0.0 1.3978 5.5664 11

P03 0.0 0.0 0.0 1.5524 6.4957 5

P06 0.0 0.0 0.4 1.6188 5.3954 5

P29 0.0 0.0 0.6 1.5067 5.7865 5

P76 0.0 0.0 0.5 1.5798 4.9786 6

P78 0.0 0.6111 0.8889 1.565 4.5917 18

R01 0.0 0.0 0.0 1.1945 6.2087 3

R02 0.7946 0.9081 0.9622 0.5844 1.5276 185
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Table 15: LSTM performance on the test set per diagnosis, where N is the frequency of the diagnosis.

Acc@k

Micro F1 k = 3 k = 10 Brier Score Log Loss N

R03 0.0 0.25 0.8333 1.1966 3.9669 24

R04 0.0 0.0 0.0 1.3044 8.913 4

R05 0.0691 0.9309 0.9704 0.7676 1.5654 608

R09 0.0 0.0 0.0 1.2649 6.5007 6

R21 0.6975 0.9359 0.9466 0.6022 1.3854 281

R23 0.0 0.0 0.0 1.166 7.5274 4

R71 0.0 0.0 0.1 1.233 5.8698 10

R72 0.0 0.0 0.7857 1.1761 4.3436 14

R74 0.6453 0.9358 0.9956 0.612 1.3231 1604

R75 0.0 0.4159 0.8938 1.143 3.3682 113

R76 0.2123 0.6604 0.9198 0.877 2.2781 212

R77 0.0506 0.2278 0.9114 1.0107 2.8475 158

R78 0.1649 0.646 0.9725 0.9363 2.3908 291

R80 0.0132 0.1645 0.9408 1.1223 3.3432 152

R81 0.0771 0.4943 0.98 1.0214 2.5763 350

R83 0.0 0.0 0.7818 1.2436 4.3191 55

R90 0.0 0.0 0.45 1.1985 5.1815 20

R95 0.0 0.0 0.6429 1.1117 4.1023 14

R96 0.0 0.0 0.7857 1.1778 4.3717 42

R97 0.0 0.0 0.0 1.3244 6.1469 16

R98 0.0 0.2308 0.8077 1.1105 3.4542 26

R99 0.0 0.0 0.2143 1.1964 6.0126 14

S02 0.6794 0.9466 0.9618 0.6331 1.5951 131

S03 0.1525 0.3729 0.8136 0.9616 3.149 59

S04 0.6458 0.9458 0.9625 0.7367 1.8453 240

S06 0.5145 0.9167 0.9638 0.7554 1.9332 276

S07 0.0 0.0 0.0 1.0824 5.683 10

S09 0.0 0.0 0.2105 1.1726 4.5767 19

S10 0.0 0.0 0.6279 1.0713 4.4452 43

S11 0.0 0.0 0.0 1.0925 4.9874 26

S12 0.0 0.0 0.2553 1.0748 4.318 47

S16 0.0 0.4286 0.8482 1.095 3.2074 112

S17 0.0 0.0 0.0 1.1578 6.0961 11

S19 0.0 0.0 0.0 1.1462 6.7321 6
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Table 15: LSTM performance on the test set per diagnosis, where N is the frequency of the diagnosis.

Acc@k

Micro F1 k = 3 k = 10 Brier Score Log Loss N

S20 0.0 0.0 0.5172 1.1474 4.2097 29

S21 0.0 0.0 0.0 1.1273 5.9095 12

S22 0.0 0.0 0.0 1.2233 5.8582 4

S29 0.0 0.0 0.0 1.1122 5.9611 11

S70 0.0 0.0 0.7143 1.0629 3.9827 56

S72 0.0 0.0 0.6667 0.9908 3.3016 12

S73 0.0 0.0 0.0 1.1019 7.3906 3

S74 0.0 0.5992 0.9689 0.9086 2.3824 257

S75 0.0 0.0 0.3333 1.0813 4.3858 27

S76 0.0 0.0826 0.6198 1.0548 3.7376 121

S77 0.0 0.0312 0.5938 1.0438 3.7887 32

S78 0.0 0.0 0.9565 0.9991 3.0257 69

S79 0.0602 0.7349 0.9217 0.861 2.3125 166

S80 0.0 0.0 0.7115 1.0463 3.7395 52

S81 0.0 0.0 0.0 1.0884 4.9661 16

S82 0.0 0.0 0.7818 1.0476 3.7047 55

S84 0.237 0.4741 0.8222 0.8837 2.6942 135

S86 0.0 0.0 0.8955 1.0374 3.4787 67

S87 0.0194 0.2816 0.9029 0.9596 2.9922 103

S88 0.4241 0.9341 0.957 0.7621 1.8907 349

S89 0.0 0.0 0.75 1.0501 4.1984 12

S90 0.0 0.0 0.1111 1.069 4.2319 18

S91 0.0 0.0 0.0 1.0994 4.8578 14

S92 0.0 0.0 0.0 1.0922 4.8951 24

S93 0.1429 0.8117 0.9935 0.8274 2.0356 154

S94 0.0 0.0 0.7619 1.1766 4.2174 21

S95 0.04 0.28 0.8 0.9541 3.049 25

S96 0.0 0.0 0.0 1.0831 5.1959 13

S97 0.0 0.0 0.125 1.1231 4.7499 8

S98 0.0 0.1279 0.8023 1.0167 3.4338 86

S99 0.1637 0.4558 0.9558 0.8883 2.4489 226

T08 0.0 0.0 0.0 1.4778 6.8487 5

T91 0.0 0.0 1.0 1.6528 5.2713 5

T92 0.0 0.4 0.72 1.1156 3.6744 25
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Table 15: LSTM performance on the test set per diagnosis, where N is the frequency of the diagnosis.

Acc@k

Micro F1 k = 3 k = 10 Brier Score Log Loss N

U01 0.2226 0.9484 0.9742 0.7839 1.3393 310

U02 0.0 0.3654 0.9231 1.3567 3.8923 52

U05 0.0 0.0 0.6667 1.3855 5.3871 9

U06 0.0 0.0 0.1667 1.4195 6.6812 6

U07 0.0 0.0 0.2 1.3598 6.075 10

U08 0.0 0.0 0.5 1.3035 4.7398 2

U70 0.0 0.0 0.5263 1.3058 4.8178 19

U71 0.7028 0.9507 0.9819 0.4588 0.9639 609

U72 0.0 0.0 1.0 1.3523 4.4143 3

U95 0.0 0.1333 0.8 1.4038 4.5397 15

W94 0.2222 0.3333 0.7778 0.9159 3.8743 9

X01 0.0 0.0 0.0 1.2952 7.412 3

X14 0.0 0.0 0.0 1.4823 8.5941 3

X15 0.0 0.0 0.0 1.121 6.8079 3

X16 0.0 0.0 0.0 1.1058 7.7475 3

X72 0.0 0.0 0.3333 1.229 5.1353 9

X84 0.0 0.0 0.0 1.2616 7.7612 3

Y73 0.0 0.5 0.8333 1.3995 4.5629 6

Y74 0.0 0.0 0.0 1.139 7.3989 3

Y75 0.0 0.0 0.25 1.2625 5.8651 4
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