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Introduction

A feasibility study for Deep Learning Image Guided Guidewire Tracking for
Image-guided Interventions

by Tristan de Boer, BSc

In this work, we present “A feasibility study for Deep Learning Image Guided Guidewire
Tracking for Image-guided Interventions”. The thesis has been written to fulfill the graduation
requirements for the master Data Science at Radboud University. The research is done in
collaboration between the Diagnostic Image Analysis Group (DIAG) research group at the
RadboudUMC and the Radboud University, under the umbrella of the cooperation project
“AI for Health”. The Minimally Invasive Image-Guided Intervention Center (MAGIC), part of
the Department of Radiology and Nuclear Medicine of Radboud University Medical Center,
was also involved.

While following courses for my master, I came in contact with Francesco Ciompi, who
lectured the course Intelligent Systems in Medical Imaging. Francesco brought me in
contact with Henkjan Huisman and Bram van Ginneken for a master project. Henkjan
Huisman presented an interesting pilot study, which focused on implementing a proof-of-
concept application for object tracking on artificial data. The initial goal was to create an
application that could simulate object detection and tracking using artificially generated
data. This could demonstrate the potential for object tracking applied to real-time medical
images. We elaborate on this experiment in chapter 3.1.

During the research, we came in contact with Han Nijsink, who offered data acquired
from an endovascular guidewire intervention performed on an anthropomorphic blood vessel
phantom, with one vessel. His data could be interesting to replace the previously mentioned
artificial data. We present our initial experiment in chapter 3.2. The approach, which used
an object detection network YOLOv3, showed great potential, as a decently trained network
was able to track the guidewire markers accurately.

The previously developed neural network was then implemented into a pipeline. This
pipeline would connect the MRI-scanner to the neural network. The neural network would
then be able to steer the MRI, to keep the guidewire markers into plane. Unfortunately, the
phantom that was used for previous experiments was leaking water, and could therefore
not be used in the MRI. We had to acquire a new dataset using an anthropomorphic blood
vessel phantom with three vessels. This again required data preprocessing, annotation,
and model development. Fortunately, we were able to apply a similar but more extensive
approach as in the one-vessel phantom.

The newly developed model was then implemented into the pipeline. During several
experiments, we tested the inference time and model accuracy in a real-world setup. In
this setup, we would use the phantom in an MRI scanner, during which we evaluated the
model and the pipeline regarding accuracy and latency. We present our findings of this final
experiment in a paper format, in chapter 1. This hopefully will focus on the final findings
of our research, which gives other researchers handles to continue our experiment. We
include this paper as the first chapter of this thesis, as it is deemed as the most important
result of our research.

Subsequently, we include the preliminary experiments, to support the decisions made
in the paper. Firstly, we examine different object detection networks in chapter 2. In this
chapter, we analyze YOLOv3 and analyze and implement EfficientDet, a state-of-the-art
object detection network. Secondly, we elaborate on our training strategy for the early stages
of (artificial) guidewire tracking. Finally, we examine the connection between the MRI and
our pipeline in chapter 4. In this chapter, we also analyze the coordinate system used by
an MRI.
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Chapter 1

Scientific Paper

A feasibility study for Deep Learning Image
Guided Guidewire Tracking for Image-
guided Interventions

Abstract
A current challenge in real-time magnetic resonance imaging (MRI) guided minimally
invasive images is needle tracking and planning. We propose a pipeline for automatic
object detection using a state-of-the-art object detection network. Predictions by the
object detection network were used to translate the MRI plane to keep a guidewire tip
in a plane. We evaluated the pipeline on displacement error between the prediction and
the actual location of the guidewire tip in a setup with an anthropomorphic blood vessel.
For this setup, we hypothesized that the network should be able to correctly predict the
actual location within a margin of 10 mm, at least within 1000 ms. Results show that
the pipeline can accurately track the guidewire tip in real-time (within 458 ms), with a
mean displacement error of 7 mm (σ = 4). Based on this evidence, we have demonstrated
the feasibility of deep learning assisted image-guided interventions, creating possibilities
for other deep learning guided interventions. Our proposed method shows potential for
cryoablation. During these types of minimally invasive procedures tracking needles can be
a challenge.

Keywords— Image guided interventions, magnetic resonance imaging, object detection, object
tracking, deep learning, real-time inference

1 Introduction
Image-guided interventions (IGI) are relatively novel fields. Especially minimally invasive IGI (MIIGI)
enables minimally invasive procedures to target pathology, which preserves body integrity, quality-of-
life (Bomers et al., 2020; Bomers et al., 2017; Klotz et al., 2019), and reduces hospital stay. A current
challenge in MIIGI is keeping objects (e.g. needles or cryoprobes) in a plane. Tracking these objects
requires manual adjustment. This is time-intensive. Reducing time spent on tracking objects can
decrease the duration of the intervention and therefore reduce the cost of healthcare and alleviate the
workload for clinicians. The procedure may also be less stressful for patients during interventions
where the patient is not sedated.

The goal of this research is to develop a pipeline for MRI guided cryoablation for localized prostate
cancer. Inserting the cryoprobe is time-intensive, as keeping cryoprobes and target locations in a
plane require manual adjustment by the technician. During this treatment, up to four cryoprobes are
inserted into the tumorous region. The cryoprobes are then used to perform cryoablation. During
cryoablation, tumors are destroyed by freezing diseased tissue.

Artificial intelligence might be able to translate the MRI plane position to keep these cryoprobes
in focus. Object tracking has proven to be successful for the automotive industry for autonomous
driving, where road users and stationary objects are real-time tracked. Challenges are to make
accurate predictions with the lowest inference time as possible. Recognizing objects and potential
dangers as soon as possible may prevent accidents. Manufacturers try to make the models as small
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Figure 1.1: Schematic overview of the MRI guidewire detection pipeline.

and energy-efficient as possible. This reduces the energy wasted and increases the action radius of
the car. Hypothetically, deep learning assisted image-guided interventions are subject to the same
challenges as object tracking for autonomous driving, as making mistakes during both applications
can cause accidents or implications. Mistakes during image-guided interventions can, for example,
cause damage to surround tissues. During cryoablation, this may lead to fistulas between the prostate
and the intestines which can result in sexual dysfunction and influence the patients’ quality-of-life.
Similarly to autonomous driving, deep learning assisted image-guided interventions also have a real-
time component, as objects during interventions and biopsies can be inserted in real-time (Zamecnik
et al., 2014; Bomers et al., 2020). Image-guided interventions also have a spatial component, where
the model should be able to predict the movement of the cryoprobe, taking the surrounding tissue
into account. The main challenges in cryoprobe needle tracking are unknown, as the fields of MIIGI
are relatively novel. We performed a feasibility study, to identify these main challenges.

Available data on real MRI guided cryoablations is limited. We therefore used data acquired from
an endovascular guidewire intervention performed on an anthropomorphic blood vessel phantom. In
this experiment, we evaluated the robustness of the pipeline for tracking a guidewire tip in a phantom
using object detection on a coronal plane image stream in real-time. To keep track of the guidewire,
the pipeline autonomously controlled an MRI scanner by updating the spatial position of the sagittal
image scan plane. We perform object detection using YOLOv3 (Redmon and Farhadi, 2016). YOLOv3
can perform real-time object detection with a relatively low inference time.

We hypothesize that the pipeline should be able to perform real-time object detection on an
endovascular phantom and translate the sagittal plane within one second. The pipeline should be
able to translate the sagittal plane to the position of the guidewire marker with an average error of 10
millimeters. We evaluated the average error by measuring the distance between the predicted location
of the guidewire tip and the actual location of the guidewire tip. The pipeline and scanner response
time was measured by examining the inference time of the network and by analyzing the scanner
output images.

2 Methods
For the experiment, we developed a pipeline for guidewire tracking for deep learning using an object
detection network, as seen in figure 1.1. We trained the network on data acquired during a prior
MRI-guided vascular intervention. This network was implemented in a pipeline that acquires images
from an MRI scanner and uses predictions from the network to translate the MRI plane, by sending
coordinates to the MRI scanner.1

2.1 Image acquisition
In this study, image acquisition was conducted using a 3-Tesla MRI scanner (Skyra, Siemens,
Erlangen, Germany). The scanner retrieved images with a resolution of 144 × 144 pixels with a 2 × 2

1The pipeline is available on our Github repository https://github.com/DIAGNijmegen/AbdomenMRUS-
AccessiClient.
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Figure 1.2: Pipeline for determining the reference standard.

mm spacing using a real-time Gradient Echo (GRE) sequence.
During image acquisition we performed a simplified MRI-guided vascular intervention on an

anthropomorphic blood vessel phantom, using a custom 3-Tesla MRI-compatible guidewire (Nijsink et
al., 2020), developed by CMI Contract Medical International GmbH2. The phantom consisted of three
interconnected tubular sections encapsulated in a rectangular box. Both the box and the vessels were
filled with water. The guidewire contained five paramagnetic Iron(III) oxide nanoparticle markers to
ensure visibility on a real-time MRI sequence. We acquired both a coronal plane, trough the length of
the vessels, and a sagittal plane, capturing the cross-section of the vessels. During image acquisition,
we slightly changed the orientation of the scan plane to simulate the movement of the phantom. We
intentionally rocked the phantom to generate waves in the phantom. This generated artifacts in
the image data. Hypothetically, this would make the neural network more robust to artifacts and
movement of the phantom.

We acquired 800 coronal and sagittal images as training data and 200 coronal and sagittal images
as test data to verify the performance of the YOLO v3 network. The 800 images for training data are
used for training and validating the network using 4-fold cross validation, as this data consists of four
data acquisitions. The test data is used to verify the performance of the trained networks.

2.2 Reference standard
The training set images were upsampled to 416 × 416 pixels, as this is the default input size of the
YOLOv3 object detection network. Image annotations were semi-automatically generated using a
dedicated image processing method. We illustrate this method in figure 1.2. This method was based
on background removal on an edge map of the image data. First, an 95th percentile cutoff was applied
to the image. This significantly reduced noise generated by artifacts. We normalized the image data
to a range between 0 and 1. The noise was further reduced by applying Gaussian blur and we apply
a Laplacian edge detector, resulting in an edge map of the image data.

Background image data without markers was hand-picked and subtracted from the edge map,
resulting in only guidewire markers and some noise. The noise was filtered out by applying a hand-
picked threshold of −0.01. We furthermore applied a mask over the vessels to ensure that only values
in the vessels could be classified as a guidewire marker. This output was used to find all iso-valued
contours, of which we calculated the dataset annotation as a bounding box using the minimum-
and maximum x and y values of the contours. We further describe and illustrate this approach in
chapter 3.2.

2.3 Image augmentation
Since the intensity value of the input image can vary based on different MRI settings (e.g. position
of the plane) and phantom parameters (e.g. the height of the waterline), we train our network using
augmented image data. This would make the network more robust. We pre-processed the images
by augmentation in terms of translation (±10%), rotation (±5 degrees), shear (±2 degrees), scaling

2The guidewire was provided by Nano4imaging.
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Figure 1.3: Cutout regularization to an image. Cutout Regularization
randomly masks square regions of input during training, improving robustness

of object detection networks.

Network FPS COCO mAP

YOLOv3-320 (Redmon and Farhadi, 2017) 45 28.2
YOLOv3-416 34 31.0
YOLOv3-608 20 33.0

CornerNet-Lite (Law et al., 2019) 33 34.4
EfficientDet-D0 (Tan, Pang, and Le, 2019) 50 33.8
Mask-RCNN (He et al., 2017) 5 44.7
Faster R-CNN (VGG backbone) (Ren et al., 2015) 5 40.6

Table 1.1: Comparing object detection networks – Reported accuracy and
infererence time of different state-of-the-art networks.

(±10%), horizontal and vertical reflection (with a probability of 0.5), HSV saturation (±50%), and HSV
Intensity (±50%).

Furthermore, we applied cutout regularization (CR), as seen in figure 1.3. CR is a regularization
technique that randomly masks square regions of input during training, improving robustness and
overall performance of convolutional neural networks (Devries and Taylor, 2017). CR tries to solve
the problem of object occlusion where objects can only partially be seen by the neural network, for
example, a car moving behind a lantern post. We hypothesize that the image dataset is also prone to
this problem, as a marker is partially moving behind an artifact generated by another slice view. This
claim was tested by comparing the performance of the model on data with and without CR.

As an evaluation metric we use COCO mAP@[.5 : .05 : .95]. This evaluation metric averages mAP
over different IoU thresholds, from 0.5 to 0.95 in steps of 0.05. This metric has been used for COCO’s
standard metric.

2.4 Object detection using YOLOv3
When performing real-time object detection, a low inference time and a high accuracy is necessary.
Other state-of-the-art methods like Mask R-CNN have a high accuracy and a high inference time (5
FPS), as seen in table 1.1. During our research we made efforts to implement EfficientDet (Tan, Pang,
and Le, 2019). We were not able to reproduce the reported performance, with an inference time of
1510 ms. As YOLOv3 is a network with a high tradeoff between accuracy and inference time, and
YOLO has been used in various applications, we use this network in this experiment.

The YOLOv3 (Redmon and Farhadi, 2018) network is evolved from the YOLO (Redmon et al., 2016)
and YOLO-V2 (Redmon and Farhadi, 2017) networks. In contrary to two-stage approaches, such
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Figure 1.4: Bounding boxes dimension and location prediction. Using
anchor boxes to predict width bw = pwe

tw and height bh = phe
th as offset from

the cluster centroid and centroid coordinates σ(tx) + cx, σ(ty) + cy as relatively
to the grid.

as Faster R-CNN (Ren et al., 2015) which uses a region proposal network (RPN), the YOLO network
family transforms object detection into a regression problem by predicting bounding box coordinates,
class, and objectness directly through regression. YOLOv3 significantly outperforms Faster R-CNN
concerning detection speed.

The YOLO network family consists of three different networks. Each network improves the previous
network. The initial YOLO network divides the input image into an S × S (often S = 7) grid. The grid
cell is responsible for detecting an object if the center of the ground truth falls into that grid cell. Each
grid cell can predict up to B (in this research B = 3) object by assigning bounding boxes to the objects.
For grid cells, a corresponding confidence score is calculated. Confidence reflects the confidence in
the box containing an object. The accuracy of a prediction is defined as Pr(Object) ∗ IOU truth

pred . When
multiple overlapping bounding boxes detect the same target, YOLO uses non-maximum suppression
(NMS) to select the box with the highest confidence.

YOLO has a large detection error. YOLOv2 solves this problem by introducing an “anchor
box”. Anchor boxes predict the offset instead of a coordinate, as seen in figure 1.4. YOLOv2
furthermore introduces k-means clustering to automatically find good priors for box dimensions.
YOLOv2 replaces the fully connected layer in the output layer with a convolution layer and introduces
batch normalization, fine-grained features, and multi-scale training. YOLOv2 furthermore calculated
a confidence score for each bounding box, where YOLO used to calculate a confidence score for one
grid cell.

YOLOv3 improves upon YOLOv2 by predicting bounding boxes at three different scales by
extracting features from different scales, similar to feature pyramid networks (Lin et al., 2017). Multi-
feature prediction makes YOLOv3 more effective for predicting small targets. Furthermore, YOLOv3
is currently one of the fastest networks available. As guidewire markers are relatively small and as
a quick inference time is desirable, YOLOv3 seems an appropriate solution for guidewires for image-
guided interventions.

Hyper-parameters YOLOv3 uses a Darknet backbone. The network is trained from scratch with
800 coronal images and validated on 200 coronal images. The network initialization parameters are
shown in table 1.2. We applied k-means clustering to find a better box dimension prior. The network is
trained for 100 epochs, after which we preserve the trained weights from the epoch with the highest
mean average precision mAP@[.5 : .05 : .95] (Lin et al., 2014). We use 0.01 as an initial learning
rate. The learning rate is then decreased to 0.001 after 80 epochs and to 0.0001 after 90 epochs.
For training and testing, we use a system with an Intel Xeon E5507 CPU and a GTX 1080 GPU. The
system is equipped with 12GB dedicated RAM.

For more information about object detection with YOLO(v3) we refer to section 2.1. Efforts were
made for implementing the state-of-the-art network EfficientDet (Tan, Pang, and Le, 2019). We
elaborate on our implementation in section 2.3.
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Parameter Value

Input size 416× 416
Epochs 100 (5000 steps)
Batch size 16
Training size 800
Validation size 200
Multi-scale False
Optimizer SGD (β = 0.9, Nesterov)
Learning rate 0.01
Learning rate at epoch 80 0.001
Learning rate at epoch 90 0.0001

Table 1.2: Initialization parameters of the YOLOv3 network.

2.5 Connecting to the MRI using the Access-i client
We implement the pipeline as shown in figure 1.1. This pipeline acquired sagittal and coronal planes
from the MRI in real-time. We used YOLOv3 to perform prediction on coronal images. This returns
bounding box predictions. YOLOv3 often detects multiple markers as objects. In this experiment, we
used the left-most prediction as translation for the sagittal location. The x-coordinate of the bounding
box is used as sagittal x-location by calculating ∆x:

∆x = pixelspacing × num pixels × (predx − 0.5) (1.1)
Next, we update the x-coordinate of the sagittal plane by applying ∆x:

xnew = xold +∆x (1.2)

We update the location of the sagittal plane by sending xnew as updated coordinate to the scanner
using the setSlicePositionDcs-function. We use the MR Slice Device Coordinate System (mrSliceDcs).
The mrSliceDcs is a three-dimensional right-handed coordinate system. The origin of the coordinate
system is defined by the ISO-center of the magnetic field. The x-axis corresponds to the sagittal
plane, the y-axis to the coronal plane, and the z-axis to the axial plane. The measurements are given
in millimeters.

For the current approach, the mrSliceDcs is sufficient, as only the sagittal plane is translated
in one dimension without rotation. The Siemens MRI also implements other coordinate systems.
We describe these coordinate systems in chapter 4. Most of these coordinate systems are patient-
oriented and use a vector representation in a five or more dimensional coordinate system to represent
the location of the scan plane. These coordinate systems are less straightforward to implement, but
allow more control over rotation or slice shift. The MR Slice Patient Coordinate System (mrSlicePcs)
is a favorable option, as this system allows for more control of the scan plan.

3 Experiments
We tested the pipeline in an experiment on a phantom placed in an MRI scanner. A clinician performed
an intervention, by guiding the guidewire through the vessel at a rate of approximately 5 mm per
second. The experiment took approximately 60 seconds. During this test, we connected the pipeline
to the scanner and alternatingly acquired sagittal and coronal planes using the BEAT-sequence.
The pipeline used the acquired coronal plane as input for the object detection network. Using the
predictions, we changed the x-coordinate of the sagittal plane.

In this setup, the sagittal plane should move to the marker location. This prediction was evaluated
by measuring positional error, which is defined as the distance between the predicted x-location and
the center of the actual marker position in millimeter. We determined the center of the marker by
averaging the minimum and maximum position of the marker, as seen in figure 1.5a. We furthermore
tracked the trajectory of both the prediction and the actual location of the marker, as depicted in
figure 1.5b.

During the experiment, the inference time of the object detection network was also monitored.
The translation time of the predicted sagittal coordinate was also analyzed. This would show to what
extend the pipeline can translate the sagittal plane in real-time.
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(a) Displacement error (b) Trajectory

Figure 1.5: Evaluating the experiment using error measurement – After
the experiment we measure displacement error between the prediction (sagittal
plane) and the actual marker, and the trajectory of both the prediction and the

actual marker.

4 Results
The performance of the YOLOv3 network on the validation set was evaluated. The validation set
consisted of 200 coronal images. These results results in table 1.3. In this table, we can see
that the model trained without cutout augmentation outperforms the model that is trained with
cutout augmentation. In our experiment, we did not perform an abliation study on other types of
augmentations. The hyperparameters reported in 1.2 were tuned manually, to obtain the highest
COCO mAP on the validation set.

Model COCO mAP

YOLOv3 0.7866
YOLOv3 + cutout 0.7208

Table 1.3: COCO mAP of models trained with and without cutout
regularization using 4-fold cross validation

In an experiment with a pipeline implementing the YOLOv3 network trained without cutout
regularization, the performance was evaluated in a real-time setup using the phantom. We show
this real-time setup in figure 1.6. In this setup, we see a clinician moving the guidewire and a laptop
with predictions of the location of the guidewire markers. We can see the artifact line generated
by the sagittal plane intersecting with the predicted location. During the experiment, the clinician
performed an intervention on the phantom by moving a guidewire trough the center vessel at a rate of
approximately 5 mm/s. The duration of the experiment was 225 timesteps, which correspond to 60
seconds. One timestep is the duration of one image acquisition. During the experiment, we acquired
images from the sagittal and coronal planes alternately.

We show the trajectory of the guidewire and the predicted location of the guidewire marker in
figure 1.7a. This figure shows that the pipeline can follow the markers over time. We show the
difference between the trajectory of the guidewire and the predicted location of the guidewire marker
in figure 1.7b. This shows that the pipeline can track the guidewire markers with an average
displacement error of 7 mm (σ = 4). The error is larger during retraction.

The scanner was able to acquire images at a rate of 229 ms per image (σ = 0.0012). The inference
time of our trained YOLOv3 network was 121 ms. As sagittal and coronal images are acquired
alternately, the pipeline should retrieve and detect an object in the coronal view and translate the
sagittal plane accordingly using the Access-i interface within 458ms, before the next coronal plane
acquisition is performed. Based on our results, we can see translating the sagittal coordinates using
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(a) Position of the
guidewire marker and the

sagittal plane.

(b) Displacement error of
the guidewire marker

Figure 1.7: Displacement error of the guidewire marker.

YOLOv3 predictions occur within 458 ms. This means that the pipeline can adjust the coordinates
before the next plane acquisition.

Figure 1.6: Setup of the system.

5 Conclusion
In this research, we evaluated feasibility for deep learning assisted image-guided guidewire tracking,
using a pipeline for guidewire tracking in an anthropomorphic blood vessel phantom using real-
time MRI. This pipeline integrated YOLOv3 for detecting ferromagnetic guidewire markers. Using
the detection, the pipeline could translate the sagittal plane position to the position of the guidewire
marker with a displacement error of only 7 mm (σ = 4). The pipeline was able to translate the sagittal
plane within 458 ms after image acquisition.

We have demonstrated the feasibility of deep learning assisted image-guided interventions, creating
possibilities for other deep learning guided interventions. The proposed pipeline may have a potential
for cryoablation, where tracking needles can be a challenge.

During development, the objectives of autonomous driving and pedestrian detection tasks were
held in mind, as these tasks share the same objectives in object detection concerning the accuracy and
a real-time component (Wu et al., 2017; Dai et al., 2016). We demonstrated techniques that pursue
these objectives can be useful for medical intervention. In the future, we might be able to exploit
research on other computer vision tasks even more, which can make the pipeline faster and more
accurate. Reported is that YOLOv3 has an inference time of only 29 ms in other object detection tasks.
This could potentially lead to a faster prediction time and thus a faster response in guidewire tracking.
Techniques for autonomous driving have been developed to be energy- and hardware efficient (Bechtel
et al., 2018), which may also be beneficial for systems, as this may limit the hardware cost for deploying
an MRI object detection pipeline on limited hardware.
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Future work will involve narrowing our hypothesis. An error of 7 mm might be not precise enough
for applications in interventions where the needle is only a few millimeters wide. Spatio-temporal
information may help solve the lagging error issue and allow 3D movement tracking and planning
using plane position and orientation estimation. The pipeline can be tested in pre-clinical studies on
cadavers or animals and possibly offer more insight. The increased complexity of this information
requires efficient tracking architectures to maintain real-time inference. Model uncertainty may
reduce unrecoverable tracking mistakes by switching back to manual scanner operation.
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Chapter 2

Object Detection

In this chapter, we compare different object detection networks. Some object detection
networks are a suitable method for real-time inference, and can, therefore, be applied to
perform real-time object detection on real-time MRI.

In this chapter, we examine different types of object detection networks. We remark that
two-stage object detection networks do not satisfy this requirement and therefore further
examine one-stage object detection approaches. Eventually, we pick a state-of-the-art one-
stage object detection network YOLOv3. YOLOv3 shows a good trade-off between accuracy
and inference time. We elaborate on YOLOv3 in section 2.2.1. We examine EffientDet (Tan,
Pang, and Le, 2019) in section 2.3. Claimed is that EfficientDet outperforms YOLOv3, but
we can not support this claim based on our findings.

2.1 Object Detection
The objective of object detection is to localize and classify semantic objects in images, as seen
in figure 2.1. Object detection has been widely used for vehicle detection, face recognition,
pedestrian counting, autonomously driving cars (Wu et al., 2017), and security systems.
As object detection methods are a suitable method for real-time inference, we applied object
detection in our research. The main goal in object detection is usually to enclose objects in
a bounding box and to predict the class of the object in the bounding box.

Two types of state-of-the-art object detection networks can be identified. On the one
hand, we have two-stage object detection networks. Examples are Faster R-CNN (Region-
based Convolutional Neural Networks) (Ren et al., 2015) and Mask R-CNN (He et al., 2017).
On the other hand, we have one-stage object detection networks. One-stage object detection
networks are often faster but are often less accurate. As a low inference time is an important
factor for our research, we focus on one-stage object detection. We only briefly examine
two-stage object detection networks. Generally, two-stage object detection networks have a

Figure 2.1: Object detection example – Object detection applied to identify
different objects in an image. (Theiler, 2019)
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higher inference time and are therefore less suitable for real-time prediction. They often are
also less straightforward to implement and train.

2.1.1 Two-stage object detection
Two-stage object detection is used to predict object location and classification in two-stages.
The first stage is often used to generate regions of interest (RoIs) by selecting objects predicting
a bounding box. Current state-of-the-art employs a Region Proposal Network (RPN) in the
first stage (Ren et al., 2015). An RPN uses an image as input and gives a set of rectangular
output proposals, and an objectness score for each bounding box. The second stage often
predicts classifications for the objects encapsulated in the bounding box predictions. The
second stage can be responsible for refining the region of interest, by fine-tuning the bounding
box coordinates. Some approaches perform this refinement only in the first stage (Ren
et al., 2015). Other approaches in two-stage detectors add a branch for predicting an
object mask on each region of interest in parallel with the existing branch for bounding box
recognition (He et al., 2017). This often leads to improved results, as the backpropagation
of the object mask branch also influences the bounding box predictions.

2.1.2 One-stage object detection
The other type of object detection is one-stage object detection. As described above, one-
stage object detection networks are often faster, but as a trade-off are less accurate. Faster
R-CNN has achieves an inference time of 200ms per image, whereas one-stage approaches
like YOLOv3 have reported an inference time of 30ms per image. As our current application
requires real-time inference, we decided to use a one-stage object detection network. We
elaborate on the one-stage detection networks, by examining multiple one-stage detection
networks and their contributions.

Overfeat (Sermanet et al., 2014) , one of the first modern one-stage object detection
networks, captures the two-stage multi-scale and sliding window approach in one single
neural network. More recently, the SSD Multibox detection (Liu et al., 2015), RetinaNet (Lin
et al., 2017b) and YOLOv3 and its predecessors (Redmon et al., 2016; Redmon and Farhadi,
2016; Redmon and Farhadi, 2017) have shown major improvements in one-stage object
detection. One of these major improvements is focal loss, which was introduced in RetinaNet.
We analyze focal loss in the next section. Furthermore, we examine YOLO and its successors
extensively in section 2.2.1. We analyze the state-of-the-art object detection network EfficientDet (Tan,
Pang, and Le, 2019) in section 2.3.

Focal loss

A problem often encountered with one-stage detectors is the foreground-background class
imbalance. The background often takes up a large part of the image, while the foreground
is only a small part of the image. This often leads to an imbalanced score, where the
classification of the background becomes more important than the classification of foreground
objects. In two-stage object detection networks, this class imbalance problem is often solved
by applying sampling heuristics. R-CNN and its successors use a fixed foreground-to-
background ratio. RetinaNet solves the foreground-background class imbalance for one-
stage detection networks by adopting a new loss function that solves this problem (Lin et
al., 2017b). Lin et al. proposed to add modulating factor (1− pt)

γ to the cross-entropy loss.

FL(pt) = −(1− pt)
γ log(pt) (2.1)

Here, pt indicates the models estimated probability for class t. The idea behind this
modulating factor is that the classified background, which often takes up a large part of
the image, is responsible for a large part of the loss and therefore dominates the gradient.
By tuning the focusing parameter γ, the loss contribution of easy examples can be reduced.
When γ = 0, the focal loss is equivalent to the ordinary cross-entropy loss. When γ = 2, and
when we have a sample where the model is really sure about (e.g. pt = 0.9), the focal loss for
this prediction would be 100× lower when comparing to γ = 2. This increases the importance
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of miss-classified samples, where pt is low. Furthermore, Lin et al. add a weighting factor
α ∈ [0, 1].

FL(pt) = −αt(1− pt)
γ log(pt) (2.2)

The parameter α may be determined using cross-validation.

2.2 You Only Look Once (YOLO)
YOLO is a new approach for object detection, where object detection is framed as a regression
task. Previous works applied classifiers to perform object detection (Girshick, 2015; Girshick
et al., 2014; Ren et al., 2015) as a two-stage method, by performing classification on regions
proposed by a region proposal network (RPN). YOLO tries to solve this problem with one
network, where bounding box prediction and classification are seen as a regression task.
As YOLO does not apply a sliding window approach or RPN, YOLO able to capture more
contextual information about the whole image and classes.

2.2.1 YOLO
YOLO (Redmon et al., 2016) divides the input image into an S × S. Each grid cell is
responsible for detecting an object if the center of the ground truth falls into that grid
cell. The grid cell predicts B bounding boxes. In this research we, we use S = 7 and
B = 2. Subsequently, it predicts confidence scores for those boxes, which reflects the
confidence on the box containing an object. The accuracy of a box prediction is defined
as Pr(Object) ∗ IOU truth

pred . Each box consists of 5 predictions: x, y, w, h and a confidence
score. YOLO defines (x, y) as the center of the box relatively to the bounds of the grid cell.
The width w and height h are relative to the whole image. The confidence represents the
Intersection over Union (IoU) between ground truth and predicted box. In addition, the
network also predicts C class probabilities, P (Classi|Object), thus for every class it gives
one prediction whether the grid cell contains that class. Using the sum of probabilities the
class-specific confidence scores for each box can be predicted:

P (Classi|Object)× P (Object)× IOU truth
pred = P (Classi)× IOU truth

pred (2.3)

Figure 2.2: Architecture of YOLO. The network has 24 convolutional layers
followed by two fully connected layers.

The network architecture of YOLO was inspired by GoogleLeNet (Szegedy et al., 2015)
and consists of 24 convolutional layers followed by two fully connected layers, as seen in
figure 2.2. To reduce features, each block used 1 × 1 reduction layers followed by 3 × 3
convolutional layers. The output of the network is a 7 × 7 × (B ∗ 5 + C) tensor. The height
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and the width are bounded between 0 and 1. The width and height are also normalized to
fall between 0 and 1. The final layer uses a linear activation function and all the other layers
use Leaky ReLU.

f(x) =

{
x, if x ≥ 0

0.01x, otherwise
(2.4)

The network is pre-trained on the ImageNet dataset on an input resolution of 224× 224.
For detecting fine-grained visual information the input resolution is increased to 448× 448.
During training, the following loss function is optimized:

λcoord

S2∑
i=0

B∑
j=0

⊮obj
ij [(xi − x̂i)

2 + (yi − ŷi)
2] (2.5)

+ λcoord

S2∑
i=0

B∑
j=0

⊮obj
ij [(

√
wi −

√
ŵi)

2 + (
√

hi −
√
ĥi)

2] (2.6)

+

S2∑
i=0

B∑
j=0

⊮obj
ij (Ci − Ĉi)

2λnoobj

S2∑
i=0

B∑
j=0

⊮noobj
ij (Ci − Ĉi)

2 (2.7)

+

S2∑
i=0

⊮obj
i

∑
c∈classes

(pi(c)− p̂i(c))
2 (2.8)

Equation 2.5 computes the loss related to the predicted bounding box positions (x, y).
λcoord is a constant that defines the importance of predicting the right coordinates, which is
defined as λcoord = 5. Equation 2.6 is the loss for the box width and height. The error metric
contains a square root, as small deviations in large boxes matter less than in small boxes.
Equation 2.7 computes the loss associated with the confidence score for each bounding
box prior. C is the confidence score and Ĉ is the intersection over union of the predicted
bounding box and the ground truth. ⊮obj is one when there is an object in the cell and
zero otherwise. ⊮noobj is defined as the opposite. The function contains λnoobj, which is
usually set to λnoobj = 0.5, which decreases the loss of confidence predictions for boxes that
do not contain objects. Equation 2.8 is the classification loss using a sum-squared error.
It contains the ⊮obj term to not penalize classification error when no object is present in a
grid cell.

When multiple overlapping bounding boxes detect the same target, YOLO uses non-
maximum suppression (NMS) to select the box with the highest confidence.

2.2.2 YOLOv2
When comparing YOLO to other object detection networks, YOLO still has a large detection
error. YOLOv2 (Redmon and Farhadi, 2016) solves this problem by introducing an “anchor
box”. Anchor boxes predict the offset instead of a coordinate, as seen in figure 2.3. YOLOv2
furthermore introduces k-means clustering to automatically find good priors for box dimensions.
YOLOv2 replaces the fully connected layer in the output layer with a convolution layer and
introduces batch normalization, fine-grained features, and multi-scale training. YOLO is
only able to predict one class for all boxes in one grid. YOLOv2 can predict multiple classes
for all boxes in one grid. Therefore, equation 2.8, the last term of YOLOs loss function, is
rewritten.

S2∑
i=0

B∑
j=0

⊮obj
ij

∑
c∈classes

(pi(c)− p̂i(c))
2 (2.9)

2.2.3 YOLOv3
YOLOv3 improves YOLOv2 by predicting bounding boxes at three different scales by extracting
features from different scales, similar to feature pyramid networks (Lin et al., 2017a). This
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Figure 2.3: Bounding boxes dimension and location prediction. Using
anchor boxes to predict width bw = pwe

tw and height bh = phe
th as offset from

the cluster centroid and centroid coordinates σ(tx) + cx, σ(ty) + cy as relatively
to the grid.

approach has also been successful in two-stage object detection (Ren et al., 2015). YOLOv3
uses the Darknet-53 backbone, as shown in table 2.1. YOLOv2 used the Darknet-19
backbone, which contains only 19 convolutional layers. Multi-feature prediction makes
YOLOv3 more effective for predicting small targets. As guidewire markers are relatively
small, YOLOv3 seems an appropriate solution for the object detection problem.
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Type Filters Size Output
Convolutional 32 3× 3 256× 256
Convolutional 64 3× 3/2 128× 128

1×
Convolutional 32 1× 1
Convolutional 64 3× 3
Residual 128× 128
Convolutional 128 3× 3/2 64× 64

2×
Convolutional 64 1× 1
Convolutional 128 3× 3
Residual 64× 64
Convolutional 256 3× 3/2 32× 32

8×
Convolutional 128 1× 1
Convolutional 256 3× 3
Residual 32× 32
Convolutional 512 3× 3/2 16× 16

8×
Convolutional 256 1× 1
Convolutional 512 3× 3
Residual 16× 16
Convolutional 1024 3× 3/2 8× 8

4×
Convolutional 512 1× 1
Convolutional 1024 3× 3
Residual 8× 8

Avgpool Global
Connected 1000
Softmax

Table 2.1: Darknet-53

2.3 EfficientDet
During our research, we made effort to implement EfficientDet (Tan, Pang, and Le, 2019).
EfficientDet is built upon the idea of making object detection more efficient by reducing the
number of floating-point operations (FLOPs). Reducing the number of FLOPs often reduces
the inference time and training time. The architecture is similar to RetinaNet (Lin et al.,
2017b), where the ResNet backbone has been swapped for an EfficientNet (Tan and Le, 2019)
backbone. EfficientDet is a classification network, that shows state-of-the-art performance
on ImageNet tasks. EfficientDet uses an improved version of the Feature Pyramid Network
(FPN) (Lin et al., 2017a), and applies a compound scaling method which jointly scales the
backbone, feature network, box and class network, and resolution, similar to the methods
presented in EfficientNet. The reason why this network seems interesting for our application
is that the network reportedly performs 3 times as fast as YOLOv3, while still achieving
similar accuracy. Where YOLOv3 with input dimensions 512 × 512 seems to have a GPU
latency of 51 ms with mAP@[.5 : .05 : .95] of 33.0, while EfficientDet-B0 achieves a GPU
latency of 16 ±1.6 with a mAP@[.5 : .05 : .95] of 32.9, as seen in figure 2.4. As EfficientDet-
B0 has a reported inference time that is 3 times as low as YOLOv3, and as it uses 28× fewer
FLOPs, it might be interesting to use this network instead. During our research, we tried
to implement EfficientDet.
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Figure 2.5: EfficientDet architecture. – (Tan, Pang, and Le, 2019) – Using
EfficientNet (Tan and Le, 2019) as backbone, BiFPN as feature network and
a class/box prediction network with shared weights among all feature scales
of the BiFPN layer. The BiFPN and class/box prediction network are scaled

according to table 2.2

Figure 2.4: FLOPs vs COCO mAP – (Tan, Pang, and Le, 2019) – This figure
shows that EfficientDet achieves better accuracy with fewer computations

when comparing to state-of-the-art.

2.3.1 Architecture
The overall architecture of EfficientDet is shown in figure 2.5. The network uses level 3-7
features P3, P4, P5, P6, P7 from the backbone network as input for an FPN with top-down and
bottom-up bi-directional feature fusion. The features serve as input in to predict class and
bounding box predictions. In the final layers, the weights for the class and object detection
networks are shared among all input levels. The EfficientDet paper misses out on details
about the classification head, but we assume this paper uses the same classification and
box prediction network as RetinaNet (Lin et al., 2017b).

Bi-directional feature pyramid network (BiFPN)

The authors extend the idea behind the feature pyramid network (FPN) (Lin et al., 2017a),
as seen in figure 2.6. The idea is that the FPN is able to combine different features from
different levels in a convolutional neural network (CNN), resulting in high-level semantics.
The FPN uses features of each level of the CNN, often referred to as the backbone, making all
layers of the CNN semantically strong. In CNNs, the upper layers often contain information
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Figure 2.6: Feature pyramid network design – (Tan, Pang, and Le, 2019) –
(a) FPN which introduces a top-down pathway; (b) PANet (Liu et al., 2018) that
adds an bottom-up pathway for adding better localization; (c) NAS-FPN (Ghiasi,
Lin, and Le, 2019) introduces an irregular feature network topology engineered
using neural architecture search; (d) BiFPN, as proposed by (Tan, Pang, and
Le, 2019), a stacked FPN using skip-connections and top-down and bottom-up

feature fusion.

about object shape, while deeper layers contain information about patterns or unique features
of objects. When the shape and patterns of objects can be combined using top-down
pathways in an FPN, hypothesized is that more accurate predictions can be made.

FPNs have some flaws. Combining features from different layers can be quite time-
intensive. Furthermore, the original FPN paper (Lin et al., 2017a) only combines top-down
pathways, such that deeper features are combined with less deep layers using top-down
pathways, but not vice versa using bottom-up pathways. PANet (Liu et al., 2018) shows
us that adding bottom-up pathways to the FPN significantly increases the accuracy of the
network. Low-level CNN layers can be used for large instance identification. However, the
path from low-level structures through the backbone is quite long and requires extensive
backpropagation trough the backbone to learn properly. By shortening the information
path, the FPN can exploit localization signals in lower-level layers.

Cross-scale connections

As described, the authors implement ideas behind PANet (Liu et al., 2018) that solves the
limitation imposed by the one-way information flow, by creating extra bottom-up paths.
Furthermore,ideas behind NAS-FPN (Ghiasi, Lin, and Le, 2019) are implemented. NAS-
FPN is an object detection network where the cross-scale connections are determined using
neural architecture search. The method for training NAS-FPN is quite GPU-intensive, but
it gave the authors some ideas for making the BiFPN more efficient.

Removing nodes Nodes with only one input edge do not need any feature fusion, as
calculating the fusion will not lead to any new insights. Therefore, nodes in layer P7 and
layer P3 can be removed.

Skip-connections Skip-connections from the original input to the output node at the
same level are added. This seems to follow the idea behind ResNet (He et al., 2015), where
skip-connections were added to solve the problem of exploding and diminishing gradients,
a problem neural networks seem to get when they become deeper.

Repeating the FPN EfficientDet extends the idea behind FPN and PANet by stacking the
FPN blocks, which - due to alternating bottom-up and top-down connections - makes the
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network bidirectional. Hence, the name BiFPN. BiFPN furthermore implements cross-scale
connections and weighted feature fusion to make the network faster and more efficient.

2.3.2 Weighted feature fusion
A common method for applying feature fusion during top-down or bottom-up fusion is by
resizing them to the same resolution and then summing them up. The authors identify this
as a problem, as not every feature contributes to the solution equally. In previous feature
pyramids (i.e. RetinaNet and PANet), the network was not able to learn the importance of
these features. Based on the idea of determining the importance of features during training,
the authors present three different methods of weighted feature fusion. The authors do not
report the performance of the first two approaches.

Unbounded fusion The unbounded weighted fusion approach assigns a weight w per
scalar, per channel or per multidimensional tensor (I):

O =
∑
i

wi · Ii (2.10)

This method can reportedly achieve similar results compared to other approaches. Unfortunately,
the method does not apply any form of activation function and can lead to a numerical
instability during training.

Softmax-based fusion Softmax-based fusion tries to solve this numerical instability by
normalizing all weights to a value range of [0, 1]:

O =
∑
i

ewi∑
j e

wj
· Ii (2.11)

This method computes the softmax of each of the weights before calculating the product of
the weight and tensor. The authors report slow performance of this function. This is an
often occurring problem, as older Keras/Tensorflow implementations have problems with
calculating softmax on the GPU. Upgrading Tensorflow, or using a work-around should
solve this problem. In the final presented fusion method, the authors solve this problem.
Furthermore, they also solve a numerical problem softmax normalization, where w < 0 can
lead to numerical instability.

Fast normalized fusion During fast normalized fusion, the authors propose to apply
ReLU to each wi, to ensure that wi ≥ 0. Furthermore, the authors apply normalization
by applying the following function:

O =
∑
i

wi

η +
∑

j wj
· Ii (2.12)

This function does not apply softmax, and can be calculated faster. While this may solve
the problem of zero-division, this does not add much to the function. One of the reasons
why this fusion method is reportedly performing better than softmax-based fusion is that
the function probably is implemented on the GPU and does not require exponentiation and
is performing faster. Tan et al. report fast normalized fusion converges 28-31% faster then
softmax based fusion.

Eventually, using the topology in figure 2.6d and equation 2.12, the following fused
futures at level 6 for the BiFPN can be created:

P td
6 = Conv

(w1 · P in
6 + w2 ·Resize(P in

7 )

w1 + w2 + η

)
(2.13)

P out
6 = Conv

(w′
1 · P in

6 + w′
2 · P td

6 + w′
3 ·Resize(P out

5 )

w′
1 + w′

2 + w′
3 + η

)
(2.14)

This translates into the following code:
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Input Backbone BiFPN Box/class
size Network #channels #layers #layers
Rinput Wbifpn Dbifpn Dclass

D0 (ϕ = 0) 512 B0 64 2 3
D1 (ϕ = 1) 640 B1 88 3 3
D2 (ϕ = 2) 768 B2 112 4 3
D3 (ϕ = 3) 896 B3 160 5 4
D4 (ϕ = 4) 1024 B4 224 6 4
D5 (ϕ = 5) 1280 B5 288 7 4
D6 (ϕ = 6) 1408 B6 384 8 5
D7 (ϕ = 7) 1536 B7 384 8 5

Table 2.2: Scaling configuration for EfficientDet (Tan, Pang, and Le, 2019)

# Calculate Top−Down Pathway
w1 = s e l f . w1_relu ( s e l f .w1) / torch .sum(w1, dim=0) + s e l f . epsilon
w2 = s e l f . w2_relu ( s e l f .w2) / torch .sum(w2, dim=0) + s e l f . epsilon

# Calculate Bottom−up Pathway
p6_td = s e l f . p6_td (w1[0 ,0] ∗ p6_x + w1[1 ,0] ∗ F. interpolate ( p7_td , scale_factor =2) )
p6_out = s e l f . p6_out (w2[0 ,2] ∗ p6_x + w2[1 ,2] ∗ p6_td

+ w2[2 ,2] ∗ nn.Upsample ( scale_factor =0.5) ( p5_out ) )

Compound scaling

The authors apply compound scaling, which shares the same purpose and approach as
on EfficientNet. The idea is that jointly scaling all dimensions of the network yields the
best results, instead of scaling just one of the hyperparameters or inputs of the network. In
addition to scaling EfficientNet on input resolution, width, and dept, the number of channels
in the BiFPN, as well as the number of layers of the BiFPN and the number of convolutional
layers appended in the class- and box prediction network are scaled, accordingly to numbers
reported in figure 2.2. This table follows a heuristic, as scaling the dimensions using a grid
search would be computationally expensive.

2.3.3 Implementation results
During our research, we have also attempted to implement EfficientDet1. The base of
this implementation is based on a PyTorch implementation of RetinaNet. We extended
the FPN by stacking it and by adding weighted feature fusion and bottom-up connections.
Furthermore, we added the scaling configuration as reported in table 2.2.

Given the available resources, we were able to fit EfficinetDet-B0 with scaling compound
ϕ = 0 and batch size 10 on an RTX 2080 Ti, resulting in 5.1M parameters and approximately
800 MB per sample. EfficientDet authors report 3.9M parameters on EfficientDet-B0. When
our implementation would be used with a batch size of 128 samples, this would lead to a
GPU (or distributed GPU computing) with a total of 102GB. For EfficientDet-B7 with batch
size 128, divided among 32 RTX 2080 Tis, we calculated this would lead to approximately
256GB of GPU memory. This is in line with the reported implementation Tan et al., who
report 32 TPUv3, which equals 256 GB of memory, with a batch size of 4 per GPU.

Our current implementation can train at 3 hours per epoch on 118K images on the COCO
dataset, resulting in approximately 1.5 seconds per iteration. Based on analysis using a
debugger, we found that the Focal Loss function contributed most to this time factor, at
approximately 863 ms or 57% of the total iteration time. We found out that this issue is
due to the large tensor that is transmitted to the CPU, as it needs to be calculated on the
CPU.

Due to the time it takes to run the implementation, we were not able to train the network
until full convergence, and therefore not able to reproduce results reported by Tan et al.

1The implementation can be found here: https://github.com/tristandb/EfficientDet-PyTorch/

https://github.com/tristandb/EfficientDet-PyTorch/
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Furthermore, the authors claim the network is efficient. Nevertheless, 32 TPUv3s are
required during training with a batch size of 128. This is not efficient. Even when using
a smaller batch size and an ordinary GPU, the network seems difficult to train for larger
scaling compounds.

2.3.4 Conclusion
In this research, we have introduced YOLOv3 as an object detection network for detecting
guidewire markers. We furthermore analyzed EfficientDet, as the results of this state-of-
the-art network look promising. No other implementations were available and we decided
to implement the network ourselves. Unfortunately, we were unable to reproduce these
results reported by the authors. We furthermore concluded that EfficientDet was not able
to achieve real-time inference, as it only made a prediction once per 1.5 seconds, whereas
YOLOv3 should be able to achieve an inference time of 0.029 seconds on similar hardware,
as seen in table 2.3. This is partially due to the slow classification network attached to the
network, where some calculations are made on the CPU. The network consists of too many
parameters, although we reproduced it according to the documentation of Tan et al.

We were not able to apply EfficientDet to our problem. We apply YOLOv3 for detecting
guidewire markers.

YOLOv3-512 EfficientDet-D0
Reported COCO mAP@0.50 57.9 2 52.2 3

Achieved COCO mAP@0.50 62.4 -
Reported inference time 51ms 20ms
Achieved inference time 29 ms 1510ms

Table 2.3: Performance of YOLOv3 versus EfficientDet-B0 on image size 512×
512. Both networks are measured on the same machine with GTR 2080Ti GPU.
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Chapter 3

Training Strategy

During this research, we incrementally increased the difficulty of the object detection network.
The reason for this approach was to first see whether the object detection network would be
able to solve simple tasks. Then, we would challenge the network to perform more difficult
tasks. In the first stage, we applied deep learning to artificially generated data. In the
second stage, we trained the object detection network on a guidewire dataset where the
degrees of freedom was somewhat constrained, as the guidewire could only move in one
dimension. In the third stage, we trained a network on a more difficult dataset, where
the degrees of freedom were less limited. In this dataset, the guidewire could move in two
different dimensions through vessels. Furthermore, the network would have to deal with
artifacts generated by a sagittal plane orthogonal to the coronal plane.

3.1 Fully Artificial dataset
In the first experiment, we use a neural network to steer image acquisition on an artificial
phantom. We use deep learning to select a 2D slice in a 3D space. The selected slice will
be determined using the output of the neural network and a heuristic in real-time.

For the first experiment, we used a fully artificial dataset to train an object detection
network. At this stage of our research, no (phantom) dataset was available, so developing a
proof-of-concept using artificial data was necessary. Based on experiments of the artificial
dataset we could then determine further research directions.

The goal of this experiment is to determine the feasibility of object tracking and image
acquisition steering. We hypothesize that our approach can track objects and keep them in
focus more accurately than a default method where the slice coordinates are not changed
during acquisition.

3.1.1 Methodology
In this experiment, we set up a pipeline that uses predictions from an object detection
network to steer image acquisition of artificial images. The acquired images serve as input
into the object detection network, creating a loop. In this section, we describe our approach.

Artificial dataset generation

We created a function that generates an image series of moving blobs. These blobs represent
a trackable object, on which we can apply object detection.

The function generates a 3D object of dimensions [416, 416, 416], which one moving sphere
within the 3D object. The sphere can move through the 3D object during timestep t. We
randomly initialize the center of the sphere csphere = [x, y, z] and sphere diameter dsphere. We
also generate a Gaussian random walk, where we sample the step size from the Gaussian.
Thus, we update the position of the sphere center during timesteps t by sampling from a
Gaussian distribution.

Pi,new = N (Pi, σ = 5) (3.1)

At each timestep t, we can request the axial, coronal, and sagittal view of the 3D object
at a given pacquisition = [x, y, z] coordinate. When the image is requested, we apply a noise
function to the image, where a Gaussian blur N0.5, 0.75, and a pixel-wise Gaussian noise
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Figure 3.1: Three samples from the artificial dataset – Three examples of
different generated ’markers’ in a 2D plane in different levels of background

noise and Gaussian blur.

Parameter Value
Input size 416× 416
Epochs 100 (100.000 steps)
Batch size 16
Training size 1000
Validation size 200
Multi-scale False
Optimizer SGD (β = 0.9, Nesterov)
Learning rate 0.01
Learning rate at epoch 80 0.001
Learning rate at epoch 90 0.0001

Table 3.1: Initialization parameters of the YOLOv3 network for the
artificial dataset.

is applied to the requested image. Furthermore, we normalize the image to a range of [0, 1].
The amount of blur applied is also sampled, to create some variability in the dataset. The
blurring simulates the noise generated by the MRI scanner. Three examples output of the
output is shown in figure 3.1.

Network

The YOLOv3 detection model with a Darknet backbone is trained from scratch with a total of
1.000 coronal, sagittal, and axial images and validated on 200 images. We limit the amount
of training data, as the amount of training data in a future experiment is limited as well.
Limiting the data will show whether YOLOv3 can learn with a relatively small dataset while
applying heavy augmentation.

Since the intensity value of the input image can vary based on different MRI settings (e.g.
position of the plane) and phantom parameters (e.g. the height of the waterline), we train
our network using augmented image data. This will make the network more robust. We pre-
process the images by augmentation in terms of translation (±10%), rotation (±5 degrees),
shear (±2 degrees), scaling (±10%), horizontal and vertical reflection (with a probability of
0.5), HSV saturation (±50%), and HSV Intensity (±50%).

The network initialization parameters are shown in table 3.1. We apply k-means clustering
to find a better box dimension prior. The network is trained for 100 epochs, after which
we preserve the trained weights from the epoch with the highest mean average precision
between the interval 0.5 and 0.95 with steps of 0.05 (Lin et al., 2014). We use 0.01 as an
initial learning rate. The learning rate is then decreased to 0.001 after 80 epochs and to
0.0001 after 90 epochs. For training and testing, we use a system with an Intel Xeon E5507
CPU and a GTX 1080 GPU.
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Figure 3.2: Output of YOLOv3 on an artificial input image.

Using YOLOv3 as online object tracking method

We use the YOLOv3 bounding box predictions to steer the image acquisition in real-time.
At timestep t = 0, we acquire images at position pacquisition = csphere. We then use the axial
and sagittal images to generate bounding box predictions. The bounding box predictions
are used to determine the center of the sphere, which then can be used as the next image
acquisition position pacquisition. As a heuristic, we determine the position for the sagittal
view by using the predicted x-location of the sagittal image. For the acquisition of the axial
view, the sagittal y-location is used. Thus, we use deep learning to determine the position
at which we want to acquire images. This is necessary, as the object we want to track is
moving through space. Using deep learning we can readjust the acquisition, to keep the
object within view.

3.1.2 Experiments
In this experiment, we first train YOLOv3 on the artificial dataset and report on the performance.

Next, we use the network to steer the image acquisition, as described in the methods. We
compare our acquisition method to a default case. In this default case, no object tracking
was applied and the image acquisition position is thus not steered.

3.1.3 Results
Figure 3.2 shows the output of a prediction on an artificial image. The YOLOv3 network
was fully converged after only 20 epochs, with a mAP@[.5 : .05 : .95]-score of 0.934 and a
F1-score of 0.948.

In figure 3.3 we show our proposed method where we compare the default method to our
proposed method. The actual output of this experiment is a video. In this video, we can see
that the sphere is being tracked. The left two images show a fixed sagittal and axial position
of respectively 213 and 54. The right images show or the proposed method. Here, we can
see that the network has changed the axial position to slice 71, to keep the artificial plane
in view. Based on these examples, we can see that the proposed method has the potential
for keeping a focus on the object.

3.1.4 Conclusion
In this experiment, we have demonstrated the application for deep learning in tracking and
steering image acquisition on an artificial dataset. In this experiment, we use predictions to
steer an image generator in real-time. The method applies YOLOv3 (Redmon and Farhadi,
2017), a real-time object detection network.

Unfortunately, no numerical evidence is shown in this experiment. Our conclusion
is completely based on visual evidence generated in videos. In future experiments, this
evidence must be shown by comparing methods based on numerical values, for example
by comparing what percentage of the image is still in view. This can be done using a mean
of the Intersection over Union (IoU) of ground truth at the most optimal position and the
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Figure 3.3: Tracking the artificial dataset – The left two images show an
approach where the MR is not steered. The right two images show object

tracking using YOLOv3 and a heuristic.

ground truth at the predicted location. Furthermore, the current method for determining
the position of the object center is a heuristic. In this case, our approach can be defended
as this is the most opportune method for predicting the next position of a random Gaussian
walk. The predicted location of a random Gaussian pt+1 is equal to the last known location
pt. In cases where the movement of the object is not determined using a Gaussian walk,
other methods can be applied to increase accuracy in trajectory prediction.

In future work, we examine this pipeline for the evaluation of non-artificial data. We
elaborate on this approach in section 3.2. Furthermore, we extend the pipeline connect to
an MRI-scanner instead of using an artificial image generator in chapter 4. We combine
both approaches in our scientific paper in chapter 1.
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3.2 Marker detection on an anthropomorphic blood vessel
phantom using YOLOv3

A step from an artificial dataset to a real-world online setup with a real patient is too
big, as this test cannot be justified with sufficient testing evidence. Furthermore, a real-
world setup would be too complicated, partly because a real-world setup contains more
(uncontrollable) degrees-of-freedom. The acquisition and annotation of the data are more
complicated and would entail a large challenge. This would not be feasible in the given
timeframe. Therefore, we decided to use an anthropomorphic blood vessel phantom with
one visible marker in our study. This study was performed by extending the pipeline in the
previous section. In this experiment, we examine one of the steps in the pipeline where we
exchange the artificial dataset for a phantom dataset.

The dataset was acquired from a previous phantom study, where the goal was to test
the visibility of guidewire markers during real-time MRI acquisition (Nijsink et al., 2020).
The phantom contains one vessel. A guidewire, developed by the CMI Contract Medical
International GmbH1, containing five Iron(III) oxide markers, is pulled through the vessel.
The metal markers create artifacts on the MRI image, as seen in figure 3.4. As we can see,
we can easily differentiate a phantom in this image. We can also distinguish a vessel with
some artifacts. These artifacts represent the five Iron(III) oxide markers. Some markers
are more easily individually identifiable than others. In this experiment, we do not focus
on individually each marker, as identifying all markers all in one will fulfill the purpose.
Furthermore, we can identify a somewhat gray wire outside of the actual guidewire to which
the markers are fused.

In this experiment, we try to demonstrate that the deep learning approach described
in the previous section can also be applied to phantom data. We hypothesize that this is
possible, as the marker is easily distinguishable. Approaches to other object detection tasks
have shown similar results.

Figure 3.4: Anthropomorphic blood vessel phantom with one visible vessel
and a guidewire with five markers.

3.2.1 Methodology
Dataset

The phantom dataset, as described in our introduction, consists of five individual image
acquisitions. Every acquisition contains 50 to 200 coronal image acquisitions. During the

1The guidewire was provided by Nano4imaging.
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Figure 3.5: Automatized approach for generating guidewire marker
annotations using a background.

acquisition, a guidewire is pulled through the vessel. The total dataset contains 400 images,
of which 249 contain at least one marker. The other 151 images do not include a marker. We
report on these statistics in table 3.4. During the experiment, we split the dataset into five
parts, consisting of the five acquisition. During the experiment, we evaluate our approach
using five-fold cross-validation on these five parts.

Series
Serie # Images # Without marker # Marker
1 50 7 43
2 50 20 30
3 50 23 27
4 50 23 27
5 200 78 122
Total 400 151 249

Table 3.2: Review of guidewire dataset – The dataset consists of five image
acquisitions, on which we report in this table.

3.2.2 Data annotation
The data is automatically annotated with bounding boxes. This is accomplished using a
semi-automatic method. Data-annotation is a time-intensive step, which can be automatized
in this case. This is possible as the background image, without any markers, is available.
We can subtract this background image from the foreground image, filtering out everything
except for the markers. This results in the segmentation of the markers, which then can
be used to generate bounding boxes. We generate the annotations individually for each
acquisition to prevent data leakage. The annotation pipeline is shown in figure 3.5. In
this approach, we use a Laplacian edge detector, preceded by a Gaussian blur with σ = 3.0,
resulting in a Laplacian of Gaussian (LoG) edge detector on both background and foreground
image. The Gaussian blur makes this approach less susceptible to noise by reducing the
noise.

L(x, y) = ∇2f(x, y) =
δ2f(x, y)

δx2
+

δ2f(x, y)

δy2
(3.2)

This LoG operation is also applied to the image at t = 0. The LoG operation is an edge
detector which will show the edges of both the phantom, vessels, and the guidewire markers.
We can subtract the edges from image t = 0 from the edges from image t > 0, which will result
in an image where only the edges of the markers are present. We apply a mask to the image,
selecting only the content of the vessel and apply a threshold of 0.00005. This threshold
was manually determined. This results in segmentation, which is then used to generate
bounding boxes by selecting the minimum and maximum location of the segmentation on
both x and y-axis.
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Parameter Value
Input size 416× 416
Epochs 100 (20.000 or 35.000 steps)
Batch size 16
Training size 200 or 350
Validation size 50 or 200
Multi-scale False
Optimizer SGD (β = 0.9, Nesterov)
Learning rate 0.01
Learning rate at epoch 80 0.001
Learning rate at epoch 90 0.0001

Table 3.3: Initialization parameters of the YOLOv3 network for the one-
vessel guidewire dataset.

Figure 3.6: Cutout regularization. – A simple regularization technique of
random masking out square regions of input during training, likely to improve

robustness and performance of the model.

Network

We apply the same network as described in section 3.1. We re-calculate the bounding box
before using k-means clustering. The network is again trained for 100 epochs using the
hyperparameters in table 3.3.

Experiments

We evaluate our approach by monitoring the performance of the neural network using
statistical methods by reporting on F1-score and COCO mAP (Lin et al., 2014).

We analyze the performance of the network when applying cutout regularization and
compare it to when cutout regularization is not applied.

We also examine the performance of the described semi-automatic dataset annotation
tool to evaluate our input data, by examining whether markers were correctly identified as
a marker, or were missed by the system.

3.2.3 Results
We train the network using a one-vessel guidewire dataset using five-fold cross-validation.
We evaluate the performance of the semi-automatic dataset annotation. We present these
results in table ??. Here, we can see that the method can correctly identify 349 groups of
markers, while incorrectly identifying 16 markers, and missing out on 2 markers.

We present the results of the five-fold cross-validation in table 3.5. Here, we can see
that the network achieves an average mAP of 0.910 and an F1-score of 0.819. F1-score is
the harmonic mean of precision and recall. It shows that the network can learn to detect
objects quite well. An example prediction of the network can be seen in figure 3.8. Here, we
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Series Boxes
Serie # Images # Marker TP FP FN
1 50 43 83 0 1
2 50 30 54 3 0
3 50 27 47 2 0
4 50 27 43 1 0
5 200 122 122 10 1
Total 400 249 349 16 2

Table 3.4: Review of machine annotated images

Serie mAP@[.5 : .05 : .95] F1 Precision Recall
1 0.964 0.880 0.857 0.977
2 0.980 0.912 0.849 0.984
3 0.854 0.833 0.820 0.864
4 0.848 0.769 0.658 0.981
5 0.904 0.703 0.580 0.932
Mean 0.910 (σ = 0.054) 0.819 (σ = 0.075)

Table 3.5: Evaluation results – Evaluation results of F1-score, precision,
recall, and COCO mAP during five-fold cross validation no a one-vessel

phantom.

can see that the network can identify all five markers while covering them in four bounding
boxes. The top bounding box contains two markers.

We show the convergence based om F1-score, precision, recall, and mAP in figure 3.7.
Here we can see that the network has a high recall while having a slightly impacted precision.
This means that the network is prone to have some false positives. This is something we
see in the output as well, as the network is responding to some noise outside the vessel.

3.2.4 Conclusion
In this experiment, we have demonstrated that YOLOv3 can also be applied to track guidewire
markers in an anthropomorphic blood vessel phantom. In some moving examples, we show
that the network can track guidewire markers in real-time, which acceptable accuracy.

Currently, the network is affected by noise, and therefore has an impacted precision,
generating some false positives. Increasing the amount of training data would likely make
the network more robust.

One can say that the background-removal approach is sufficient for detecting the markers,
and claim that a deep learning approach makes this problem overly complicated. However,
in our approach, we want to prove that the object detection method also works using deep

(a) F1-score (b) mAP

Figure 3.7: Convergence – During training we monitor F1 score and mAP.
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Figure 3.8: YOLOv3 applied to the phantom – The network can identify all
five markers, while covering them in four bounding boxes. The top bounding

box contains two markers.

learning, as we want to apply this approach to more difficult cases where a simple edge
detector would fail.

In the next experiment, we implement the neural network in the pipeline, which we
describe in chapter 1, with a more advanced dataset. We connect the pipeline to a real MRI,
which we describe in chapter 4.
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Chapter 4

Connecting to the MRI

In this chapter, we elaborate on the connection between the object detection algorithm and
the MRI. For a connection between the MRI and the object detection network, we use an API
supplied by Siemens. The pipeline is integrated into a web application, which serves as a
proof-of-concept. We show the front-end of this web application in appendix B.

4.1 Using the Access-i API
To connect to a Magnetom (Skyra) MRI, Siemens supplies the commercial software package
Access-i1. Access-i allows third-party device integration for interactive remote control and
data access procedures, using an API-interface and WebSockets. We developed an Access-
i client in Python that integrated all functions as described in the API-specification2. In
this section, we describe how the client is integrated into the pipeline. We illustrate this
integration using the diagram supplied in appendix A.

To perform any action on the scanner, access must first be gained. First, an HTTP-
connection between a local client and the scanner is established. This connection requires
specified credentials. After registration using the credentials, actions that do not require
control over the scanner can be performed. As illustrated in appendix B, a list of templates
is loaded after connection and registration. Templates are configurations preset by the
MRI technician. These templates contain settings for image acquisitions. The template
of our setup configuration specified the initial acquisition location of the MRI and image
acquisition type. In our experiment a gradient echo applied using a BEAT-sequence was
used. Furthermore, the template specifies an interactive template setting, which allows
control over template parameters while running the template.

Before starting a template, control over the scanner must be obtained. Then, the template
can be opened. Opening a template is a requirement for interactive sessions, as opening a
template allows for control over the template configuration. Next, the template is started.
During image acquisition, we continuously receive images over a WebSocket. This WebSocket
is instantiated at the template start. The images are processed asynchronously, as described
in figure 4.1. The retrieved image is used as input for the object detection network. Using
the prediction, we calculate the translation for the sagittal plane by calculating ∆x in the
MR Slice Device Coordinate System (mrSliceDcs). We elaborate on this coordinate system
in section 4.2.

∆x = pixelspacing × num pixels × (predx − 0.5) (4.1)

Next, we update the position of x by applying ∆x.

xnew = xold +∆x (4.2)

We update the location of the sagittal plane by sending xnew as updated coordinate to
the scanner using the setSlicePositionDcs-function.

1The Access-i interface was developed by Rainer Schneider (mailto:rainer.schneider@siemens-
healthineers.com), part of the MR Therapy RD team of Siemens Healthineers Erlangen

2As the software supplied by Siemens is proprietary, we can not make the Python Access-i client public.
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:MRI :Access-i	Client

calculateTranslation()

:YOLOv3

retrieve	image

predict(image)

predictions()

predict(image)

coordinate	translation

Figure 4.1: Sequence diagram describing the prediction and processing of a
retrieved image.

4.1.1 Integrated web application
The entire pipeline is integrated into a web application. The application enables control
over the connection and template execution, as seen in appendix B. The web application is
developed using Django, a web framework for Python. The left section of the web application
shows controls for connecting to the MRI and for selecting and running a template. The right
section shows the coronal view and sagittal view. The pipeline is applied to the coronal view,
resulting in bounding boxes drawn around the marker. We also can see the sagittal plane
moving to the detected bounding boxes, as we can see the artifacts generated by this view
moving towards the direction of the bounding boxes in the coronal view.

4.2 Coordinate systems
The Access-i interface supplied by Siemens can use up to three different coordinate transformation
systems. In this section, we examine the three different coordinate transformation systems.
Choosing the right coordinate system is important, as some coordinate systems are less
straightforward to implement, but allow for more control over the scan plane. The coordinate
systems often vary in the way the location of the scan plane is determined. Some coordinate
systems use a vector representation to indicate this location (dicomPcs, mrSlicePcs) while
another coordinate system uses a Cartesian coordinate system (mrSliceDcs).

4.2.1 DICOM Image Patient Coordinate System (dicomPcs)
The DICOM Image Patient Coordinate System (dicomPcs) is a two-dimensional coordinate
system, derived from the original DICOM coordinate system3. The coordinate system is used
as a basis for all image formats in this section. Measurements in the dicomPcs coordinate
system are given in millimeters.

The DICOM standard is based on an LPS coordinate system, as seen in figure 4.2b. This
coordinate system defines a space consisting of three planes. In fact, LPS (Left, Posterior,
Superior) defines the anatomical position of the human, describing from what position the
planes are seen. The sagittal plane in figure 4.2b is seen from left to right, the transversal
plane is depicted from inferior (foot) to superior (head). The sagittal view is depicted from
anterior (chest) to posterior (back).

3The most up-to-date DICOM coordinate system can be found on https://www.dicomstandard.org/current/.

https://www.dicomstandard.org/current/
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(a) (b)

Figure 4.2: The DICOM coordinate system – (a) Schematic representation
of the DICOM Image Patient Coordinate System (b) Anatomical Planes used in

the DICOM format – Edoarado / CC BY-SA

The coordinate system is defined by two vectors. The Image Position vector defines the
position of isocenter of the DICOM image, as seen in figure 4.2a, as seen from the origin of
the Patient Coordinate System (PCS). The isocenter of the DICOM image is defined as the
center of the voxel in the upper left-hand corner of the image. The second vector, the Image
Orientation vector defines the direction cosines of the first row (in figure 4.2a defined as x)
and the first column for the patient (in figure 4.2a defined as y), as seen from the isocenter
of the DICOM image. The row vector represents the x-axis in the DICOM image and the
column vector represents the y-axis in the DICOM image. The row and column vectors are
orthogonal. The format also defines a row and column spacing, which defines the spacing
between voxels. For some calculations, the normal vector n⃗ is used. This normal vector is
defined as the dot product of the column and row vector:

n⃗ = x⃗ · y⃗ (4.3)

4.2.2 MR Slice Patient Coordinate System (mrSlicePcs)
The MR Slice Patient Coordinate System (mrSlicePcs) is a derivative of the previously described
dicomPcs coordinate system. The coordinate system uses the same vectors as dicomPcs
but defines the isocenter of the magnet as the origin. The definition of the image position
is different, as the Image Position vector points form the origin of the PCS to the center
of the 2D image. With dicomPcs, the Image Position vector points to the upper left-hand
corner of the image. Furthermore, mrSlicePcs introduces some new concepts, which helps
the translation of the image plane. The coordinate system introduces a slice shift change
distance from the isocenter of the plane in the direction of the normal vector, as seen in
figure 4.3b. This allows a shift of the image plane in the z-axis. This simplifies translations,
as it bypasses more difficult calculations the Image Position vector. The coordinate system
also introduces an off-center change of the image center as seen from the Image Position
vector, which makes shifting the image plane in x and y-axis less difficult, similarly to the
shift change, as depicted in figure 4.3c.

4.2.3 MR Slice Device Coordinate System (mrSliceDcs)
The MR Slice Device Coordinate System is a three-dimensional coordinate system. The
system is different from the mrSlicePcs and dicomPcs, as it does not use a vector representation
to indicate the image center. The coordinate system uses a three-dimensional Cartesian
coordinate system to indicate the origin of the image. The origin of the image is defined as
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(a) (b) (c)

Figure 4.3: MR Slice Patient Coordinate System (mrSlicePcs) – (a)
Schematic representation of the mrSlicePcs coordinate system (b) Schematic
representation of mrSlicePcs with shift in z-axis (c) mrSlicePcs with offcenter

slice in x-axis.

(0, 0, 0) coordinate from the upper left-hand corner of the image, as seen in figure 4.3a. The
location of this point is given in millimeters from the Device Coordinate System (DCS) origin.
The DCS is also referred to as the isocenter of the coordinate system. This is the center of
the magnetic field, which is different from systems that use a Patient Coordinate System,
where the patient is often the origin of the coordinate system. Images can be rotated along
the r-axis in three dimensions, defined as rx, ry, and rz.

The image is defined similarly to the DICOM-standard, where the column and row spacing
indicate the spacing between the center of the voxels. The x-axis corresponds to the sagittal
plane, the y-axis to the coronal plane, and the z-axis to the axial plane.

Figure 4.4: MR Slice Device Coordinate System (mrSliceDcs) – Schematic
representation of the MR Slice Device Coordinate System.

The experiment required the translation of only one axis of one scan plane. Therefore,
the mrSliceDcs was chosen as the most appropriate solution. This option does not require
matrix calculations to change the slice position, whereas dicomPcs requires matrix calculations
to change the image position. We implement the translation for updating the slice position
in our pipeline as described in section 4.1.
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In future work, mrSlicePcs may be a more intuitive option, as this is the default coordinate
system used for MRI. Besides, changing image position without matrix calculations is also
possible by changing the off-center or shift. Changing rotation in mrSlicePcs is quite trivial,
as it uses a vector representation for indicating the rotated position of the image. This
approach may be more straightforward to implement than calculating the rotation axis for
three dimensions for the mrSliceDcs.
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Appendix A

Connecting to the MRI

release_control()

Application	in	control

register()

is_registered()
[no]

[yes]

[no]

start_template()

open_template()

Registered

Template	list	loaded
get_templates()

get_templates()

canRequestControl

get_state()

Template	Opened

Template	Started

get_template_state()

Retrieve	images	over
websocket canStop

[no]

stop_template()	[yes]

close_template_modification()

Template	Stopped

disconnect()

Figure A.1: State machine of making a connection to the MRI as described in
chapter 4.
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Appendix B

Web application

Figure B.1: Web application for controlling the connection and template
execution. The left section of the web application shows controls for connecting
to the MRI and for selecting and running a template. The right section shows
the coronal view and sagittal view. The pipeline is applied to the coronal
view, resulting in bounding boxes drawn around the marker. We also can see
the sagittal plane moving to the detected bounding boxes, as we can see the
artifacts generated by this view moving towards the direction of the bounding

boxes in the coronal view.





45

Bibliography

Ghiasi, Golnaz, Tsung-Yi Lin, and Quoc V. Le (2019). “NAS-FPN: Learning Scalable Feature
Pyramid Architecture for Object Detection”. In: IEEE Conference on Computer Vision and
Pattern Recognition, CVPR 2019, Long Beach, CA, USA, June 16-20, 2019. Computer
Vision Foundation / IEEE, pp. 7036–7045. doi: 10.1109/CVPR.2019.00720. url: http:
//openaccess.thecvf.com/content\_CVPR\_2019/html/Ghiasi\_NAS- FPN\_Learning\
_Scalable\_Feature\_Pyramid\_Architecture\_for\_Object\_Detection\_CVPR\_2019\
_paper.html.

Girshick, Ross B. (2015). “Fast R-CNN”. In: 2015 IEEE International Conference on Computer
Vision, ICCV 2015, Santiago, Chile, December 7-13, 2015, pp. 1440–1448. doi: 10.1109/
ICCV.2015.169. url: https://doi.org/10.1109/ICCV.2015.169.

Girshick, Ross B. et al. (2014). “Rich Feature Hierarchies for Accurate Object Detection
and Semantic Segmentation”. In: 2014 IEEE Conference on Computer Vision and Pattern
Recognition, CVPR 2014, Columbus, OH, USA, June 23-28, 2014, pp. 580–587. doi: 10.
1109/CVPR.2014.81. url: https://doi.org/10.1109/CVPR.2014.81.

He, Kaiming et al. (2015). “Deep Residual Learning for Image Recognition”. In: CoRR abs/1512.03385.
arXiv: 1512.03385. url: http://arxiv.org/abs/1512.03385.

He, Kaiming et al. (2017). “Mask R-CNN”. In: IEEE International Conference on Computer
Vision, ICCV 2017, Venice, Italy, October 22-29, 2017. IEEE Computer Society, pp. 2980–
2988. doi: 10.1109/ICCV.2017.322. url: https://doi.org/10.1109/ICCV.2017.322.

Lin, Tsung-Yi et al. (2014). “Microsoft COCO: Common Objects in Context”. In: CoRR abs/1405.0312.
arXiv: 1405.0312. url: http://arxiv.org/abs/1405.0312.

Lin, Tsung-Yi et al. (2017a). “Feature Pyramid Networks for Object Detection”. In: 2017 IEEE
Conference on Computer Vision and Pattern Recognition, CVPR 2017, Honolulu, HI, USA,
July 21-26, 2017. IEEE Computer Society, pp. 936–944. doi: 10.1109/CVPR.2017.106.
url: https://doi.org/10.1109/CVPR.2017.106.

Lin, Tsung-Yi et al. (2017b). “Focal Loss for Dense Object Detection”. In: CoRR abs/1708.02002.
arXiv: 1708.02002. url: http://arxiv.org/abs/1708.02002.

Liu, Shu et al. (2018). “Path Aggregation Network for Instance Segmentation”. In: CoRR
abs/1803.01534. arXiv: 1803.01534. url: http://arxiv.org/abs/1803.01534.

Liu, Wei et al. (2015). “SSD: Single Shot MultiBox Detector”. In: CoRR abs/1512.02325.
arXiv: 1512.02325. url: http://arxiv.org/abs/1512.02325.

Nijsink, J. et al. (2020). “In vitro evaluation of Fe2O3 nanoparticle induced artefacts on
real-time MR imaging for vascular interventions”. In: 12th Annual Meeting of the ISMRM
Benelux Chapter, Arnhem, The Netherlands, 24th January, 2020.

Redmon, Joseph and Ali Farhadi (2016). “YOLO9000: Better, Faster, Stronger”. In: CoRR
abs/1612.08242. doi: 10.1109/CVPR.2017.690. arXiv: 1612.08242. url: http://arxiv.
org/abs/1612.08242.

— (2017). “YOLO9000: Better, Faster, Stronger”. In: 2017 IEEE Conference on Computer
Vision and Pattern Recognition, CVPR 2017, Honolulu, HI, USA, July 21-26, 2017. IEEE
Computer Society, pp. 6517–6525. doi: 10.1109/CVPR.2017.690. url: https://doi.org/
10.1109/CVPR.2017.690.

Redmon, Joseph et al. (2016). “You Only Look Once: Unified, Real-Time Object Detection”.
In: 2016 IEEE Conference on Computer Vision and Pattern Recognition, CVPR 2016, Las
Vegas, NV, USA, June 27-30, 2016. IEEE Computer Society, pp. 779–788. doi: 10.1109/
CVPR.2016.91. url: https://doi.org/10.1109/CVPR.2016.91.

Ren, Shaoqing et al. (2015). “Faster R-CNN: Towards Real-Time Object Detection with Region
Proposal Networks”. In: Advances in Neural Information Processing Systems 28: Annual
Conference on Neural Information Processing Systems 2015, December 7-12, 2015, Montreal,
Quebec, Canada, pp. 91–99. doi: 10.1109/TPAMI.2016.2577031. url: http://papers.

https://doi.org/10.1109/CVPR.2019.00720
http://openaccess.thecvf.com/content\_CVPR\_2019/html/Ghiasi\_NAS-FPN\_Learning\_Scalable\_Feature\_Pyramid\_Architecture\_for\_Object\_Detection\_CVPR\_2019\_paper.html
http://openaccess.thecvf.com/content\_CVPR\_2019/html/Ghiasi\_NAS-FPN\_Learning\_Scalable\_Feature\_Pyramid\_Architecture\_for\_Object\_Detection\_CVPR\_2019\_paper.html
http://openaccess.thecvf.com/content\_CVPR\_2019/html/Ghiasi\_NAS-FPN\_Learning\_Scalable\_Feature\_Pyramid\_Architecture\_for\_Object\_Detection\_CVPR\_2019\_paper.html
http://openaccess.thecvf.com/content\_CVPR\_2019/html/Ghiasi\_NAS-FPN\_Learning\_Scalable\_Feature\_Pyramid\_Architecture\_for\_Object\_Detection\_CVPR\_2019\_paper.html
https://doi.org/10.1109/ICCV.2015.169
https://doi.org/10.1109/ICCV.2015.169
https://doi.org/10.1109/ICCV.2015.169
https://doi.org/10.1109/CVPR.2014.81
https://doi.org/10.1109/CVPR.2014.81
https://doi.org/10.1109/CVPR.2014.81
https://arxiv.org/abs/1512.03385
http://arxiv.org/abs/1512.03385
https://doi.org/10.1109/ICCV.2017.322
https://doi.org/10.1109/ICCV.2017.322
https://arxiv.org/abs/1405.0312
http://arxiv.org/abs/1405.0312
https://doi.org/10.1109/CVPR.2017.106
https://doi.org/10.1109/CVPR.2017.106
https://arxiv.org/abs/1708.02002
http://arxiv.org/abs/1708.02002
https://arxiv.org/abs/1803.01534
http://arxiv.org/abs/1803.01534
https://arxiv.org/abs/1512.02325
http://arxiv.org/abs/1512.02325
https://doi.org/10.1109/CVPR.2017.690
https://arxiv.org/abs/1612.08242
http://arxiv.org/abs/1612.08242
http://arxiv.org/abs/1612.08242
https://doi.org/10.1109/CVPR.2017.690
https://doi.org/10.1109/CVPR.2017.690
https://doi.org/10.1109/CVPR.2017.690
https://doi.org/10.1109/CVPR.2016.91
https://doi.org/10.1109/CVPR.2016.91
https://doi.org/10.1109/CVPR.2016.91
https://doi.org/10.1109/TPAMI.2016.2577031
http://papers.nips.cc/paper/5638-faster-r-cnn-towards-real-time-object-detection-with-region-proposal-networks


46

nips.cc/paper/5638-faster-r-cnn-towards-real-time-object-detection-with-region-
proposal-networks.

Sermanet, Pierre et al. (2014). “OverFeat: Integrated Recognition, Localization and Detection
using Convolutional Networks”. In: 2nd International Conference on Learning Representations,
ICLR 2014, Banff, AB, Canada, April 14-16, 2014, Conference Track Proceedings. Ed. by
Yoshua Bengio and Yann LeCun. url: http://arxiv.org/abs/1312.6229.

Szegedy, Christian et al. (2015). “Going deeper with convolutions”. In: IEEE Conference on
Computer Vision and Pattern Recognition, CVPR 2015, Boston, MA, USA, June 7-12, 2015.
IEEE Computer Society, pp. 1–9. doi: 10.1109/CVPR.2015.7298594. url: https://doi.
org/10.1109/CVPR.2015.7298594.

Tan, Mingxing and Quoc V. Le (2019). “EfficientNet: Rethinking Model Scaling for Convolutional
Neural Networks”. In: Proceedings of the 36th International Conference on Machine Learning,
ICML 2019, 9-15 June 2019, Long Beach, California, USA. Ed. by Kamalika Chaudhuri
and Ruslan Salakhutdinov. Vol. 97. Proceedings of Machine Learning Research. PMLR,
pp. 6105–6114. url: http://proceedings.mlr.press/v97/tan19a.html.

Tan, Mingxing, Ruoming Pang, and Quoc V. Le (2019). “EfficientDet: Scalable and Efficient
Object Detection”. In: CoRR abs/1911.09070. arXiv: 1911.09070. url: http://arxiv.org/
abs/1911.09070.

Theiler, M. (2019). Automatic object detection using OpenCV. [Online; accessed March 4,
2020]. url: https://commons.wikimedia.org/wiki/File:Detected-with-YOLO--Schreibtisch-
mit-Objekten.jpg.

Wu, B. et al. (2017). “SqueezeDet: Unified, Small, Low Power Fully Convolutional Neural
Networks for Real-Time Object Detection for Autonomous Driving”. In: 2017 IEEE Conference
on Computer Vision and Pattern Recognition Workshops (CVPRW), pp. 446–454. doi: 10.
1109/CVPRW.2017.60.

http://papers.nips.cc/paper/5638-faster-r-cnn-towards-real-time-object-detection-with-region-proposal-networks
http://papers.nips.cc/paper/5638-faster-r-cnn-towards-real-time-object-detection-with-region-proposal-networks
http://papers.nips.cc/paper/5638-faster-r-cnn-towards-real-time-object-detection-with-region-proposal-networks
http://arxiv.org/abs/1312.6229
https://doi.org/10.1109/CVPR.2015.7298594
https://doi.org/10.1109/CVPR.2015.7298594
https://doi.org/10.1109/CVPR.2015.7298594
http://proceedings.mlr.press/v97/tan19a.html
https://arxiv.org/abs/1911.09070
http://arxiv.org/abs/1911.09070
http://arxiv.org/abs/1911.09070
https://commons.wikimedia.org/wiki/File:Detected-with-YOLO--Schreibtisch-mit-Objekten.jpg
https://commons.wikimedia.org/wiki/File:Detected-with-YOLO--Schreibtisch-mit-Objekten.jpg
https://doi.org/10.1109/CVPRW.2017.60
https://doi.org/10.1109/CVPRW.2017.60

	Scientific Paper
	Introduction
	Methods
	Experiments
	Results
	Conclusion

	Object Detection
	Object Detection
	You Only Look Once (YOLO)
	EfficientDet

	Training Strategy
	Fully Artificial dataset
	Marker detection on an anthropomorphic blood vessel phantom using YOLOv3

	Connecting to the MRI
	Using the Access-i API
	Coordinate systems

	Connecting to the MRI
	Web application

