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Abstract

To prevent privacy leaks through the HTTP referer (sic.) header, the
Referrer Policy header was introduced. However, this measure may be cir-
cumvented using request payloads. In cases of e-commerce websites, such a
bypass can leak to a third party what products a person views and buys.
This can include sensitive data, such as, e.g. purchases of medicine or sex
toys.
We investigate HTTP requests of over 3000 e-commerce websites visited by
Dutch citizens and conclude that on over 90% of these a strict referrer policy
is circumvented at least once, leaking the visited URL to a third party. We
provide detailed analysis of the third parties being leaked to, which reveals
such leakages occur most often to Google, by a large margin. Additionally
we identify over 1000 third-party domains to which such circumventions oc-
cur, showing that many different organisations take actions which diminish
the effectiveness of the privacy-preserving measure.
Finally, we provide technical artefacts developed to perform the research,
which can generate similar results for different sets of websites, and two
data sets: a corpus of 3533 e-commerce websites and HTTP requests made
to load 63594 pages on 3107 distinct websites.
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Chapter 1

Introduction

In recent years, a rise has been seen in the use of e-commerce websites, as ev-
idenced by the continuous growth of this sector [54]. A possible concern with
the fact that we buy increasingly more items online, as opposed to brick and
mortar stores, is the possibility that one’s shopping behaviour gets added to
the extensive tracking profiles being kept on people by organisations online
[36].

While the majority of people claim to be concerned with their privacy
[4, 8], they might not all be aware of the possible ways this information can
flow to such third parties. One such way is by leaking the URL of a product
page being visited, which can be used to identify the products a person is
viewing and possibly buying. Obtaining a collection of pages a person visits,
can provide detailed information on that person’s life and identity. Part of
one’s right to privacy is the right to form and present one’s own identity [49].
Thus, obtaining insights into a person’s shopping behaviour without their
knowledge or against their will, is a violation of their privacy and may have
negative consequences. For example, a homosexual teen living with strongly
homophobic parents, will desire a level of control over the way information
regarding their shopping habits is spread. If an advertising company serves
them adverts for pride flags while someone is looking over their shoulder,
they will be outed without having any control over it. Similarly, someone
who is part of a strict religious household looking at sources on atheism,
will have the power over their identity taken away if a ‘helpful’ social media
platform automatically ads them to a public group for people questioning
their religion.

We study a measure designed to prevent leakage of visited URLs and
thus protect privacy, and how it is circumvented on a large scale.

Scope and perspective

The data considered in this thesis relates to shopping habits. Specifically,
information on what products a person views, which may be inferred from
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viewing the URLs visited by this person.
Website owners can embed third-party resources that perform certain

functionalities on their pages, such as analytics, payment services, and mar-
keting insights. When a user visits a website that embeds a third-party
resource, the request made to the third party includes a field with the URL
from which the request was made: the referer (sic.) header [22]. The level
of detail that is sent to the third party is managed by the referrer policy

[10]. A stricter policy will allow less information leakage, while a more le-
nient policy allows more detail to be transferred to third parties. Referrers
and the policy governing them are explained in more detail in chapter 2.

Companies that provide services for analytics and marketing insights rely
on tracking users’ movements to, from, and through websites. Page referrers
have been a reliable source of detailed information on which exact pages
a user visits, until strict referrer policies were implemented. As a logical
consequence some providers call for circumventing strict referrer policies by
tagging their links with referrer information [55] and adding the full visited
URL to other parts of tracking scripts [9]. Another way to circumvent
trimming of the referer field, is by including a page’s URL in the request
made to a third party resource. This thesis studies whether such bypasses
occur in the wild in e-commerce websites, visited by Dutch citizens.

To be able to apply the General Data Protection Regulation (GDPR)
to any URL leakages we find, leakages need to have happened to European
citizens. For this reason, we focus on websites visited from the Netherlands.

Performed research and contributions

In this thesis we perform measurements on a sample of more than 3000 e-
commerce websites. Of these, over 90% circumvents a strict referrer policy
and leaks a URL to a third party at least once. We also observe leakage
to a wide range of different domains and companies. We show that while
the referrer policy security header may have some benefits in preventing
unintentional leakage of URLs, a multitude of organisations have found a
way to circumvent this measure. Furthermore, we publish all necessary
technical artefacts to repeat this research1. We also publish two data sets:
one containing a list of 3533 e-commerce websites and another containing
HTTP requests made to load 63594 pages on 3107 distinct websites.

Previous work has explored different manners of leakage of personal infor-
mation and different types of websites to measure prevalence of third-party
tracking on. Nevertheless, few of these papers have considered leakage of
shopping habits on e-commerce websites. Additionally, the only aspect of
the referrer policy header that has been extensively studied so far has
been the prevalence of its implementation. In other words, nothing relating

1https://github.com/TvOuwerkerk/evading-policy
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to its actual efficacy has been researched.
In the following chapters of this work, the technical and some of the legal

background are elaborated upon and related work is presented. Next, the
separate steps of the method are explained in detail. Finally, the results are
presented and discussed.
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Chapter 2

Background & Related work

2.1 Legal background

As written in the introduction, this thesis focuses on the rights of Dutch
citizens with regards to privacy and protection of their personal data.

All European citizens have ‘the right to respect for his private and fam-
ily life, his home and his correspondence’, as laid down by the European
Convention on Human Rights [12]. Part of the definition for ‘private life’
includes the right to personal identity [49]. Yet, this right is at risk once a
third party obtains information about a person against their will, as they
are now at the mercy of this third party’s goodwill, conscientiousness and
competence for the information not to be spread. When a third party learns
of your sexuality, religion, medical details, or other aspects of your identity,
you no longer hold the sole power to decide between disclosing or withhold-
ing these towards others.

Additionally, the handling of personal data is governed by the GDPR.
The GDPR takes a broad approach to the definition of ‘personal data’,
defining it in article 4(1) as ‘any information relating to an identified or
identifiable natural person’[50]. Moreover, the Article 29 Working Party,
an advisory body consisting of representatives from all European data pro-
tection authorities, has expressed the opinion that someone is processing
personal data if this processing is with the purpose of singling out a person,
regardless of whether a name can be tied to that person [5].

Wills and Uzunoglu report that the majority of third parties encoun-
tered on the web perform some form of tracking [62]. Thus, if these third
parties obtain any information on a person’s shopping behaviour, they are
processing personal data, as they are also tracking them.

Even if a third party does not perform any tracking, they will still be
able to tie a visited URL to an IP address. A question with regards to IP
addresses and internet tracking, is whether an IP address itself is considered
personal data. The Court of Justice of the EU has determined a dynamic
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IP address in the hands of a website publisher to be personal data if they
have reasonable means to tie the IP address to a natural person [13].

It is then still possible for a third party to get shopping information
related to solely an IP address without being at risk of processing personal
data. However, if the third party also either obtains a URL containing a
person’s name, employs other tracking mechanisms to track and/or identify
people, or in any way attempts to single out the person that the specific
shopping behaviour belongs to, they are processing personal data, for which
they would need to adhere to the terms and restrictions laid down by the
GDPR.

2.2 Preliminary knowledge

This thesis assumes some familiarity with the way the internet functions
and how websites are loaded. Regardless, two aspects are explained here,
due to their importance in understanding the purpose and methods of this
work.

HTTP referrers and the Referrer Policy

As mentioned in the previous section, there are many ways for information
on internet users to flow to third parties. One of these paths is focused on in
this thesis: the referer header. This is an HTTP request header that con-
tains the URL of the page from where a request is made. This can be useful
in certain cases, for example in analysis, logging, and optimisations [22]. A
problem with the referer header is that it can leak sensitive information
or give access to protected resources through leaking a capability URL, a
URL containing sensitive information or an identifier pointing to sensitive
resources [31]. A way to circumvent such a leak occurring, is by stripping
path information from the URL that is stored in the header.

Trimming the referrer URL can be done by setting a referrer policy.
The referrer policy is a relatively new measure, which most browsers only
started supporting in 2017 [10]. The policy defines an algorithm by which
the referer header is populated. This algorithm can depend on different
aspects: whether the destination of the request is on a different domain
than the origin, or whether or not the request downgrades the encryption
(HTTPS to HTTP). A website owner can decide to set the policy such that
the entire URL, just the origin, or nothing is sent in the referer header
each time [19]. Websites owners can set the referrer policy for an entire page
by specifying this in an HTTP response header or HTML meta attribute or
set it for specific resources, adding it to the HTML elements. The available
referrer policies are displayed in table 2.1. For more detailed examples, see
[10].
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Referrer policy Description

no-referrer Never include a referrer.

unsafe-url Always include the full URL in the referrer.

no-referrer-when-downgrade Don’t include a referrer when the protocol security
level downgrades (HTTPS → HTTP, file).

origin Only send the origin in the referrer.

origin-when-cross-origin Send the full URL when making a request to the same
origin and protocol security level, otherwise use the
‘origin’ policy.

same-origin Include the full URL for same-origin requests, don’t
send a referrer for cross-origin requests.

strict-origin Don’t send a referrer if the protocol security level
downgrades, otherwise only send the origin.

strict-origin-when-cross-origin Send the full URL for same-origin requests. For cross-
origin follow the ‘strict-origin’ policy.

Table 2.1: All possible referrer policies, including brief descriptions.

If a website does not define such a policy, the browser’s default is used.
Most major browsers have changed their default policy to strict-origin-

when-cross-origin at some point in the past two years: Chrome [48], Sa-
fari [61], Edge [46], and Firefox [40]1. This way, if a website uses a browser’s
default and a request is made to a different origin, only the origin of the
current URL is sent, instead of the full URL. Additionally, if the destination
domain uses HTTP while the current domain uses HTTPS, no referrer is
sent.

Strict referrer policies protect users from leakage of full URLs of the
pages they visit. However, methods exist to bypass this restriction. An-
other way for this information to leak, is through URL payloads. If a GET
request from www.example.com/product/code is made to www.service.

com/source?site=example.com\&path=product/code in order to load a
resource, the service still knows the exact page a user is on, since a request to
the service’s resource is made from the IP-address of the user, while includ-
ing the source website in the payload. This method allows a service to still
gather data on users’ shopping habits through requests made to their servers,
even when the owner of example.com sets a strict referrer policy. Another
example of such a bypass is shown in figure 2.1. This shows how a full prod-
uct URL is excluded from the ‘referer’ header, but it is still passed through
the request payload. Limited manual inspection has shown that some third
parties obtain the full URL by accessing the document.location.href and
window.location.href properties using JavaScript when crafting requests
to load their resources.

1See also: https://www.cookiestatus.com
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(a) Fragment of a request showing how the referrer
is trimmed to only include the origin of the visited
page, preventing accidental privacy leakage.

(b) Fragment of a request showing circumvention of a strict referrer
policy. The red section shows the URL of the visited page encoded in
the URL made to request another resource.

Figure 2.1: Fragments of two third-party requests made when visiting a product
page on aliexpress.com. The figures show how a referrer policy can prevent accidental
leakage of the visited URL and how this can be circumvented.

Crawlers

Measuring a website’s HTTP traffic is relatively straightforward: visit the
website and monitor and save HTTP traffic that leaves and enters the
browser. But doing this for a large amount of websites requires automa-
tion, which can be provided by crawlers. A crawler is a computer program
that controls an internet browser and sends requests to load websites and
analyses and/or saves what is necessary from the observed traffic and the
behaviour of the website loaded. Previous work has been done using crawlers
to measure aspects of the internet, which is discussed in the section below.

2.3 Related work

Previous work on third-party tracking and leakage of personal data can be
divided between a couple of topics.

Web measurement through crawling

As web crawls are a popular method in conducting measurement studies
online, some work has been done regarding the method itself. Zeber et al.
investigate the representativeness of data gathered through web crawling
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[64]. They note that traffic coming from an IP address of a cloud server
may be flagged as automated traffic and thus served different (tracking)
content. Ahmad et al. develop and use a framework to measure differences
between crawlers when utilised for different purposes [3]. In particular,
they research impacts on fingerprintability, prevalence and prominence of
third-party tracking services, and impact on server-side blocking. They
recommend researchers to explicitly state which crawling tool and version
they use, to increase repeatability. To improve repeatability of our study, we
make all code used available, instead of only sharing the names and versions
of tools used. Finally, Dabrowski et al. assess and discuss the effects of
the GDPR, legislation passed in 2016 in the European Union, on browser
cookies in the wild [16]. They measure a distinct difference between the
cookies offered to visitors from within or outside the EU. Thus, it should
be observed that measurement results from within the EU cannot always be
generalised to outside the EU.

Tracking on sensitive domains

Some work focuses on certain types of websites. The way this thesis puts its
attention on e-commerce websites, Zheutlin et al. measured prevalence of
advertisement-related tracking on government, non-profit and health-related
websites [65]. Similarly, McCoy et al. explore the same topic for COVID-
19-related websites, measuring requests to third parties and placement of
cookies [44], while Maris et al. use similar techniques to map out third-
party tracking prevalence on pornography websites. These are all contexts
in which ad-tracking is inappropriate and sensitive data is highly likely to
be at stake.

Other studies investigate more specific ways for personally identifiable
information (PII) to leak to third parties. Krishnamurthy and Wills define
PII as: “information which can be used to distinguish or trace an individual’s
identity either alone or when combined with other public information that
is linkable to a specific individual” [37].

PII leakage detection

Some have developed methods for detecting leakage of PII. For instance,
Qiongkai et al., who created an early method for detection PII leakage in
conversations with conversational assistants (chat bots) [63]. Hedin et al.
analysed data flow through usage of JavaScript and browser APIs and devel-
oped and evaluated JSFlow, a tool for dynamic information flow enforcement
[32]. And finally, Jain et al., who developed a methodology to detect known
and unknown identifiers within large, enterprise-size, network traces [34].
Identifiers were found in HTTP headers, URL parameters and payloads.
But also in non-HTTP messages.
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PII leakage in the wild

Another popular topic in investigating PII leakage are real-world measure-
ments; i.e. how common are certain paths for PII to leak. Acar et al. present
three such paths: invisible forms being injected to exploit browsers’ auto
complete functionality in order to harvest email addresses, extracting data
from social media being used as login service to track people and services
tracking user interactions with a website, including text fields where per-
sonally identifiable information is entered by a visitor [2]. Starov et al. have
studied leakage through contact forms on websites [56], while Starov and
Nikiforakis also considered browser extensions as a source of leakage [57].

Two papers on PII leakage are of particular note. In early work, Krish-
namurthy and Wills show how third parties can identify individuals through
the leaking of URLs of Online Social Networks, which uniquely identify a
logged in user, through the referer header or in the URI of a request be-
ing made to a third-party resource. These are exactly the types of leakages
this thesis considers as well. Later, Preibusch et al. show that many online
shops leak names and details of products being bought to payment provider
PayPal [52]. Here, the relation of user, data and third-party is similar to
the context considered in this thesis: a visitor of some e-commerce websites
whose shopping behaviour gets leaked to a third party service, implemented
by the website owner. Note, a difference between the work by Preibusch et
al. and this thesis, is that they only consider a single payment provider as a
third party which information is leaked to, whereas this work considers all
possible third parties.

Other web measurement studies

There are other papers and another source of data of note in relation to the
research we performed, which include web measurements, but do not discuss
PII leakage.

The first is a paper by Mathur et al., who crawled a large sample of
shopping websites to research a different aspect of online shops. They had
to take a number of similar steps in creating a corpus of e-commerce web-
sites which could be crawled and in dealing with automatically navigating
e-commerce websites. Especially their work on corpus creation served as
an inspiration for the methods used in this thesis [41]. The second is by
Lavrenovs and Melón. In September 2017, they collected HTTP responses
of the top 1 million websites in order to analyse the deployment of secu-
rity headers, including the referrer-policy header. They found that of
the top 1M websites, less than 0.5% of websites implemented this header
[38]. Aside from these publications, another source of data relating to our
research is Scott Helme’s crawler.ninja project. The project includes a
data set containing daily crawls of the Alexa top 1M list, analysing security
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headers. It shows us that of these 1M sites, about 0.07% have implemented
a referrer policy [15].

2.4 Comparison to prior work

The previous section discussed a number of different studies which relate
to our work in a variety of ways. There have been many papers measuring
prevalence of PII leakage through several mechanisms, including the leakage
of URLs through referrers and URL payloads. There have also been studies
that crawled e-commerce websites and studies that investigated aspects of
the referrer-policy header.

This thesis sets itself apart by actually measuring prevalence of leakages
through request URL payloads. Additionally, in the literature little to no
work has been done regarding the circumvention of strict referrer policies,
which is a gap this thesis will attempt to fill.
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Chapter 3

Research

The research was performed as follows. First, a representative list of e-
commerce websites was compiled. Then, we used a web crawler to visit
these sites and measure and capture HTTP traffic. After that, the gathered
data was analysed to answer the main research question, whether strict
referrer policies are bypassed through URL payloads of requests, and map
out to what extent URL information is leaked to third parties. These steps
are displayed in figure 3.1.

The following sections discuss the challenges encountered during the re-
search, and steps taken to address them.

3.1 Website Corpus

The first step was to create a list of websites to be crawled. The list needs to
consist of e-commerce websites to fit the scope of the research. The websites
in the list also must be visited by people from the Netherlands. Additionally,
the websites in question should be in Dutch or English, to enable manual
inspection of their contents when necessary.

Chrome User Experience Report

The starting point for collecting the corpus was CrUX: the Chrome User Ex-
perience Report [28]. CrUX is a data set created by Google, using statistics

Figure 3.1: Overview of the data collection steps.
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gathered from users of the Google Chrome web browser. It stores perfor-
mance metrics of a large amount of sites. One of its features is of particular
benefit for this study: the data set supports filtering users’ countries of ori-
gin. This allows obtaining a list of websites specifically visited from the
Netherlands.

Additionally, it is possible to request a top-n bucket for different orders
of magnitude, e.g. one can filter to only viewing the top 100, top 10000 or
top 1 million results, ordered by number of visits. Applying some additional
filters (e.g. only getting results for desktop usage, as mobile usage results
were adding duplicates to the list of results), yielded a list of 170K domains.
Removing duplicate first level domain names resulted in a list of a little
under 150K unique URLs, visited by people from the Netherlands in July
2021. The exact query used on the CrUX data set is presented in appendix
A.

McAfee TrustedSource category tagging

The next step was filtering out e-commerce websites. This was done us-
ing the McAfee Trustedsource site category tagging, a source containing
categories for a large number of websites, that can be used for website
filtering[43]. See the TrustedSource WebDatabase Reference document for
all categories [42]. Through some trial and error, the following categories
were filtered for: ‘Auctions/Classifieds’, ‘Fashion/Beauty’, ‘Gambling’, and
‘Online Shopping’. Other categories were considered, including ‘Market-
ing/Merchandising’ and ‘Pharmacy’, but these appeared to include more
informational websites rather that actively offering goods or services to con-
sumers. Filtering to e-commerce websites yielded a total of 4548 websites.

Language tagging with Polyglot

Finally, the formed list had to be filtered to domains whose content is written
in Dutch or English. The same steps outlined by Mathur et al. in their pa-
per [41] were used here as well, by leveraging Selenium’s python library [47]
for downloading the domains’ front pages along with the polyglot python
library for language detection [1]. In order to test the necessary parameters,
a random sample of 100 websites was selected to crawl with different thresh-
olds for the confidence level of polyglot’s answers. Choosing a threshold
of 90% returned 98 results of which, manual inspection showed, 83% were
tagged English or Dutch. In the set of English- and Dutch-tagged websites,
3 sites were mistakenly tagged as such, likely due to multiple languages
occurring on said pages.

Running the full tagging crawl returned successful results for most web-
sites. Selenium encountered some errors due to redirects and unknown DNS
records, but the crawl returned sufficient results. 4367 websites (96%) were
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successfully tagged, of which 3533 (81%) were tagged to be either English
or Dutch.

3.2 Crawls

There are several tools for automated web crawling. A popular choice is
OpenWPM, a web privacy measurement framework using Selenium, built
on Firefox [20]. At the time of writing, OpenWPM has been used by 76
different studies [53]. OpenWPM is an expansive toolkit that can be used
for many different purposes. A downside for this is that the learning curve
may be steep.

A more user-friendly and out-of-the-box alternative is Tracker-Radar-
Collector [27]. Tracker-Radar-Collector is part of the Tracker-Radar project
by DuckDuckGo, used to gather information on tracking online [18]. Tracker-
Radar-Collector is a rather robust crawler, based on puppeteer, a library
used for automating browsing with Chrome or Chromium. While Tracker-
Radar-Collector can be used as-is to gather measurements of HTTP requests
of a list of given websites, some additions needed to be made for it to be
fully suitable for our research.

Tracking consent requests and Consent-O-Matic

As discussed in section 2.1, data on European citizens is governed by the
GDPR. The GDPR requires websites that process users’ personal data to
have a valid basis for processing [50, Art. 6]. For tracking and advertising-
related purposes, the basis generally chosen is either consent or a claim of
legitimate interest.

For our research, we want to reject, any requests for processing personal
data, where possible. If we do not allow processing of our data, any results
found where processing is happening regardless, occur against the wishes of
the visitor and can be seen as potential violations of the GDPR.

One of the ways websites handle managing user consent is by utilising
Consent Management Providers (CMPs). These parties offer solutions for
website publishers to handle user consent. An upside of the existence of
CMPs is that there will be similarities between how different websites han-
dle consent, if they use the same CMP. This upside is leveraged in Consent-
O-Matic, an extension for Google Chrome that is capable of automatically
handling different consent forms [59]. Figure 3.2 shows several different
instances of CMP dialogs offered by OneTrust. Both graphically and func-
tionally they are similar, but not entirely the same.

Consent-O-Matic relies on handwritten definitions on how to differently
structured and styled consent windows. The fact that it relies on handwrit-
ten rules means that it is a relatively maintenance-heavy program. Com-
bining that with the fact that it had not been actively developed for a time
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(a) Fragment of a CMP dialog by
OneTrust on agefotostock.com

(b) Fragment of a CMP dialog by
OneTrust on countryliving.com

(c) Fragment of a CMP dialog by
OneTrust on astrogaming.com

Figure 3.2: Examples of three different occurrences of OneTrust CMP dialogs. Note
how they have similar graphical elements, but differ subtly.

[23], made it less reliable during our research than it was at its conception.
CMPs will change their methods over time and other, non-included, CMPs
might sprout and become more widely-used.

In order to determine the success rate for Consent-O-Matic for the spe-
cific corpus of e-commerce sites used in our research a sample crawl was
done on a random sample of 100 websites. To facilitate manual inspection,
a screenshot collector module was added to Tracker-Radar-Collector, which
allows the crawler to take screenshots of a site after it has attempted to han-
dle any consent window. Of the 100 checked websites, 93 loaded successfully.
Of these 93 websites, there were 56 cases where a consent window was of-
fered. Of these 56 cases, Consent-O-Matic successfully detected 13. This
means that the extension had a success rate of roughly 23% on e-commerce
websites where a consent window was actually offered.

A success rate of 23% would be acceptable to use if all rules functioned
perfectly. Unfortunately, the rule for the CMP OneTrust was found not to
include the steps to object to claims of legitimate interest when this option
is offered. An example of such a CMP dialog is shown in figure 3.3. The
lack of support for objection of legitimate interest claims happens to be a
known issue for other rules as well [24].

Since detection and action are two separate steps in Consent-O-Matic
and at least two rules were found to be outdated, there was no guarantee that
other rules would not also be outdated and possibly broken, even if Consent-
O-Matic reported encountering such a CMP. An additional rule was added
for the case where OneTrust allows objecting to legitimate interest claims,
as was a rule for Bol.com which does not use a CMP but rather has its
own consent management window. Unfortunately checking and updating
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Figure 3.3: Fragment of a OneTrust CMP dialog as found on countryliving.com. To
fully reject any tracking occurring, the user needs to have the slider buttons turned off
as well as pressed the ‘Object to Legitimate Interest’ buttons. The latter is not done
by Consent-O-Matic in its current state.

all rules would take too much time and is outside the scope of this thesis.
Thus, the limitations of Consent-O-Matic had to be accepted as being a part
of the research, as will be further discussed in chapter 5.

Gathering and classifying links

At the start of crawling, the only source of domains is the corpus of front
pages of e-commerce websites. In order to get inner-page URLs that contain
actual product information, Tracker-Radar-Collector would have to collect
these URLs itself somehow.

In order to facilitate collection of additional URLs, an option to scrape
all links from a website was added to the crawler and each list of links from
each visited page was added to a separate file.

To identify interesting pages, outside domains were filtered out and a
way to identify likely product pages would need to be implemented. This
was done by using a classifier that was trained to predict whether a given
URL is one that belongs to a product page or not, based purely on the
contents of the URL and outputs a score, which can be used to rank URLs
[14].

It can actually be quite difficult to confirm whether a page is a product
page or not. Mathur et al. encountered this same problem and implemented
a check for the presence of an ‘add to cart’ button, which should confirm the
page to be a product page [41]. While the code for this functionality exists,
injecting it into Tracker-Radar-Collector and fully testing it would take too
much time for this project. Thus we decided to rely fully on the URL
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classifier. Manual inspection on 100 randomly selected web pages showed
that only 10% of the encountered links were product pages. However, the
classifier we used reported 26 pages were likely product pages. In total
there were 17 false positives and 1 false negative. Of the false positives, 13
were pages which listed products, showing categories of products, instead
of singular products. The choice to only use the URL classifier is further
discussed in chapter 5.

To maximise the chance of encountering product pages, Tracker-Radar-
Collector was expanded with an option for reading and storing crawled URLs
in a specific way. Similarly to its -i, --input-list <path> input option,
a list of domains can be offered as input. For each of the input domains, a
specific folder is created where the results of data collection on each domain
are stored.

Additionally, an administration file was added to each domain folder.
This allows Tracker-Radar-Collector to keep track of URLs already visited
on each domain and also serves as a place to internally store URLs that still
need to be crawled.

The altered file structure and administration file allow for having mul-
tiple runs with the crawler where links are collected on a run, after which
they are scanned for suitable targets, which are the pages visited in the next
run. This way, for each domain there will be a type of breadth first search
on links of the domain, guided by the likelihood of a page being a product
page.

Running the crawl

As explained above, while collecting measurement data the crawler also
collects links it might visit later. For our research, we determined that on
most e-commerce websites, product pages are likely to be reachable within
two clicks from the front page. Thus, we made the choice to have the crawler
do three runs in total. First, a crawl of all front pages, followed by two crawls
on collected links, to reach a maximum depth of two clicks. Additionally, we
decided to collect the ten most likely links for each website on each collection
run, to have a decent likelihood of finding at least a few product pages, while
also ensuring the total amount of pages would not scale too fast.

The full crawl was run using a server hosted on DigitalOcean [17]. The
GitHub Student Developer Pack granted $100 worth of credit on the Digi-
talOcean platform [26], of which about $25 was used in total. The crawl was
performed on a CPU-optimised machine with eight GB memory and four
CPUs, located in Amsterdam. The total process took about 120 hours and
consisted of three stages. The first stage involved crawling the 3533 front
pages of all domains and collecting links that could be used for crawling as
well. The subsequent stages, displayed in figure 3.4, consist of two steps:
sorting collected URLs by likelihood of them being a product URL to select
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10 new URLs to crawl and then crawling these pages and collecting more
URLs to be used in future crawling stages.

Figure 3.4: Overview of the process of running a crawl with iterative link collection
and data gathering.

3.3 Analysis

Tracker-Radar-Collector uses the Chrome Devtool Protocol [7] to capture
the HTTP requests and the associated responses. For each request it records
a number of fields, such as the visited URL, referrer policy used, initiators,
and response headers. For each visited page it creates a JSON file and saves
a list of all requests for that page. Appendix A shows an example of the
information stored.

To analyse results for all pages, a Python script was created to process
the JSON file generated by Tracker-Radar-Collector and detect occurrences
of referrer policy bypasses. If a request was (1) made to a third party, (2)
does not include the full page URL in the referrer and (3) does include the
page URL in the request URL, the script determines a circumvention of a
strict referrer policy was made. Pages that have an empty path are not
taken into account, as leaking a full page URL without path does not carry
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much additional information beyond what the referrer will already reveal.
To detect whether a page URL is leaked through a request URL, mul-

tiple strings are checked for their presence in the request URL: the page’s
full URL, its path, the URL with its protocol stripped, and the URL with-
out protocol and fragment. For each of these strings a few encodings are
considered: plaintext, percent encoding [51] and base64 encoding.

After determining all leaks that occur on each website we can analyse
these results in detail from different perspectives. The next chapter discusses
all findings in detail.
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Chapter 4

Findings

4.1 Overview

In total, we attempted to crawl 3533 websites, of which 3107 were crawled
successfully, while 426 websites were discarded as they yielded an insufficient
amount of results (0 or 1 pages). Measurements were taken on 64060 pages.
Of the crawled pages, 444 were actually redirected to pages outside of the
targeted website’s domain. 22 reported invalid ‘URLs’, such as chrome-

error://chromewebdata/ This means, in total, valid measurements were
obtained from 63594 pages.

On 2892 (≈ 93%) of the crawled websites a strict referrer policy was
circumvented at least once, leaking to a third party when this would not
happen through the referer field. More details on the third-party domains
being leaked to are discussed in section 4.4.

Note that all ‘leaks’ discussed here are cases where a strict referrer policy
is bypassed. In other words, we discuss cases where a strict referrer policy
is used for a request, keeping the full visited URL out of the referrer, but
some third party still obtains the visited URL through a request payload.
If a website uses a lenient referrer policy, unsafe-url for example, which
always puts the full visited URL in the referrer, we do not treat it as a leak.
This situation could still be described as a ‘privacy leak’, but it is out of
scope for our study. Even if the third party also obtained the URL through
a request payload, this is not as significant a result, because they could have
gotten the same information from the referrer regardless.

In the following paragraphs, more detailed results are presented, count-
ing leakages to specific domains, organisations, and endpoints. Apart from
the total amounts, two distinctions are also made within the data, in order
to reveal more precise correlations.
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Categorisation by Tranco rank

First, we combined the crawled list of e-commerce websites with a world-wide
popularity ranking. The Tranco list provides a ranking of websites sorted
by popularity [39]. Combining the Tranco list with our list of e-commerce
websites, allows us to divide the measurements into separate buckets of
‘high’ and ‘low’ popularity websites. Closer investigation of the distribution
of these ranks among the crawled websites shows that there is no uniform
distribution among the possible 1 million ranks. As shown in figure 4.1,
a somewhat uniform distribution can be seen among ranks one to 60,000,
after which the number of leaking websites drastically drops. To prevent
small bucket sizes we only observe websites of ranks one through 60,000, as
smaller buckets could cause large fluctuations in further analysis results

Figure 4.1: Distibution of Tranco ranks of the crawled websites

Categorisation by CMP-presence

Second, as discussed before in section 3.2, the use of Consent-O-Matic al-
lowed us to divide crawled websites between having a detectable Consent
Management Provider dialog or not having one. This distinction would be
most useful if detection of any CMP dialog happened perfectly and requests
for tracking were always rejected. However, as discussed before, we know
only a subset of CMP dialogs was detected and we cannot be fully sure
whether all detected requests for consent to personal data processing were
successfully rejected. Our results may be less affected by potential errors in
CMP rejection rules, as will be discussed in the following paragraph.
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CMP rejection success

In total, 468 (≈ 15%) crawled websites were found to be using a detectable
CMP. A large portion of the crawled e-commerce websites appear to be
using the same CMPs. Table 4.1 shows the top 5 most encountered CMPs,
sorted by prevalence. The top entry, ‘onetrust-LI’ is the custom rule that
was implemented for our research to handle OneTrust windows which claim
legitimate interest, the second is CookieBot, a CMP by UserCentrics [11].
The two most encountered CMPs together already account for over half of
all occurrences of CMP dialogs.

The ‘onetrust-LI’ rule was created very recently and tested specifically
for use in our research, so we can be quite sure it allows Consent-O-Matic
to properly reject tracking requests. The second CMP, CookieBot, does
not offer configuration to claim legitimate interest [60], so we can be sure
there have been no changes in that regard since the rule was originally
written. Additionally, we performed manual testing of Consent-O-Matic
on 20 websites using this CMP and confirmed the extension to be working
properly on all websites in this sample. The reliability of these two most-
used CMPs allows us to at least be reasonably sure that rejecting tracking
consent has had enough of a decent impact. This enables us to compare
leakage behaviour in the separate cases of accepting or rejecting requests for
consent to personal data processing.

CMP Number

onetrust-LI 198

cookiebot 125

onetrust-OLD 39

cookiebar 26

optanon 19

Table 4.1: Top 5 most encountered CMPs, sorted by number of crawled websites
using them.

It should be noted that our results regarding CMP prevalence differ
from earlier results. Hills, Woods, and Böhme have reported OneTrust and
Quantcast to be the most prevalent CMPs [33]. Their results may differ from
ours because of a difference in website corpus. CMP prevalence is further
discussed in appendix C.

The coming sections present all leakage data gathered. Note that in
some cases clear differences can be seen when making the distinction between
websites with or without a detectable CMP, which is another indication that
rejecting tracking with Consent-O-Matic may have had some effect on the
occurrence of leakages.
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4.2 Referrer policies

446 (14.4%) of all crawled sites sets a referrer policy through an HTTP re-
sponse header. Table 4.2 shows the most popular single-policy results, i.e.
cases where websites provide only a single referrer policy value. It is notable
that the browser’s default policy, strict-origin-when-cross-origin, is
also the most popular policy to be manually set. In second place comes
no-referrer-when-downgrade, which was the default policy for many browsers
before the last change. This is notable as the no-referrer-when-downgrade
policy is quite a relaxed policy, as it causes the full visited URL to be sent
when the protocol security level stays the same.

Referrer policy Nr. of websites

strict-origin-when-cross-origin 142 (32%)

no-referrer-when-downgrade 130 (29%)

same-origin 54 (12%)

origin-when-cross-origin 19 (4%)

no-referrer 19 (4%)

unsafe-url 17 (4%)

strict-origin 16 (3%)

origin 14 (3%)

Table 4.2: Referrer policies set through HTTP response headers on the crawled
websites and the number of websites setting them.

Besides these single policies, a few websites specified fallback policies on
top of the main policy. For example, eurocarparts.com specifies a policy
of no-referrer, same-origin, which means the browser should primarly
use same-origin, but use no-referrer as a fallback when the first is not
implemented.

There are also some instances of websites using different referrer policies
for different pages. chronext.com, for example, uses the same-origin pol-
icy on most of their site, but sets the policy to unsafe-url on their investors
relations page.

Finally, a few pages responded with multiple copies of the referrer-policy
header. For example, on a number of their pages simonandschuster.com re-
sponds with both strict-origin-when-cross-origin and no-referrer-

when-downgrade upon loading the page.

4.3 Number of leakages per website

As stated before, a total of 3107 websites were successfully crawled. On
about 93% (2892) of them, leakage to at least one domain was detected.
However, a portion of the investigated websites leaked to more than one
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domain. A summary of these amounts is displayed in table 4.3. We measure
2050 (66%) of websites leaking to five or more domains, and 1195 (38%)
leak to ten or more domains.

Amount of leakages Nr. of websites

≥ 1 2892

≥ 2 2684

≥ 3 2458

≥ 4 2252

≥ 5 2050

≥ 6 1857

≥ 7 1664

≥ 8 1490

≥ 9 1340

≥ 10 1195

Table 4.3: Amount of leakages to
distinct domains per website.

Domains Nr. of sites leaking

google-analytics.com 2491

facebook.com 1662

doubleclick.net 1513

google.com 1429

google.nl 1293

bing.com 854

pinterest.com 590

nr-data.net 367

twitter.com 297

googlesyndication.com 267

Table 4.4: Top 10 third-party domains
being leaked to, sorted by number of dis-
tinct websites.

When splitting up these numbers by rank, as shown in figure 4.2, we
see more popular websites tend to leak to more distinct third-party domains
than less popular websites do.

1-12K 12K-24K 24K-36K 36K-48K 48K-60K

n = 416 n = 516 n = 525 n = 463 n = 518

Figure 4.2: Number of leakages to distinct third-party domains per crawled website,
divided by rank. The figure shows more popular websites tend to leak to more distinct
third-party domains than less popular websites do.
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Trying to split up this data between websites with or without rejected
CMP dialogs does not reveal anything of interest. There appears to be a
gradual change in the difference between the two categories (‘CMP’ and ‘No
CMP’) when comparing lower numbers of distinct leakages on websites to
higher numbers, but this difference amounts to only a few percentage points.

4.4 Domains being leaked to

Taking all circumventions into account, a total of 1067 third-party domains
being leaked to, were counted. However, this does include ‘leaks’ to end-
points on different domains, but owned by the same organisation as the
crawled website. For example, abebooks.com leaks to abebookscdn.com,
but these are both owned by the same company. It should therefore be
noted that third party domains being leaked to by only one or two websites
in this set are less likely to be relevant, as they are more likely servers owned
by the same party as the domain leaking to them.

Figure 4.3: For each third-party domain, number of websites leaking to them, sorted
from high to low. This shows the majority of leakages occurring only happen to a small
selection of third parties.

When viewing the number of websites that leak to each third party,
it becomes apparent that the majority of third parties counted are possibly
such organisation-specific domains. Figure 4.3 shows the number of websites
that leak to each third party domain, sorted from high to low. This data
reveals that fewer than 375 third-party domains get leaked to by more than
two websites, while less than 150 third-party domains get leaked to by more
than 10 websites.
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Absolute numbers and prevalence

Considering only the absolute numbers of leakages to each third party, re-
veals a dominance of one party. As shown in table 4.4, the majority of
leakages happen to google-analytics.com. Additionally, 5 out of 10 do-
mains in the top 10 list belong to Google LLC (doubleclick.net is an
advertising platform owned by Google [29]).

However, only considering the leakage amounts disregards the fact that
some third-party services may be used more than others. Table 4.5 displays
both the number of leaks to a third-party domains, but also how many
distinct websites have made at least one request to each domain. Using
both the leakage and usage numbers, a percentage is calculated to show
how many percent of websites ‘using’ (i.e. making requests to) a domain
also leak their URL to that domain. This data shows that while websites
leak full URLs to google-analytics.com most often, leakages to Facebook
occur in a slightly higher percentage of usages (93.3 vs. 95.2 respectively).

Domain Leaking Using Percentage

google-analytics.com 2491 2670 93.3

facebook.com 1662 1748 95.1

doubleclick.net 1513 2562 59.1

google.com 1429 2574 55.5

google.nl 1293 2195 58.9

bing.com 854 910 93.8

pinterest.com 590 634 93.1

nr-data.net 367 413 88.9

twitter.com 297 370 80.3

googlesyndication.com 267 384 69.5

(a) Most leaked-to domains.

Domain Leaking Using Percentage

googleadservices.com 248 1460 17.0

gstatic.com 141 2352 6.0

yahoo.com 79 495 16.0

taboola.com 70 428 16.4

addthis.com 66 540 12.2

adsrvr.org 59 244 24.2

outbrain.com 48 375 12.8

casalemedia.com 45 512 8.8

youtube.com 43 918 4.7

snapchat.com 43 245 17.6

(b) Most used domains with percentage < 50, but
more than 40 leakages.

Table 4.5: Domains being leaked to, including the number of distinct websites leaking
to them, the number of distinct websites sending at least one request to (i.e. ‘use’)
the domain and the percentage of these usages that also include a leakage.

It should be noted that the prevalence of different domains on the crawled
websites may be different for other websites on the internet. The crawled
data set consists of e-commerce websites, which may include different third-
party services than other websites would. Acquiring data on internet-wide
usage statistics of certain services by websites can be done using builtwith.
com [6]. BuiltWith provides a technology lookup service, which allows users
to see how often internet technologies are used. For some domains, getting
usable data proves difficult, as one domain can be used to host a number
of services. For example, facebook.com offers a large number of services
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including Facebook pixel and login services. The domains, for which data is
available, are included in table 4.6. Here, prevalence of third-party domains
is compared to their prevalence in the top 100,000 most-visited websites
on the internet. The prevalence of these services is of roughly the same
magnitude in our crawled data and the top 100k websites. Two outliers in
this regard are yahoo.com, which occurs on about 15% of our crawled web-
sites while having a prevalence of 0.2% in the top 100k, and snapchat.com

which appears on approximately 7% of websites in our crawled data, but
only 0.15% in the top 100k.

Domain Crawled data
prevalence (%)

Top 100k preva-
lence (%)

google-analytics.com 85.9 70.7

doubleclick.net 82.5 47.8

pinterest.com 20.4 13.6

nr-data.net 13.3 14.1

twitter.com 11.9 6.8

gstatic.com 75.7 29.1

youtube.com 29.5 31.7

addthis.com 17.4 10.4

yahoo.com 15.9 0.2

taboola.com 13.8 4.43

outbrain.com 12.1 3.42

snapchat.com1 7.9 0.15

Table 4.6: Prevalence of domains listed in table 4.5 in the crawled data set and in
the top 100k most-visited websites, as reported by BuiltWith.

Effect of website popularity

Displaying the proportion of leaking websites across different Tranco ranks
reveals some subtle trends. Figure 4.4 displays the percentage of websites
that leak to the 7 most leaked-to domains, divided across different ranks
of the visited websites. It shows that less popular websites have a ten-
dency to leak to google-analytics.com more often, while leaking less to
pinterest.com and bing.com. Further exploring what may cause these ap-
parent correlations is unfortunately outside of the scope of this research and
will require further investigation.

1Data on Snap Pixel for Shopify was used
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Effect of rejecting consent

Figure 4.5 reveals there are some noticeable differences in the numbers of
leakages between websites where a CMP dialog was rejected and websites
where such a dialog was not encountered. Among the 10 most leaked-to do-
mains, leakages of the visited URL were generally less common on websites
where a CMP dialog was encountered, and likely rejected. The only outliers
appear to be nr-data.net and googlesyndication.com

1-12K 12K-24K 24K-36K 36K-48K 48K-60K

n = 383 n = 479 n = 497 n = 425 n = 482

Figure 4.4: Percentage of crawled websites leaking to the
top 7 most leaked-to domains, categorised by ranks of web-
sites leaking to them.

Figure 4.5: Percentage of crawled websites leaking to the
top 10 most leaked-to domains, categorised by whether a
visited website had a detectable CMP dialog.

Conclusion

This section has discussed in detail the amount of leakages to distinct third-
party domains that occur from the crawled websites. It presented data on
prevalence of leakage and usage and compared this with data on the top
100k websites. Furthermore, it showed correlations between the number of
leakages and the Tranco rank of the website leaking, as well as a correlation
between number of leakages and the presence and rejection of a CMP dialog
on a website.

It was noted however, that a number of domains belong to the same
organisation, which means these results could paint a misleading picture
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on which organisations obtain URL information most often. For example,
there might be an organisation we are not aware of, owning a large number
of domains each being leaked to by only a moderate amount of different
websites. Aggregating leakages to domains may reveal other organisations
being leaked to quite often. Additionally it was noted that some domains,
e.g. facebook.com, may be used for separate purposes, so just looking at
domains being leaked to may not provide an adequate level of granularity.

The following two sections tackle both of these problems. First the
crawled results are mapped to organisations and are presented. Second, a
number of the most leaked-to domains are investigated in more detail in
order to determine whether specific services are leaked to more often.

4.5 Organisations being leaked to

In order to map the encountered third-party domains to the organisations
they belong to, some data set containing such a mapping is necessary. For-
tunately this data is provided by the Tracker Radar project [25]. Using the
provided data set, a total of 419 distinct organisations were identified from
535 distinct domains. The top 10 most leaked-to organisations are displayed
in table 4.7. As expected from the results on leakages to domains, Google
and Facebook stick out far above the other entries. Due to the combining
of all domains owned by Google, this top 10 also includes companies which
were not represented in the domain top 10: Trustpilot, Salesforce, Paypal
and Cybot.

Absolute numbers

Interesting to note is that table 4.7 shows that there is a large amount
of overlap in websites leaking to separate domains owned by Google LLC.
It can be seen that all of the Google-owned domains aside from google-

analytics.com only account for 159 new leakages on top of those already
occurring to their analytics service. Additionally, it shows us Facebook is not
leaked to separately through any other domain besides facebook.com. The
same can be seen for Pinterest, New Relic, and Twitter with pinterest.com,
nr-data.net, and twitter.com respectively.

Division by categories

The same categorisations to those made previously are applied. Categorising
by Tranco rank and by rejection of a CMP dialog. When doing so, similar
correlations are seen to those observed when displaying the data on leakages
to domains. As shown in figure 4.6, the rise in leakage to Google, when
considering less popular websites, is still present, however, it appears to be
less pronounced. At the same time, the decline in leakages to Pinterest and
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Organisation Nr. of leaking websites

Google LLC 2650

Facebook, Inc. 1662

Microsoft Corporation 920

Pinterest, Inc. 590

New Relic 367

Twitter, Inc. 299

Trustpilot A/S 217

Salesforce.com, Inc. 156

PayPal, Inc. 129

Cybot ApS 125

Table 4.7: Top 10 most leaked-to organisations, sorted by number of distinct websites
leaking to them.

Microsoft (owner of bing.com) in less popular websites are similar to those
seen of their respective domains.

1-12K 12K-24K 24K-36K 36K-48K 48K-60K

n = 378 n = 477 n = 492 n = 422 n = 480

Figure 4.6: Percentage of crawled websites leaking to the
top 10 most leaked-to organisations, categorised by ranks of
websites leaking to them.

Figure 4.7: Percentage of crawled websites leaking to the
top 10 most leaked-to organisations, categorised by whether
a visited had a detectable CMP window.

When dividing the data up by CMP presence, as displayed in figure 4.7,
one obvious outlier is observed. Cybot ApS is exclusively leaked to from
websites which include a detectable CMP dialog. This may seem surprising
at first, but is easily explained by the fact that Cybot ApS owns cookiebot.
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com which is one of the detectable CMPs.

4.6 Endpoints being leaked to

As discussed in section 4.4, in the case of one company offering different
services, it may be difficult to identify which services are the cause of leak-
ages if all services are hosted from the same domain. Here, we discuss a
selection of noteworthy results with more granularity, to shine a light on
which endpoints exactly are leaked to.

Note that while identifying these endpoints may suggest specific services
run on them, there is no guarantee that a URL containing ‘analytics’ is
actually used for an analytics service and not also used to provide further
tracking or advertising services.

Table 4.8 shows the endpoins of facebook.com being leaked to. By far
the most occurring are leaked to facebook.com/tr/, which is the endpoint
of the Facebook tracking pixel [21]. Other endpoints appear to include an
authentication service, plugins, and calls to the Facebook Graph API [30].

Endpoint Nr. Leakages

facebook.com/tr/ 1584

facebook.com/x/oauth/status 114

facebook.com/plugins/like.php 46

graph.facebook.com/ 15

facebook.com/plugins/customer chat/SDK/ 13

Table 4.8: Top 5 leakages to specific endpoints of
facebook.com.

Endpoint Nr. Leakages

google-analytics.com/j/collect 1805

google-analytics.com/collect 1727

google-analytics.com/g/collect 589

google-analytics.com/r/collect 7

ssl.google-analytics.com/r/ utm.gif 5

Table 4.9: Top 4 leakages to specific endpoints of
google-analytics.com

Leakages to endpoints of Google Analytics are displayed in table 4.9.
The table shows the vast majority of leakages occur in requests to ‘collect’
URLs. These URLs are used by website owners to send raw user data to
the Google Analytics server for analysis [45].

4.7 Referrer policy effectiveness

We have presented all cases where a strict referrer policy is circumvented.
Although, in order to make a case for the efficacy of the referrer policy, we
also need to consider the cases where a referrer policy prevented a third
party from obtaining information on a visited URL.

We first collected which third parties were present on each crawled web-
site: a total of 6269 domains. We also count which of these did not obtain
the URL of the page, either through the referrer or through a URL payload,
which is a total of 5365 third parties. It should be noted that a number
of third parties employ the circumvention mechanism we have measured
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on some websites, but not on others. Thus, removing all third-party do-
mains leaked to at least once from this total of domains blocked at least
once, we get a list of third-party domains, which do not obtain page URLs
through the referrer or through request URLs, consisting of 4944 third-party
domains, occurring on 2928 distinct websites. Though, only 193 websites
blocked referrer leaks, while never leaking through request payloads.

Set Size

Total number of third-party domains encountered 6296

Third-party domains blocked from obtaining page URLs at least once 5365

Third-party domains never obtaining a visited URL 4944

Table 4.10: Summary of the different ways of counting the amount of successful
cases a referrer policy prevent leakage of the visited URL to a third-party domain.

Similar to how we analysed leakages to domains, we again need to con-
sider the possibility that an organisation is successfully prevented from ob-
taining the visited URL through the referrer on one third-party domain,
but may still obtain it through another. Thus, we again consider the total
number of third-party organisations present (1284), count the number of
organisations blocked at least once (1062), and remove any results where an
organisation was leaked to on another domain, resulting in a total of 811
third-party organisations.

Set Size

Total number of third-party organisations encountered 1284

Third-party organisations blocked from obtaining page URLs at least once 1062

Third-party organisations never obtaining a visited URL 811

Table 4.11: Summary of the different ways of counting the amount of successful
cases a referrer policy prevent leakage of the visited URL to a third-party organisation.
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Chapter 5

Discussion

Despite strict referrer policies being deployed for many websites, our find-
ings show that full URL leaks are extremely common. Our investigation has
shown that a large portion of e-commerce websites visited by Dutch citi-
zens, leak URLs of pages that users visit. The result confirms that Google,
Facebook, Microsoft, Pinterest, and other companies get access to exactly
what products users are viewing on other websites.

The referrer policy header should however not be fully discounted. Leaks
identified in earlier research, like that of Krishnamurthy and Wills [37], are
prevented by having strict referrer policies being the default for all major
browsers. We also see roughly 80% (4944 of 6296) of third-party domains do
not utilise the request-URL bypass to obtain page URLs. These third parties
are successfully prevented from obtaining the page URL through the referrer.
Aggregating the results for third-party domains to third-party organisations,
reveals that about 60% (811 of 1284) of third-party organisations do not use
payload URLs to obtain page URLs. This means they are either successfully
blocked from receiving page URLs, or employ different methods to obtain
these URLs or track users.

Another interesting piece of data is the fact that over 14% of our sam-
ple actively sets a referrer policy. This is orders of magnitude greater than
the 0.05% and 0.07% reported by studies covering the top 1M most pop-
ular websites. Of the websites setting a referrer policy 29% chooses for
no-referrer-when-downgrade. This policy only blocks a referrer from
being sent if the protocol security level downgrades (HTTPS → HTTP),
sending the full visited URL in all other cases. Since adoption of HTTPS is
widespread these days, this policy does little to benefit protection of visitors’
privacy.

Besides confirming that referrer policy bypasses occur, we have also
shown more detailed insights. Overall, we have shown that more leaks to
distinct third parties tend to happen on websites that get more traffic. Ad-
ditionally, we have found that rejecting data processing leads to fewer leaks.

33



By aggregating parts of our results, we have shown which organisations
obtain data on people’s shopping habits. Notable in these results is the
dominance of Google and Facebook, both being leaked to on the majority of
crawled websites. Inspecting more granular results, through showing leaks
to domains and endpoints, we show more clearly which services are the most
frequent sources of referrer policy bypasses.

While this thesis shows a sample of these detailed results, we also make
the data and code available to allow others to further analyse referrer pol-
icy circumvention in our data1. Appendix B shows some further examples
of insights that can be gathered from our crawled data. The repository
includes all steps necessary to repeat our research and to perform further
analysis: scripts to construct the corpus of shopping websites, a modified
version of Tracker-Radar-Collector and URL-selection script to perform it-
erative crawls with link discovery, and scripts for processing, analysing and
visualising gathered data. Potential ways this code and available data may
be used is discussed further in section 5.3.

5.1 Limitations

Throughout our research we encountered several limiting factors which need
to be taken into account when interpreting the gathered results. The limita-
tions relate to the sample of websites being crawled and the decisions made
in crawling these websites.

Corpus biases and size

First, the corpus used as a target for crawling was created from the CrUX
data set. Since CrUX only includes data on Google Chrome users, there
might be a bias towards which websites are visited. Besides the CrUX data
set, our choices also left us reliant on the McAfee TrustedSource data set,
which may have lead to missing a number of e-commerce websites visited
exclusively by Dutch users and thus less likely to occur in internationally-
oriented data. Similarly, restricting our research to Dutch and English web-
sites further reduced potential sources of data.

Crawling

As for any study involving web crawling measurements, one should be aware
of the effects of choosing automated measurement techniques over human-
gathered data. For feasibility in conducting our research, we opted to run a
web crawl on servers of cloud-computing provider DigitalOcean. As Zeber
et al. have pointed out, it should be noted that this may have caused the

1https://github.com/TvOuwerkerk/evading-policy
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crawler to be marked as a bot when visiting websites. Fortunately their
research shows the main difference between cloud or local crawls is seen in
fingerprinting scripts being served, while the difference remains rather small
for third-party domains and URLs [64]. It should also be noted, keeping
in mind insights by Dabrowski et al. [16], we deliberately crawl from the
European Union. This can also have a strong impact on the type and amount
of third parties encountered on visited websites. One should therefore be
careful with drawing conclusions about the landscape outside of the EU
using our results.

As discussed before, rejecting tracking consent requests is a nontrivial
task. While Consent-O-Matic may be a solution to this problem, our re-
search has shown it cannot be considered fully reliable, which is a problem
for any future results depending on its functioning. Through manual testing
we have shown Consent-O-Matic’s detection rules appear to work well for
the CMPs for which they are included, but full rejection of tracking consent
requests is sometimes not done properly. Fortunately in our sample, over
half of the websites implementing a detectable CMP use one of two possible
CMP dialogs. This enabled us to manually ensure the rejection rules for
these two CMPs function properly, by testing and adding a custom rule to
fix gaps in the extension’s functioning, and so cover over half of the websites
with detected CMPs with relatively little effort.

Another source of uncertainty is the way product pages are selected dur-
ing crawling. Finding product pages worked decently, but offered little cer-
tainty beyond its likelihoods and manual inspection of samples. Performing
manual inspection revealed a large number of false positives. While a large
number of misjudgements in product page selection is not desirable, having
a number of false positives is preferable to a high amount of false negatives.
Because we are most interested in product pages being represented in the
gathered data, rather than having all page visits be to product pages, hav-
ing some non-product pages being included is acceptable. Furthermore, it
should be noted Mathur et al. [41] have implemented a method for verifying
whether a page is indeed a product page, which could feasibly be included
with this project for improved results.

Finally, it should be noted that our research only considers headers cap-
tured from HTTP traffic, not other transmitted data. For example, we do
not analyse the body of HTTP POST requests. This is a major limitation
to our current research, as such requests enable more data to be transmit-
ted to third-party servers, which may include other information relevant to
visitors’ privacy.
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5.2 Implications for stakeholders

Our research has shown that a large number of third parties learn about
the shopping behaviour of many consumers. Privacy-aware users or website
owners may want to take action to protect their or their visitors’ privacy
against such invasion.

Consumers

From our results we gather that privacy-minded consumers should be aware
that blocking referrers nowadays has less of an impact on privacy, as it
generally leaks less information than it used to do in the past. We have
shown an alternate route for data to leak to third parties, which should be
considered.

The knowledge obtained and methods developed to detect URL leakages
for this research could be used to develop countermeasures for URL leakage
through request payloads. One such countermeasure could be a browser
extension that filters visited URLs from parameters of third-party requests.
This may, however, break certain functionality, as it is not clear which third
parties actually require the visiting URL to provide services to consumers.

Alternatively, limited manual inspection has shown the way that third
parties make sure requests contain the page URL is through JavaScript.
Thus, these leakages may also be prevented through restriction of JavaScript
execution. But again, this may cause other functionality to break.

Website owners

For website owners our research has highlighted the fact that many third-
party service providers use their position on websites to extract data on
shopping behaviour of specific customers.

The data gathered contains information on about 3000 e-commerce web-
sites. Owners of these websites can quickly and easily check which third par-
ties they leak to currently. Using this, they can decide to find alternatives
for these services if they wish to protect their visitors’ privacy. The data
could also be used to create a list of third-party services that leak shopping
data. Website owners could use this list to look up whether they wish to
use these services or find an alternative.

Additionally, our code can be used to audit specific websites for leak-
ages. Website owners could use our results themselves to inspect their
own websites. Or, taking into account people with a less technical back-
ground, a platform could be created for inspection. Similar to Helme’s
securityheaders.com, the data and code allows for creating a lookup ser-
vice where website owners can request to have their website scanned on-
demand.
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5.3 Future work

In the process of conducting our research, we have identified a number of
possible avenues for future work. These can be divided into two categories:
work that would improve future research conducted with similar methods
and work that expands on the research done.

Improving methods

Previously a number of factors were identified that may improve future
research that involves crawling websites. Two aspects are of note here, as
they involve non-trivial technical tasks.

First is the challenge of rejecting tracking consent requests. We have
shown that Consent-O-Matic, considered the most mature solution for re-
jecting CMP dialogs by some [35], has limited coverage. Existing rejection
rules are not guaranteed to cover all aspects of existing CMP-window for-
mats and only a limited number of CMPs are included. Further research
could be directed towards creating a method with a higher success-rate and
coverage, to aid future crawling studies and allow for A/B testing behaviour
of sites to determine the differences between accepting and rejecting track-
ing on different domains. A possibility would be to adopt the more general
strategy of the priv-accept extension, which automatically accepts track-
ing by selecting buttons to press based on keywords [35], instead choosing
rejection keywords and finding buttons to turn settings off.

Second is the discovery of product pages in crawling. In our research
we used a classifier trained to recognise product-page URLs. The classifier
worked well enough for our purposes, but still reported a rather high number
of false positives within our data set of gathered links. Further research
can be conducted into accurately identifying product pages for the benefit
of future web crawling studies. The data we publish includes scraped links
and the used classifier’s judgement on them, which can be used in evaluating
future methods as well.

Expanding on current research

During our research we also identified a number of ways to expand from
our process and results. This includes making use of our contributions, and
investigating alternate topics, which we could not within the scope of this
research.

As described earlier in this section, we make our gathered data available.
Among this data are all requests with referrers, referrer policies used for
requests and referrer policies communicated in HTTP responses. Future
research can utilise the published data to further study the efficacy of strict
referrer policies by investigating the amount of cases where an organisation
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did not obtain product page information and subsequently comparing the
results with that of our current work. Besides gathered data, we also publish
the code necessary to repeat our work. Researchers can reuse and modify
this code to analyse other (e-commerce) websites in a manner similar to our
research.

The research presented looked into the leakage of product-related URLs
in order to highlight the violation of customer privacy. There are, however,
more ways customer privacy may be violated. For example, as discussed be-
fore, Preibusch et al. show how payment platform PayPal obtains personal
data and shopping data on customers. Future research could look into au-
tomatically identifying product information on a product page and possibly
even specifically identify sensitive categories of data, like political leaning or
health data. Automatically identifying such data, would subsequently make
it possible to also automatically detect it among known paths of exfiltration.

Finally, chapter 1 discussed how some third-party services encouraged
their customers to take different steps to track visitors, in response to Google
Chrome changing their default referrer policy to strict-origin-when-

cross-origin . Obtaining and reviewing historical crawl data could reveal
how the change in default policy has influenced tracking behaviour on web-
sites.
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Chapter 6

Conclusion

Through inspection of HTTP requests made when visiting 3107 e-commerce
websites we have shown that on 2892 (93%) of these websites a strict referrer
policy is bypassed at least once, leaking to a third party through URL
payloads of requests. The bypasses can reveal to third parties, like Google
or Facebook, what products a customer is viewing.

In our findings, we identify a multitude of third parties to which URL
information is leaked. We present the most leaked-to third parties by sim-
ple top-n lists, divided between crawled websites of different ranks, and
divided between categories determined by whether data processing was re-
jected through a Consent Management Provider window on the website.
Additionally we present results by different levels of granularity: domains
being leaked to, organisations being leaked to and endpoints being leaked
to.

We can conclude that despite browsers implementing a strict referrer pol-
icy by default, a large number of distinct third parties still obtain shopping
information on internet users, potentially further processing this information
to connect it to other tracking profiles as well.

Consumers and website owners should be aware that a strict referrer
policy prevents some leakage of customers’ shopping behaviour, but large
companies are already using mechanisms to circumvent this protection.

The dominant presence of parties like Google and Facebook on the Web
means not just shopping data is at stake either. Informational websites on
health, religion, or sexuality are just as likely to use services like Google
Analytics or the Facebook Pixel, knowingly or unknowingly leaking more
sensitive data on visitors to these major companies.

Code & Data

The website corpus we built for the study consists of 3533 e-commerce web-
sites and is made publicly available. We also present the steps and code
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necessary to create such a corpus, so that others may create their own data
set of websites if they have different requirements in mind.

To gather our results we adapted and used the Tracker-Radar-Collector
project to crawl our sample of e-commerce websites. The adaptations in-
clude integration of Google Chrome extension Consent-O-Matic to reject
tracking consent requests, a screenshot collector module for manual inspec-
tion of CMP dialogs offered and their handling, an option to scrape links
of visited pages, and a restructuring of the way Tracker-Radar-Collector
saves its results, to allow for iterative discovery of links through multiple
crawls. As a complement to the altered format of saving results, we have
also created a script to select collected links for use in subsequent crawls.
In order to select the links, we utilised a pretrained classifier to identify
links likely to belong to product pages. The crawler, complementary URL-
selection script, and all collected data are shared with others for the purpose
of future research.

Finally we present a number of processing scripts, which allow others to
run their own analysis on the gathered data and easily create visualisations
similar to those presented in this work.
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Appendix A

Code Snippets

SELECT DISTINCT

origin

FROM

`chrome-ux-report.country_nl.202107`

WHERE

experimental.popularity.rank <= 1000000 AND form_factor.name = 'desktop'

Listing 1: Query used to gather corpus from CrUX
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{

"tocrawl": {},

"visited": {

"https://nordace.com/": -1,

"https://nordace.com/en/product-category/bags/cross-body-bags/": 1,

"https://nordace.com/en/product-category/bags/mini-bags/": 1,

...

},

"product": {},

"results": [

{

"crawled-url": "https://nordace.com/en/product-category/accessories/

hi-tech-accessories/",

"referrer-policy": "strict-origin-when-cross-origin",

"policies-used": {

"strict-origin-when-cross-origin": 114,

"no-referrer-when-downgrade": 4,

"origin": 5

},

"request-leakage": [

{

"request-url": "https://analytic.smartecom.io/matomo.php?action_name=

Nordace%20-%20Hi-tech%20Accessories&idsite=1&rec=1&r=819926&

h=21&m=14&s=53&url=https%3A%2F%2Fnordace.com%2Fen%2F

product-category%2Faccessories%2Fhi-tech-accessories%2F&...

gt_ms=1187&pv_id=6t2VnK",

"part-found": "source",

"encoding": "percent"

},

...],

"third-parties": [

"fonts.googleapis.com/css",

"www.google-analytics.com/analytics.js",

"www.googletagmanager.com/gtm.js",

...]

},

...]

}

Listing 2: Example of an admin file used by Tracker-Radar-Collector for iterative link
collection during the crawl and for saving processed data during analysis.
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{

"initialUrl": "https://nordace.com/en/product/nordace-foldable-shopping-bag/",

"finalUrl": "https://nordace.com/en/product/nordace-foldable-shopping-bag/",

"timeout": false,

"testStarted": 1640628002599,

"testFinished": 1640628024326,

"data": {

"links": "Internal links were collected and saved to ...",

"requests": [

{

"url": "https://nordace.com/en/product/nordace-foldable-shopping-bag/",

"method": "GET",

"type": "Document",

"referrerPolicy": "strict-origin-when-cross-origin",

"status": 200,

"size": 52825,

"remoteIPAddress": "104.22.29.112",

"responseHeaders": {

"cache-control": "no-store, no-cache, must-revalidate",

"expires": "Thu, 19 Nov 1981 08:52:00 GMT",

"pragma": "no-cache"

},

"responseBodyHash": "fd812bcbc1e8b4df68...",

"initiators": [],

"time": 1.3914520000107586

},

...

]

}

}

Listing 3: Example of data gathered by Tracker-Radar-Collector on nordace.com
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Appendix B

Expanded Tables

Page Nr. leakages

google-analytics.com/j/collect 1843

google-analytics.com/collect 1769

google-analytics.com/g/collect 607

google-analytics.com/r/collect 8

ssl.google-analytics.com/r/ utm.gif 5

Endpoint Nr. Leakages

facebook.com/tr/ 1619

facebook.com/x/oauth/status 114

facebook.com/plugins/like.php 46

graph.facebook.com/ 17

facebook.com/plugins/customer chat/SDK/ 13

Endpoint Nr. Leakages

googleads.g.doubleclick.net/pagead/ads 166

securepubads.g.doubleclick.net/gampad/ads 114

googleads.g.doubleclick.net/pagead/landing 21

pubads.g.doubleclick.net/gampad/ads 10

pubads.g.doubleclick.net/td/sts 8

Endpoint Nr. Leakages

analytics.google.com/g/collect 245

google.com/shopping/customerreviews/badge 65

google.com/shopping/customerreviews/proxy 31

accounts.google.com/o/oauth2/iframerpc 24

apis.google.com/u/0/se/0/ /+1/fastbutton 23

Endpoint Nr. Leakages

google.nl/pagead/1p-user-list 1580

google.nl/pagead/1p-conversion 308

adservice.google.nl/ddm/fls/i/dc pre=CJ6. . . 1

adservice.google.nl/ddm/fls/i/dc pre=COX. . . 1

adservice.google.nl/ddm/fls/i/dc pre=CMP. . . 1

Endpoint Nr. Leakages

bat.bing.com/action/0 871

Endpoint Nr. Leakages

ct.pinterest.com/v3/ 513

log.pinterest.com/ 92

widgets.pinterest.com/v1/urls/count.json 51

api.pinterest.com/v1/urls/count.json 8

Endpoint Nr. Leakages

bam.nr-data.net/ins/1/826b256fb3 9

bam-cell.nr-data.net/1/32933b6325 4

bam-cell.nr-data.net/events/1/32. . . 4

bam-cell.nr-data.net/1/d527718953 3

bam-cell.nr-data.net/events/1/d5. . . 3

Table B.1: Top 5 leakages to specific endpoints for a number of often-leaked-to
domains.
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Total

(n = 3172)

1-12000

(n = 425)

12001-12000

(n = 524)

24001-12000

(n = 532)

36001-12000

(n = 475)

48001-12000

(n = 526)

google-analytics.com 2541 313 418 427 386 435

facebook.com 1698 237 288 297 261 268

doubleclick.net 1537 230 270 260 233 214

google.com 1452 220 246 246 229 211

google.nl 1317 192 227 224 209 192

bing.com 871 151 173 136 106 129

pinterest.com 608 107 120 108 79 75

nr-data.net 376 73 64 66 64 51

twitter.com 308 58 61 58 46 28

googlesyndication.com 271 38 50 61 31 33

googleadservices.com 255 51 49 38 33 25

trustpilot.com 224 14 22 41 51 58

t.co 185 49 35 33 29 14

linkedin.com 145 33 31 19 17 14

gstatic.com 143 17 30 22 21 22

paypal.com 134 28 19 30 18 12

cookiebot.com 131 11 20 29 22 31

yotpo.com 120 13 32 32 15 7

bazaarvoice.com 107 33 36 16 5 3

cquotient.com 106 27 24 18 10 6

go-mpulse.net 89 33 22 8 5 7

googlevideo.com 84 8 21 20 10 8

yahoo.com 83 25 19 16 4 4

livechatinc.com 79 6 12 14 10 16

pingdom.net 76 12 14 15 14 11

amazon-adsystem.com 76 27 22 15 5 0

visualwebsiteoptimizer.com 74 6 12 7 14 19

taboola.com 73 11 14 18 12 3

addthis.com 66 9 9 18 13 5

adsrvr.org 61 28 16 5 1 0

adroll.com 58 3 13 13 8 6

sharethis.com 57 6 12 10 10 9

quantserve.com 56 12 17 9 2 3

creativecdn.com 55 18 12 14 5 1

contentsquare.net 55 20 19 4 3 5

hubspot.com 50 5 10 11 6 4

omtrdc.net 48 26 9 1 3 1

sharethrough.com 48 12 11 9 5 4

outbrain.com 48 9 15 15 3 1

scarabresearch.com 48 12 9 10 6 5

Table B.2: 40 most leaked-to domains including division showing leakages between
different ranks. A full list can be generated using the code found at https://github.
com/TvOuwerkerk/evading-policy
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Appendix C

Additional Figures

Internal structure of Tracker-Radar-Collector

Figure C.1: Overview of the separate components of Tracker-Radar-Collector and
their tasks within the crawler.

Prevalence of CMPs per Tranco rank

While our results on CMP prevalence do not match with earlier work by
Hills, Woods and Böhme [33], figure 5 of their paper does present some
comparable results to our findings on CMP distribution by rank, shown
in figure C.2. Both figures show a relative increase in prevalence of the
Cookiebot CMP on less popular websites.
Toth, Bielova and Roca [58], who investigated the website-owner directed
parts of CMPs, report that the OneTrust premium service costs e30 per
month, while Cookiebot only charges e9 per month for their paid service.
This may be an explanation why less popular sites are more inclined towards
using Cookiebot.
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1-12K 12K-24K 24K-36K 36K-48K 48K-60K

n = 91 n = 104 n = 102 n = 59 n = 60

Figure C.2: For the top 4 most-triggered CMP detection rules, usage amounts as a
percentage of all websites using a detectable CMP (n = 485). Note that onetrust-LI is
the rule added for this research, to handle OneTrust windows with legitimate interest
claims, while onetrust-OLD, is the rule currently offered by Consent-O-Matic.
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