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Abstract
When someone needs to authenticate oneself to a service provider, typically more

information about that person is being shared than strictly necessary. Attribute based
credentials (ABCs) can be used to solve this issue by merely disclosing those properties
of a person that are required for authentication. In recent years,  non—blockchain-
based  and  blockchain-based  systems  have  been  developed  that  allow  users  to
authenticate themselves to others using ABCs. Pursuant to the GDPR, entities in such
systems  have  certain  rights  and  obligations  if  personal  data  are  being  processed.
Through a literature study and desk research, this thesis compares the ability of non—
blockchain-based systems and blockchain-based systems to honour data subject rights.
The  results  of  this  study  show  that  whereas  non—blockchain-based  ABC  systems
typically  should be able  to  comply with  data subject  rights,  blockchain-based ABC
systems might find it difficult to do so. Mainly the data subject’s right to erasure and
right  to  restriction  of  processing  turned  out  to  make  compliance  challenging  to
achieve.
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1 Introduction
Since  the  end  of  the  20th century,  the  internet  has  increasingly  become  part  of

everyday life. The internet allows people to interact with one another without being
hindered by geographical  borders.  Companies like Facebook offer online platforms
that allow people to communicate and to find information,  while other companies
may use the web for selling products and services. In many cases,  personal data are
being  processed.  For  example,  if  an  individual  wants  to  buy  a  book  online,  he
probably has to provide the seller with his name, address and bank account number.
For renting an apartment on e.g.  AirBNB,  the individual  may additionally have to
upload a copy of his passport in order to prove that he is the person he claims to be.

Sharing such  personal  data may raise  privacy and security  concerns.  A  copy  of
someone’s  passport,  for  example,  can be used to  commit  identity  fraud.  In  recent
years,  research  has  been  carried  out  in  the  area  of  privacy  focused  identity
management.  Attribute Based Credential (ABC) technology is one of these research
areas.1 ABCs can be used to  develop secure,  privacy-friendly identity management
systems in which users can manage their sovereign identity.2 I Reveal My Attributes
(IRMA) is a practical example of such an ABC system.3 In such systems, users only
share so called attributes with e.g. a shop owner. If a person wants to buy a pack of
cigarettes, he may share an attribute that states that he is “over 18” years old, instead
of  showing his  government issued identity  card to  the  merchant  (which may also
contain other personal data, like full name and social security number). Limiting the
amount of personal information that is being shared benefits the buyer’s privacy.

Another recent  development is  that  of  blockchain based applications.  In 2008,  a
paper  was  released  describing  a  decentralised  payment  system  called  Bitcoin.4

Blockchain technology is on the basis of this payment system. Basically, a blockchain is
a distributed database in which each fragment (block) of  data is  linked to another
block of data. This results in a chain of data blocks. Because each data block in the
chain contains the cryptographic hash value of the preceding block, it is difficult for
an adversary to modify data without being detected. When someone tries to change a

1 It should be noted that the concepts behind ABC are not new per se, e.g.: IBM Research, ‘Specification of the 
Identity Mixer Cryptographic Library’ 
<https://domino.research.ibm.com/library/cyberdig.nsf/papers/EEB54FF3B91C1D648525759B004FBBB1/$File/
rz3730_revised.pdf>.

2 Merel Koning and others, ‘The ABC of ABC: An Analysis of Attribute-Based Credentials in the Light of Data 
Protection, Privacy and Identity’ <http://www.cs.ru.nl/~jhh/publications/abc-of-abcs.pdf>.

3 Gergely Alpár and Bart Jacobs, ‘Credential Design in Attribute-Based Identity Management’ in Ronald Leenes and 
Eleni Kosta (eds), Bridging distances in technology and regulation (Wolf legal publishers 2013).

4 Satoshi Nakamoto, ‘Bitcoin: A Peer-to-Peer Electronic Cash System’ (2008) <http://www.bitcoin.org/bitcoin.pdf>.
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block, the next block in the chain contains an incorrect  hash value. By continuously
verifying data block hashes, parties can verify the integrity of each block’s content.

In the years after the original Bitcoin paper was published, other parties developed
new applications that are based on  blockchain technology. Ethereum, for example,
leverages a blockchain for engagement in so-called smart contracts — contracts in the
form of scripts that automatically execute when predefined conditions are being met.5

Namecoin is another example of a blockchain based application.6 Namecoin allows its
users to store key-value pairs on its blockchain. A distributed DNS service is one of the
purported use cases. However, Namecoin can also be used to store other information
on the blockchain, like personal data.7

In essence, both ABC systems and (some) blockchain based applications are systems
in  which  personal  data are  being  processed.8 This  means  that,  depending  on  the
context in which these systems are being used, usage of such systems is subject to EU
data  protection  law  (i.e.  the  General  Data  Protection  Regulation  (GDPR)).9 Legal
compliance  with  such  legislation  may be  challenging,  depending  on  the  way ABC
systems and blockchain based applications are being implemented.

1.1 Research questions
In  this  master  thesis,  it  will  be  investigated  to  what  extent  ABC  systems  and

blockchain based applications in which  personal data are being  processed,  can be
made  compliant  with  EU  data  protection  law.10 The  research  question  has  been
defined as follows:

What GDPR compliance challenges does blockchain-based ABC technology
face compared to non–blockchain-based ABC technology when it  comes to
data subject rights?

In  order  to  properly  answer  this  question,  the  following  sub-questions  will  be
answered:

1. What principles and rights are defined by the GDPR that should be
complied with by ABC technology?

5 Vitalik Buterin, ‘A Next-Generation Smart Contract and Decentralized Application Platform. White Paper.’

6 Namecoin, ‘Namecoin’ (Namecoin.org) <https://namecoin.org> accessed 8 January 2019.

7 Namecoin, ‘Identity’ (Namecoin Wiki) <https://wiki.namecoin.org/index.php?title=Identity> accessed 5 January 
2019.

8 Michèle Finck, Blockchain Regulation and Governance in Europe (Cambridge Univeristy Press 2018) 99.

9 Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the protection of 
natural persons with regard to the processing of personal data and on the free movement of such data, and 
repealing Directive 95/46/EC (General Data Protection Regulation) [2016] OJ L 119.

10 An initial literature review is provided in section 2.5 (p. 15).
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2. How does non–blockchain-based ABC technology work?

3. How does blackchain-based ABC technology work?

4. To what extent is non—blockchain-based ABC technology able to honour
data subject rights?

5. To what extent is blockchain-based ABC technology able to honour data
subject rights? 

1.1 Research questions 10



2 Methods
2.1 Research strategy

The aim of the research, and consequently that of the research strategy, is to provide
an answer to the research question. This answer is based on a descriptive literature
study  combined  with  desk  research,  although  the  research  process  itself  shares
characteristics with the qualitative research process described by Boeije.11 The reason
that  a  literature  review  has  been  carried  out,  is  that  existing  literature  already
provides insights in the underlying concepts of both legal aspects (e.g. using doctrine,
case  law,  GDPR  recitals,  etc.),  and  technical  aspects  (e.g.  system  documentation,
academic literature about attribute based authentication, etc.) of the issue at hand.
The model  described by Boeije  was useful in that  it  provided a structured way to
conduct research.

The process used for conducting the research is as follows:

1. Reviewing existing literature;

2. Defining a research question and sub-questions based on the initial literature
review;

3. Determining the types of  sources  to collect  information from (e.g.  academic
literature, books, etc.);

4. Searching for the information required;

5. Continuously analysing the findings, writing this thesis, and documenting the
results.

The initial review of literature has been carried out to develop an understanding of
what ABCs and blockchains are, and to gain insight in the relation between the GDPR
and the processing of personal data. This review has been included in section 2.5 (p.
15), and is used as a starting point for the rest of the research process. It is based on
both  primary  and  secondary  sources,  the  latter  of  which  primarily  consists  of
academic literature.

After  carrying  out  the  initial  literature  review,  a  research  question  and  sub-
questions were defined.  To provide an answer to these questions,  several types of
sources have been used during the execution of the study. Not only legislation like the
GDPR has been consulted, but, among others, academic literature, books, blog posts,
forum posts,  and documentation of ABC systems have been used as well.  Whereas
academic  literature,  books,  and  blog  posts  were  particularly  useful  for  obtaining

11 Hennie Boeije, Analysis in Qualitative Research (Sage publications 2009) 15.
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knowledge  about  the  interpretation  of  the  law  and  the  legal  challenges  for  ABC
technology, the other sources were primarily used when analysing the workings of the
ABC systems in chapter 5 (p. 44). Relevant information has been analysed and, where
appropriate, used for answering the research question and sub-questions. Note that
steps 3 to 5 described above constitute a continuous process.

2.1.1 Collection of information
Information  has  primarily  been  obtained  by  using  search  engines  like  the  ones

provided  by  Google  (including  both  Google’s  general  search  engine  and  Google
Scholar), the Social Science Research Network (SSRN), and the IEEE. Furthermore, the
software tool  Publish or Perish has frequently been used to obtain a list  of  search
results filtered on the number of times a work has been cited. This proved to be an
effective way for retrieving relevant results.

When searching for  informational  sources,  keywords  have been used that  were
related to the topic of this thesis. These include, among others, “GDPR”, “blockchain”,
“self sovereign identity”, “attribute based credentials”, and combinations thereof. The
exact search query depends on the subject that is being investigated. For instance,
when searching for information regarding a data subject’s right to erasure, keywords
have been used that  directly relate  to  that  right  (including “right  to  erasure”  and
“GDPR”, for example).

This thesis frequently contains references to blogs and forum posts. As it is likely
that information provided on such platforms has not been independently reviewed by
a third party,  some (publicly  available)  information about  the source’s  author has
been assessed before referencing the source. A work only has been referred to if it is
reasonably  likely  that  the author  of  that  work has a  proper understanding of  the
work’s subject. For this purpose, public information of the author’s background has
been used to determine a source’s trustworthiness. Background information has been,
for  example,  retrieved  from  the  author’s  personal  page  on  the  website  of  an
educational institution, or from the project website of the project the author writes a
forum post about. The latter, for instance, is the case for Sovrin, which is one of the
ABC systems analysed in chapter 5 (p. 44). Sovrin uses a public forum on which project
members  frequently  answer  questions  asked  by  others  who  are  interested  in  the
project.

2.2 Quality assurance
In  addition  to  verification  of  sources  that  were  not  peer  reviewed,  the  plan-do-

check-act (PDCA) principles have been used to ensure that the research carried out is
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consistent.12 The  PDCA  cycle  is  usually  being  used  as  a  continuous  quality
improvement tool in various kinds of management processes, but can also be used in
learning processes.13 It contains four stages that can be described as follows:

• Plan the goals that need to be accomplished, and determine how these goals
should be achieved.

• Do what  has  been  planned,  i.e.  carry  out  the  planned tasks  to  achieve the
objectives.

• Check whether the goals have been achieved and whether they accomplish the
expectations.

• Act upon the achieved result. If a result does not live up its expectations, adjust
the plan and execute it again.

The PDCA process is an iterative process. By repeating the cycle, at least in theory, the
process  managed  by  the  PDCA  cycle  is  being  continuously  improved.  Within  this
research project, PDCA has primarily been used for writing a coherent thesis and to
make sure that all topics relevant to the research question are being discussed.

Next  to  the  PDCA  cycle,  regular  meetings  have  been  organised  with  the  first
assessor, and the first assessor frequently provided feedback on parts of the thesis.

2.3 Research and thesis structure 
The research topic is a multi-dimensional subject in that it covers both technical and

legal  aspects.  Therefore,  the  research first  focussed on the underlying concepts  of
these aspects. Consequently, in this document, first introductions to the GDPR (chapter
3,  p.  22)  and  blockchain  technology  (chapter  4,  p.  35)  have  been  provided.  The
introduction  to  the  GDPR  focuses  on  the  definitions,  processing  principles,  and
processing  grounds  as  stipulated  by  the  GDPR.  The  introduction  does  not  contain
references  to  case  law,  opinions  of  data  protection  authorities,  or  other  doctrine.
Instead,  such sources  are  used when applying the  GDPR in chapter  6 (p.  76).  The
reason for this is that in the introduction, it is not yet clear what secondary sources
turn out to be relevant for answering the research question and sub-questions. In a
similar  vein,  the  introduction  does  not  discuss  data  subject  rights  yet.  Instead,  in
chapter 6 these rights will directly be put into the context of non—blockchain-based
and blockchain-based ABC systems. In essence, the introduction to the GDPR really is
just that: an introduction.

12 Michal Pietrzak and Joanna Paliszkiewicz, ‘Framework of Strategic Learning: The PDCA Cycle.’ (2015) 10 
Management 149, 152.

13 ibid 154.
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In chapter  5 (p.  44),  three ABC systems will be discussed: ABC4Trust,  IRMA, and
Sovrin. The choice to describe these three specific systems has been made due to the
extensive documentation that is available. Moreover, the author of this thesis already
has some hands-on experience with IRMA, as that system has been used during an
educational course offered by Radboud University.14 Furthermore, IRMA is developed
by people who are connected to Radboud University, which potentially makes it less
difficult to ask questions to those who are involved in the project.  Along the same
lines, Sovrin has a public forum on which questions can be directly asked to members
of the project.15

Finally, in chapter 6 (p. 76), the GDPR will be applied to non—blockchain-based and
blockchain-based ABC systems. This application of the GDPR is limited to provisions
that are relevant for assessing compliance with data subject rights. The GDPR will not
be applied to the three specific systems ABC4Trust, Sovrin, and IRMA. Instead, ABC
systems will  be assessed on a higher level of  abstraction. Nevertheless,  ABC4Trust,
IRMA, and Sovrin serve as reference points. This is useful for determining what kinds
of functionality ABC systems are able to provide.

At the end of this document, a glossary has been included that contains definitions
for  terminology  frequently  used  in  this  document.  In-text  hyperlinks  have  been
created so that the reader of the digital version of this thesis is able to quickly browse
to a term’s definition.

2.4 Scope
In the course of writing this thesis, assumptions were made to narrow down the

scope and make it doable to provide a clear answer to the research question. Unless
explicitly stated otherwise, these assumptions are as follows:

• The underlying systems that ABC technology make use of, are secure and work
as intended.

• The GDPR applies to the processing of personal data by ABC systems, pursuant
to article  2  and 3  GDPR.  Furthermore,  it  is  assumed that  a  user  of  an ABC
system is a natural person.

• Non—blockchain-based  ABC  systems  do  not  use  any  decentralisation
techniques; a centralised entity is responsible for maintaining the underlying
storage infrastructure.

14 More specifically, the Privacy & Identity course.

15 Sovrin’s forum can be visited at https://forum.sovrin.org/ (accessed 23 October 2019).
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In addition to these assumptions, it is important to note that in chapters 4 (p. 35) and 5
(p.  44),  unless  explicitly  stated  otherwise,  application-specific definitions  are being
used for terms that are also defined by the GDPR. In these chapters, no terms present
in the GDPR are being used as such. For example, the term “pseudonym” is differently
defined by ABC4Trust than by the GDPR. In such case, the definitions used by a specific
ABC technology prevail.

2.5 Initial literature review
For  completeness,  this  section contains  the  initial  literature  review.  This  review

serves as a starting point for the research process. Consequently, some concepts and
terminology will only be briefly explained or mentioned. However, relevant parts of
this review will be discussed more in-depth in subsequent chapters of this thesis.

2.5.1 Attribute Based Credentials
An ABC system is a specific type  identity  management system (IDMS).  In  identity

management (IDM),  various  partial  identities  of  an  individual  person  are  being
managed.16 In ABC systems, partial identities are stored in the form of attributes, that
in  turn  are  stored  in  secure  containers  called  attribute-based  credentials.17 The
attributes that are stored in such credentials are based on characteristics of the user,
like his name, age or nationality. Credentials are cryptographically signed by its issuer:
the party that issues specific credentials. A bank, for example, can be an issuer, issuing
credentials  containing  the  attributes  “bank account  number”  and “account  holder
name”. A user may use these credentials to prove to service providers (e.g. Amazon or
Netflix) that he is the holder of a certain bank account and is thus able to transfer
money from that bank account to the one of the service provider.

ABC  systems  can  be  used  for  several  purposes.  User  authentication  is  a  trivial
example.  The  ABC4Trust  project,  which  has  been  funded  by  the  European
Commission, aimed to develop an ABC framework for this purpose and that is based
on existing ABC technology.18 The result of the project is an ABC architecture that has
been extensively documented.19 Both key features of the solution and technical details
of the ABC architecture are explained. Furthermore, ABC4Trust developed a high-level

16 Andreas Pfitzmann and Marit Hansen, ‘A Terminology for Talking about Privacy by Data Minimization: 
Anonymity, Unlinkability, Undetectability, Unobservability, Pseudonymity, and Identity Management’ 33 
<http://dud.inf.tu-dresden.de/literatur/Anon_Terminology_v0.34.pdf>.

17 Koning and others (n 2) 358.

18 Ahmad Sabouri, Ioannis Krontiris and Kai Rannenberg, ‘Attribute-Based Credentials for Trust (ABC4Trust)’ in 
Simone Fischer-Hübner, Sokratis Katsikas and Gerald Quirchmayr (eds), Trust, Privacy and Security in Digital 
Business (Springer, Berlin, Heidelberg 2012) 218.

19 Patrick Bichsel and others, ‘D2.2 - Architecture for Attribute-Based Credential Technologies - Final Version’ 
<https://abc4trust.eu/download/Deliverable_D2.2.pdf>.
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reference implementation for standards related to the developed framework.20 Among
other things, recommendations for integration of the framework with existing identity
management  models  and  considerations  for  web  browser  support  are  described.
Apart from a reference implementation for standardisation, ABC4Trust also published
a practical reference implementation that can be used for implementing the Attribute-
Based  Credential  Engine  (ABCE)  by  third-party  developers.21 The  ABCE  reference
implementation  consists  of  a  reference  software  implementation  and  related
documentation.  The  plenitude  of  information  that  is  available  about  this  ABC
architecture should make conducting a comprehensive analysis possible.

I Reveal My Attributes (IRMA) is another example of ABC technology that has been
developed  for  the  purpose  of  user  authentication.22 As  opposed  to  the  ABC
architectural framework developed by ABC4Trust, IRMA is a practical implementation
of ABC. All attributes and credentials are locally stored on a user’s smartphone. IRMA
and ABC4Trust share some similarities. For example, both projects are based on IBM
Idemix  technology23 —  although  it  should  be  noted  that  ABC4Trust’s  underlying
concepts also use Microsoft’s U-Prove24. Both Idemix and U-Prove are cryptographic
technologies  that can be used for realising security and protecting privacy in ABC
systems.

The functionality ABC is  able to provide,  is  not  limited to just  authentication of
humans. ABC can also be used, for instance, for vehicle-to-vehicle (V2V) and vehicle-
to-infrastructure (V2I/I2V) communications in a smart city context.25 In smart cities,
privacy is considered a key concern.26 For instance, when vehicles communicate with
traffic lights or other infrastructure equipment, path tracking may pose a threat to the
driver’s  location  privacy.  The  existence  of  such  threat  shows  that  even  though  a
vehicle does not directly represent an actual person, the information it stores (and
shares)  may  contain  characteristics  of  the  driver  or  vehicle  owner.  It  is  thus
considered necessary to develop privacy-respecting V2V and V2I/I2V communication

20 Fatbardh Veseli, Jan Camenisch and Jonas Lindstrøm Jensen, ‘D8.13 Reference Implementation for 
Standardization V2’ <https://abc4trust.eu/download/D8.13%20-%20Reference%20Implementation%20for
%20Standardization%20V2.pdf>.

21 Thomas Baignères and others, ‘D4.2 Final Reference Implementation’ 
<https://abc4trust.eu/download/D4.2%20Final%20Reference%20Implementation.pdf>.

22 Alpár and Jacobs (n 3).

23 IBM Research (n 1).

24 Christian Paquin, ‘U-Prove Technology Overview v1.1’ 
<https://www.microsoft.com/en-us/research/wp-content/uploads/2016/02/U-
Prove20Technology20Overview20V1.120Revision202.pdf>.

25 JM de Fuentes and others, ‘Assessment of Attribute-Based Credentials for Privacy-Preserving Road Traffic Services 
in Smart Cities’ (2017) 21 Personal and Ubiquitous Computing 869.

26 ibid 869.
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methods.  The paper  referenced analyses  “two major  ABC systems”:  Idemix and U-
Prove.27 It also takes into account a derivative of Persiano’s ABC system, which is a
system that has functionalities similar to those of Idemix and U-prove.28 A noteworthy
part  of  the  analysis  is  a  comparison  between  these  three  ABC  systems  regarding
privacy-influencing features. For instance, the researchers found that Idemix achieves
multi-show  unlinkability while  U-Prove  does  not.29 This  means  that  when  using
Idemix,  credentials  can  be  disclosed  multiple  times  without  disclosures  becoming
linkable  to  each  other.  Multi-show  unlinkability increases  the  user’s  privacy  as  it
makes it more difficult for them to be tracked across sessions.

2.5.2 Blockchain based personal data management systems
Another  relatively  new  technology  that  can  be  used  for  managing  information

regarding one’s identity, is the blockchain. As already mentioned in the introduction of
this thesis, a blockchain can be seen as a distributed database of which the contents
(‘data blocks’) are (directly or indirectly) cryptographically linked with each other.30

These links are formed by including the cryptographic hash of a block (block N) in the
subsequent block (block N+1). These hash values can be used to verify the integrity of
each block that is part of the  blockchain. This makes it difficult for an adversary to
modify data that is stored on a blockchain without others detecting the modification of
the data. After all, anyone with access to the blockchain can recalculate and verify the
hashes of the data blocks. However, immutability is not a truly guaranteed feature of
blockchain technology  — it  typically  is  only  difficult to rewrite  data stored on the
ledger.31For instance, depending on how the  blockchain system is designed, anyone
with over half of the network resources is able to rewrite data.

In the last couple of years, numerous blockchain-based systems have been proposed
or developed that focus on IDM.32 Three of such solutions (uPort, ShoCard and Sovrin)
have already been evaluated using a framework known as the Laws of identity.33 This
framework  includes  security,  privacy,  and  user  experience  aspects  of  identity

27 de Fuentes and others (n 25).

28 Ana Isabel González-Tablas and others, ‘Privacy-Preserving and Accountable on-the-Road Prosecution of Invalid 
Vehicular Mandatory Authorizations’ (2013) 11 Ad hoc networks 2693.

29 de Fuentes and others (n 25) 875.

30 Nakamoto (n 4).

31 Tommy Koens and Erik Poll, ‘What Blockchain Alternative Do You Need?’, Data Privacy Management, 
Cryptocurrencies and Blockchain Technology, vol 11025 (Springer 2018) 2.

32 Ori Jacobovitz, ‘Blockchain for Identity Management’ <https://www.cs.bgu.ac.il/~frankel/TechnicalReports/2016/16-
02.pdf>.

33 Paul Dunphy and Fabien AP Petitcolas, ‘A First Look at Identity Management Schemes on the Blockchain’ (2018) 16
IEEE Security Privacy 20.
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management.34 The researchers’ decision to specifically evaluate uPort, ShoCard, and
Sovrin is based on the high amount of  technical information available about their
design, and is underpinned by the size of their surrounding communities or amount
of  capital  funding  they  received.  One  noteworthy  conclusion  drawn  by  the
researchers  is  that  the  “tightening  regulatory  landscape”  creates  challenges  for
blockchain-based  IDMS.35 This  claim  is  based  on  the  ‘immutable’,  transparent
characteristic  of  blockchains.  In  the  context  of  identity  management,  blockchains
contain references to personal data. Compliance with, for example, the GDPR may be
challenging, as the GDPR grants users specific rights regarding the processing of their
personal data that may be difficult to implement in blockchain-based systems.

In another paper,  blockchain technology is seen as a solution to overcome privacy
and security limitations — at least for potential Canadian users.36 Improvements that
may be realised by using a blockchain are reduced reliance on single points of trust
and single points of failure, prevention of a users’ transactions from being tracked,
and the existence of an auditable trail about interactions with the IDMS. Furthermore,
by using cryptographic technology, user identities should be able to be protected.

The  author  of  the  paper  developed,  in  a  joint  effort  with  the  Digital  ID  &
Authentication  Council  of  Canada (DIACC),  guiding  principles  for  designing  IDMSs,
which a blockchain based solution should be able to adhere to.37 Among other things,
these guidelines are about protection of a user’s privacy when interacting with the
IDMS,  and  the  decentralised  nature  an  IDMS  supposedly  has.  Unfortunately,  no
specific IDMS has been developed or explained. Therefore, there is some uncertainty
about how the principles should be interpreted and implemented.

2.5.3 General Data Protection Regulation
ABC systems may process personal data. Consequently, such systems may be subject

to the GDPR. In article 4(1) of the GDPR, personal data is defined as “any information
relating  to  an  identified  or  identifiable  natural  person  (‘data  subject’).”  In  turn,  an
identifiable person is defined as a natural person “who can be identified, directly or
indirectly, in particular by reference to an identifier such as a name, an identification
number,  location data,  an online identifier  or to one or more factors specific to  the
physical,  physiological,  genetic,  mental,  economic,  cultural  or  social  identity  of  that
natural person.” Without going into further detail in this part of the thesis, it is safe to

34 Kim Cameron, ‘The Laws of Identity’ [2005] Microsoft Corp.

35 Dunphy and Petitcolas (n 33) 13.

36 Greg Wolfond, ‘A Blockchain Ecosystem for Digital Identity: Improving Service Delivery in Canada’s Public and 
Private Sectors’ (2017) 7 Technology Innovation Management Review 35, 36.

37 ibid.
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assume that both ABC and blockchain-based systems can be used for the processing of
personal data, for example when IRMA is being used for proving that a customer of a
liquor store is over 18 years of age.

2.5.3.1 GDPR & ABC

When it comes to compliance with data protection legislation for ABC systems, some
research already has been carried out in 2015.38 The researchers based their findings
on the EU Data Protection Directive, as at the time the GDPR was not adopted yet.39

Seven principles  have been defined that  should be taken into consideration when
designing and using ABC systems. Among others, these include having a legal basis for
processing of the personal data, implementing purpose limitation, and implementing
appropriate  measures  for  achieving  data  security.  Because  these  principles  are
founded  on  the  revoked  Data  Protection  Directive,  it  is  unclear  whether  these
principles hold for the GDPR as well. Nevertheless, it might be useful to know that
they existed under former data protection law.

2.5.3.2 GDPR & blockchain

At the end of 2018, a book has been published in which the relationship between the
GDPR and blockchain technology is being discussed.40 According to the author, there is
a certain tension between the GDPR and blockchain technology.41 On the one hand, the
European Union  wants  to  take  an innovation-friendly  approach when it  comes  to
regulating technology. This includes innovations regarding blockchain technology. On
the  other  hand,  however,  at  the  moment,  blockchains and  related  developments
undermine privacy. Immutability and the append-only structure of blockchains make
compliance with the GDPR troublesome.

Finck  writes  that  most  distributed  ledger  technologies  —  a  type  of  technology
blockchain is  part  of  — contain  two  types  of  data.  First  there  is  the  header,  that
includes a time stamp, hash of the previous data block and the identity of the data
source. Second, there is transactional data that contains the data that are to be stored
on the  blockchain. An example of transactional data would be information about a
Bitcoin transaction,  in which one party  transfers  Bitcoin to another.  Transactional
data may be related to an identified or identifiable natural person. This means that
transactional data may constitute personal data.

38 Marit Hansen and others, ‘Legal Data Protection Considerations’ in Kai Rannenberg, Jan Camenisch and Ahmad 
Sabouri (eds), Attribute-based credentials for trust: identity in the information society (Springer 2015).

39 DIRECTIVE 95/46/EC OF THE EUROPEAN PARLIAMENT AND OF THE COUNCIL of 24 October 1995 on the 
protection of individuals with regard to the processing of personal data and on the free movement of such data 
(hereafter Data Protection Directive)

40 Finck (n 8).

41 ibid 89.
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2.5.3.2.1 Personal data as part of transactional data

Data can be stored on a blockchain (as transactional data) in three ways: As plain
text, in an encrypted form, or in the form of a hash.42 In the first case, personal data
will still be personal data, as the data are not modified in any way. In the second case,
personal data are being stored in such a way that they can only be accessed with the
correct  keys.  Inherently,  the  personal  data are  only  pseudonymous (and  not
anonymous).43 Therefore, in light of the GDPR, encrypted personal data are still to be
treated as  personal data. In the last case, whether  hashed versions of  personal data
remain  personal  data in  the  context  of  the  GDPR,  is  unclear.  However,  a  hash of
personal data likely is.44 It is possible to find the original data if the range of input of
the hash value is known. For instance, if one knows that a hash value is derived of a
birth date, the original value of the birth data can be guessed by trying out all (likely)
birth dates (e.g. ranging from 1 January 1950 to 31 December 2018). Even when a salt
is being used while hashing the data, in theory it still remains possible to derive the
original data.45 This means that a  hash is not  anonymous, but rather a  pseudonym.
Inherently,  this  means  that  a  hashed version  of  personal  data likely  constitutes
personal data.

2.5.3.2.2 Challenges regarding compliance

Finck specifically describes a number of norms that may be difficult to be complied
with  by  blockchain implementations.  The  first  challenge  described  is  about
determining who is the data controller.46 Data controller is defined in article 4(7) of the
GDPR, as “the natural or legal person […] which, alone or jointly with others, determines
the purposes and means of  the processing of personal data […]”.  When it  comes to
permissionless blockchains (like Bitcoin), there is no central point of control. Instead,
the network is controlled by (equally untrusted)  nodes. These  nodes determine the
means and purpose of  processing personal data, and thus are to be considered data
controllers.  This  would  mean  that  data  subjects can  invoke  claims  on  each  node
independently.  In  practice,  invoking  claims  on  (one  or  multiple)  node(s) will  be
difficult.

42 ibid 90.

43 For clarity, article 4(5) of the GDPR defined pseudonymous personal data as personal data that “can nog longer be 
attributed to a specific data subject without the use of additional information, provided that such additional 
information is kept separately and is subject to technical and organisational measures to ensure that the personal 
data are not attributed to an identified or identifiable person”.

44 Finck (n 8) 93.

45 A salt is a (pseudo-)random value that is added to the original data before they are being hashed.

46 Finck (n 8) 99.
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The second challenge relates  to the GDPR’s  territorial  scope.  Nodes are typically
located  in  different  geographic  locations,  and  are  thus  divided  over  multiple
jurisdictions.  This leads to a number jurisdictional issues.47 Furthermore,  problems
may arise when data subjects invoke the rights they have under the GDPR regarding
the processing of personal data.48 These rights include, but are not limited to, the right
to access his  personal data49,  the right to ‘be forgotten’ (i.e.  the right to erasure of
personal  data)50,  and  the  right  to  have  personal  data rectified  in  case  they  are
inaccurate51.

47 ibid 102.

48 ibid 103.

49 Article 15(1) GDPR.

50 Article 17(1) GDPR.

51 Article 16 GDPR.
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3 Introduction to the GDPR
On May 25th 2018, the GDPR became applicable in all EU Member States. The GDPR

lays down rules related to the processing of personal data, while facilitating the free
flow of personal data within the internal market, and aiming to protect the rights and
freedoms of the natural persons involved.52 The regulation applies to the processing of
personal data (whether or not by automated means) which are part of a filing system,
or are intended to be part of a filing system.53,54 Any structured set of  personal data
that is “accessible according to specific criteria, whether  centralised,  decentralised or
dispersed on a functional or geographical basis”, is being considered a filing system.55

From a territorial point of view, the regulation applies to the processing of personal
data that takes place “in the context of the activities of an establishment of a controller
or a processor in the Union, regardless of whether the processing takes place in the
Union or not”.56 This means that  when a  controller is  established in the European
Union (EU), the GDPR applies — even when the processing of the personal data itself is
takes  place  outside  of  the  EU.  Furthermore,  the  regulation  may  apply  to  the
“processing of personal data of data subjects who are in the Union by a controller or
processor not established in the Union”.57 This is the case when the processing activities
are related to either a) “the offering of goods or services […] to such data subjects in the
Union” or b) “the monitoring of [the data subject’s] behaviour as far as their behaviour
takes place within the Union”.58 Consequently, even when a  controller is not located
within the EU, the GDPR may still apply when personal data are being processed that
is related to data subjects physically situated in the EU.

In the sections below, a closer look will be taken at the rules laid down by the GDPR.
First, some often used definitions will be discussed. Thereafter, principles and legal
grounds  for  the  processing of  personal  data will  be  examined.  By  doing  so,  this
chapter provides a partial answer to the first sub-question “What principles and rights
are defined by the GDPR that should be complied with by ABC technology?” (section 1.1,
p. 9). Furthermore, it provides helpful insights that can be used to recognise potential
processing of personal data in the ABC systems that are discussed in chapter 5 (p. 44),
and makes it possible to place such systems in the context of the GDPR.

52 Article 1 GDPR.

53 Article 2(1) GDPR.

54 Definitions of e.g. personal data and processing are discussed in the sections below. 

55 Article 4(6) GDPR.

56 Article 3(1) GDPR; Note: From here on forward, “Union” is used as a synonym for “European Union”.

57 Article 3(2) GDPR.

58 Ibid.
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3.1 Definitions
In article 4 of the GDPR, certain terms used by the legislation are given a specific

definition. In the sections below, some fundamental terms are being discussed.

3.1.1 Personal data and processing
The term  personal data is defined as “any information relating to an identified or

identifiable natural person”.59 The natural person in question is called the data subject,
and an identifiable natural person is defined as one who

“can  be  identified,  directly  or  indirectly,  in  particular  by  reference  to  an
identifier such as a name, an identification number, location data, an online
identifier or to one or more factors specific to the physical,  physiological,
genetic, mental, economic, cultural or social identity of that natural person.”

Two  trivial  examples  of  personal  data  are  the  name  and  home  address  of  an
identifiable natural person. However, also data like cryptographic private and public
keys  can  be  considered  to  be  personal  data,  as  they  might  directly  relate  to  the
(identifiable) keypair’s owner. When it comes to the processing of such personal data,
the  GDPR  uses  a  rather  broad  definition  for  the  term  processing,  namely  “any
operation  or  set  of  operations  which  is  performed  on  personal  data  or  on  sets  of
personal data, whether or not by automated means […]”.60 As processing includes “any
operation”,  for  example  the  collection,  storage,  alteration,  transmission  and
destruction of personal data all fall under the ‘processing umbrella’.

3.1.2 Pseudonymisation and anonymisation
Two specific terms that might be relevant for this thesis, are pseudonymisation and

anonymisation. Pseudonymisation means

“the processing of personal data in such a manner that the personal data can
no longer be attributed to a specific data subject without the use of additional
information,  provided  that  such additional  information  is  kept  separately
and is subject to technical and  organisational measures to ensure that the
personal  data  are  not  attributed  to  an  identified  or  identifiable  natural
person.”61

Recital 26 elaborates on this definition.62 It states that pseudonymised  personal data
that can be attributed to a natural person by using additional information, are to be

59 Article 4(1) GDPR.

60 Article 4(2) GDPR.

61 Article 4(5) GDPR.

62 Recital 26 GDPR.
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considered “information on an identifiable natural person”. To determine whether or
not  a  natural  person  is  identifiable,  “account  should  be  taken  of  all  the  means
reasonably likely to be used,  such as singling out […]  to identify  the natural  person
directly or indirectly”. To determine whether means are “reasonably likely to be used”,
all objective factors should be taken into consideration, like time and financial costs.
According to recital 28, pseudonymisation is just one way to protect personal data, and
can be used to achieve compliance with the regulation.63 

Recital 26 also discusses  anonymous information, which it defines as “information
which does not relate to an identified or identifiable natural person or to personal data
rendered  anonymous  in  such  a  manner  that  the  data  subject  is  not  or  no  longer
identifiable”. It explicitly states that as a consequence of this definition, the GDPR does
not concern the processing of anonymous information. Note that whenever seemingly
anonymised data can be attributed to a specific natural person by using additional
information, the data are actually  pseudonymous instead of  anonymous. Therefore,
the GDPR applies. It should also be mentioned that the acts of pseudonymising and
anonymising  personal data  essentially comprise (a set of) operations over  personal
data. This means that, according to the definition of processing, pseudonymising and
anonymising personal data should be considered as acts of processing. Consequently,
the GDPR applies.

3.1.3 Controllers and processors
The GDPR distinguishes between data controllers and data processors. A controller is

defined as 

“the natural or legal person, public authority, agency or other body which,
alone  or  jointly  with  others,  determines  the  purposes  and  means  of  the
processing  of  personal  data;  where  the  purposes  and  means  of  such
processing are determined by Union or [EU] Member State law, the controller
or the specific criteria for its nomination may be provided for by Union or
[EU] Member State law.”64

The controller thus determines the purposes and means of the processing of personal
data. For example, Google may have the role of controller when processing personal
data for offering its web mail services. However, Google is not necessarily the only
controller. For instance, when a company decides to start using Google’s G Suite, then
that company may — albeit to a limited extent — determine the purposes and means

63 Recital 28 GDPR.

64 Article 4(7) GDPR; Note: From here on forward, the term “Member State” refers to member states of the European 
Union.
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of the processing of personal data when using G Suite.65 In such case, Google and the
company are joint controllers.66

Although the controller, alone or jointly with others, determines the purposes and
means of  processing, the controller does not necessarily have to  process the data by
himself. Instead, a controller may choose to employ another party to actually process
the data. This party is called the processor: “a natural or legal person, public authority,
agency or other body which processes personal data on behalf of the controller”.67

3.2 Processing principles
The GDPR lays down a number of principles that should form the fundamental basis

for the processing of personal data.68 These processing principles are cited in Table 1.
The controller is responsible for achieving and demonstrating compliance with these
principles.69 This responsibility of the  controller is actually a  processing principle as
well,  called  accountability.  In  the  sections  below,  each  of  the  principles  will  be
explained.

Table 1: Principles for the processing of personal data (Article 5 GDPR).

Principle name Personal data shall be...

Lawfulness, fairness 
and transparency

…  “processed  lawfully,  fairly  and  in  a  transparent  manner  in
relation to the data subject”.

Purpose limitation … “collected for specified, explicit and legitimate purposes and not
further  processed  in  a  manner  that  is  incompatible  with  those
purposes; further processing for archiving purposes in the public
interest,  scientific  or  historical  research  purposes  or  statistical
purposes shall, in accordance with Article 89(1), not be considered
to be incompatible with the initial purposes“.

Data minimisation … “adequate, relevant and limited to what is necessary in relation
to the purposes for which they are processed”.

Accuracy …  “accurate  and,  where  necessary,  kept  up  to  date;  every
reasonable step must be taken to ensure that personal data that are
inaccurate,  having  regard  to  the  purposes  for  which  they  are
processed, are erased or rectified without delay”.

65 Google G Suite is a set of services that Google offers to companies and other organisations. Among others, it 
contains a web mail service. More information about Google G Suite is available at https://gsuite.google.com.

66 Article 26(1) GDPR.

67 Article 4(8) GDPR.

68 Article 5 GDPR.

69 Article 5(5) GDPR.
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Principle name Personal data shall be...

Storage limitation … “kept in a form which permits identification of data subjects for
no longer than is necessary for the purposes for which the personal
data are processed; personal data may be stored for longer periods
insofar as the personal data will be processed solely for archiving
purposes  in  the  public  interest,  scientific  or  historical  research
purposes or statistical purposes in accordance with Article  89(1)
subject  to  implementation  of  the  appropriate  technical  and
organisational measures  required  by  this  Regulation  in  order  to
safeguard the rights and freedoms of the data subject”.

Integrity and 
confidentiality

… “processed in a manner that ensures appropriate security of the
personal  data,  including  protection  against  unauthorised or
unlawful  processing  and  against  accidental  loss,  destruction  or
damage, using appropriate technical or organisational measures”.

3.2.1 Lawfulness, fairness and transparency
Processing of personal data should be lawful and fair.70 In order for processing to be

lawful, it should have a legitimate basis.71 Such basis must be found in article 6 of the
GDPR. One of the grounds on which processing can be based, is the ground that it is
required for compliance with a legal obligation to which the controller is subject.72 In
such case, the  processing of  personal data should have a basis in EU member state
law.73 The  requirement  for  processing to  be  lawful  also  means  that  is  should  be
compliant with e.g. article 8 of the European Convention on Human Rights (ECHR).
Article 8 ECHR states that “everyone has the right to respect for his private and family
life, his home and his correspondence”.74 Furthermore, it states that

“there shall be no interference by a public authority with the exercise of this
right  except  such as is  in  accordance with the law and is  necessary  in  a
democratic society in the interests of national security, public safety or the
economic well-being of the country, for the prevention of disorder or crime,
for the protection of health or morals, or for the protection of the rights and
freedoms of others.”75

70 Recital 39 GDPR.

71 Recital 40 GDPR.

72 Article 6(c) GDPR.

73 Recital 45 GDPR.

74 Article 8(1) ECHR.

75 Article 8(2) ECHR.
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Apart from lawfulness and fairness, it should also be transparent to natural persons
that  (and,  if  applicable,  to  what  extent)  their  personal  data are being  processed.76

Additionally,  for  transparency  it  is  a  requirement  that  “any  information  and
communication relating to the processing of […] personal data be easily accessible and
easy to understand, and that clear and plain language be used”.77 It is thus not allowed
to provide transparency information in tedious privacy policies that are difficult to
read.  Data  subjects should  particularly  be  informed  about  the  identity  of  the
controller and  the  purposes  for  which  their  personal  data are  being  processed.
Moreover, natural persons should be made aware of the risks, rules, safeguards and
rights related to the processing of personal data, as well as how they can exercise their
rights.

3.2.2 Purpose limitation
Personal data should be collected for specified, explicit and legitimate purposes. The

purposes should be determined at the time that the personal data are being collected
and,  in  principle,  it  is  only  allowed  to  process personal  data for  these  specific
purposes.78 However,  processing personal data for other aims is allowed insofar the
processing is compatible with the original purposes.79 Furthermore, EU or EU member
state law may specify tasks and purposes for which additional  processing is  to be
considered compatible and lawful, if the  processing is necessary for carrying out a
task  in  the  public  interest  or  in  the  exercise  of  official  authority  vested  in  the
controller.  Additionally,  the Regulation states  that  “further  processing for  archiving
purposes in the public interest, scientific or historical research purposes or statistical
purposes should be considered to be compatible lawful processing operations”.80

3.2.3 Data minimisation
The  personal  data that are being  processed should be as adequate, relevant and

limited as possible for the purposes for which they are being  processed.81 No more
personal  data should  be  processed than  what  is  necessary.  If  the  purpose  of  the
processing could reasonably be fulfilled by using other means, then those other means
should be used instead of processing personal data.82

76 Recital 39 GDPR.

77 Ibid.

78 Ibid.

79 Recital 50 GDPR.

80 Ibid.

81 Recital 39 GDPR.

82 Ibid.

3.2 Processing principles 27



3.2.4 Accuracy
The personal data that are being processed, should be accurate and kept up-to-date.

The controller should make sure that “every reasonable step” is being taken to either
rectify or delete inaccurate data.83

3.2.5 Storage limitation
The  storage  limitation  principle  essentially  states  that  personal  data should  no

longer  be  stored  in  a  form that  permits  identification  of  the  data  subject than  is
necessary for the processing purpose. Moreover, the controller should set time limits
for erasure or periodic reviews.84

Note that, by definition, pseudonyms are personal data (as discussed in section 3.1.2,
p.  23). Consequently, the storage limitation principle also applies when  pseudonyms
are being  processed. However, if  personal data were to be anonymised, the storage
limitation principle would not apply as no personal data would be processed.

3.2.6 Integrity and confidentiality
Appropriate  organisational  and  technical  measures  should  be  implemented  to

properly secure the  processing of  personal data. Generally speaking, in information
security  the  so  called  CIA  triad  is  being  used.85 This  notion  focuses  on  the
confidentiality, integrity and availability of information and information systems. The
GDPR  contains  similar  elements  when describing  the  integrity and  confidentiality
principle (e.g. protecting against unauthorised processing, accidental loss and damage
of personal data). However, the scopes of the GDPR and CIA triad differ. For instance,
CIA is also about the availability of information systems that do not process personal
data. Information systems that process personal data clearly are in scope of the GDPR.
Furthermore,  the  GDPR  also  states  that  appropriate  measures  should  be  taken  to
prevent unlawful  processing. Moreover, not only the  personal data itself should be
properly secured, but also the equipment that is being used for processing the data.86

3.2.7 Accountability
The responsibility for achieving and demonstrating compliance with the  personal

data processing principles  lies  with  the  controller.  This  even  is  the  case  when  a
controller outsources the processing to another party (which will then take the role of
processor). When it comes to the security of processing personal data, for example, it

83 Ibid.

84 Ibid.

85 International Organization for Standardization, ‘ISO/IEC 27002:2013’ <https://www.iso.org/standard/54533.html>.

86 Recital 39 GDPR.
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is  up  to  the  controller to  choose  a  processor that  provides  sufficient  security
guarantees.87 However, this does not mean that a processor has no responsibilities at
all. Both the  controller and  processor have to identify risks that are inherent to the
processing of  the  relevant  personal  data.88 They  both  also  should  implement
appropriate measures to mitigate these risks. In case the processing results in a high
risks  to  the  rights  and  freedoms  of  natural  persons,  a  data  protection  impact
assessment (DPIA) should be carried out by the controller.89 A DPIA is “an assessment
of  the  impact  of  the  envisaged  processing  operations  on  the  protection  of  personal
data”.90 When the  controller thinks that a high risk cannot be reasonably mitigated,
the  supervisory authority should be consulted.91 When necessary and upon request,
the  processor should assist the  controller in achieving compliance with obligations
derived from the DPIA and consultation of the supervisory authority.92

3.2.7.1 Liability

If a person suffered material or non-material damage caused by an infringement of
the GDPR, then that person has the right to receive compensation for the suffered
damages  from  the  controller or  processor.93 Any  controller that  is  involved  in
processing personal data can be held liable for the damages caused by processing that
infringes the GDPR.94 With regard to the GDPR, a processor can only be held liable for
non-compliance  with  obligations  specifically  directed  to  processors,  or  for  acting
outside  or  contrary  to  lawful  instructions  of  the  controller.  However,  when  a
controller and  processor are involved in the same  processing, and where they are
responsible for damage caused by  processing, each  controller and  processor can be
held  liable  for  the  entire  damage.95 Nevertheless,  if  as  a  consequence  of  this  a
controller or  processor has  paid  full  compensation  to  the  person  who  suffered
damages, the controller or processor can claim back a part of the compensation from
the other controller or processor.96 The amount of compensation that can be claimed
back depends on the extent to which the other controller or processor is responsible
for the suffered damages.

87 Recital 81 GDPR.

88 Recital 83 GDPR.

89 Recital 84 GDPR.

90 Article 35(1) GDPR.

91 Recital 94 GDPR.

92 Recital 95 GDPR.

93 Article 82(1) GDPR.

94 Article 82(2) GDPR.

95 Article 82(4) GDPR.

96 Article 82(5)
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3.2.7.2 Supervisory authorities and administrative fines

Under article 51 of the GDPR, each EU member state has to put an independent
public authority  — called a supervisory authority —  in place that is responsible for
monitoring and enforcing the application of the GDPR.97 The goal of the  supervisory
authority is  to protect  the fundamental  rights  and freedoms of natural persons in
relation to processing personal data, while facilitating the free flow of personal data
within the European Union. It not only monitors and enforces the application of the
GDPR, but,  among other things and in relation to  processing under the GDPR, also
promotes  public  awareness  about  risks  and  rights,  handles  and  investigates
complaints lodged by data subjects, and imposes administrative fines on infringement
of the GDPR.98 The height of these fines depend on which provision has been infringed.
However, there is a maximum of €20.000.000,- or, in the case of an undertaking, 4% of
the total worldwide annual turnover of  the preceding financial year (whichever is
higher).99

3.3 Processing grounds
The GDPR lays down six grounds on which  controllers can legally base their data

processing operations.100 Processing can only be lawful if it is based on at least one of
these grounds. In the sections below, each of the processing grounds will be explained.

3.3.1 Consent
Processing shall be lawful when “the data subject has given consent to the processing

of his or her personal data for one or more specific purposes”.101 Consent of the  data
subject means

“any freely given, specific, informed and unambiguous indication of the data
subject's wishes by which he or she, by a statement or by a clear affirmative
action, signifies agreement to the processing of personal data relating to him
or her.”102

When consent is being used as a  processing ground,  it  is up to the  controller to
demonstrate that the data subject has given consent for the processing of his personal
data.103 For instance, the  controller may let the  data subject give his consent in the

97 Article 51(1) GDPR.

98 Article 57 GDPR.

99 Article 83 GDPR.

100 Article 6 GDPR.

101 Article 6(1)(a) GDPR.

102 Article 4(11) GDPR.

103 Article 7(1) GDPR.
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form  of  a  written  declaration.  However,  if  such  declaration  contains  additional
matters (e.g.  when it  is part of  a larger contract),  the request for consent must be
“clearly distinguishable from the other matters, in an intelligible and easily accessible
form, using clear and plain language”.104

Per the definition of  consent, it should be informed. In order for a  data subject to
give informed consent, he should at least be aware of the identity of the  controllers
and the purposes for which the personal data will be processed.105 If personal data are
being  processed for  multiple  purposes,  consent  should  be  given  for  all  of  these
purposes.106 Consent also must be freely given by the  data subject. This is the case
when the data subject has a genuine and free choice when it comes to giving consent,
and  has  the  ability  to  refuse  consent  without  detriment.107 Consent  is  not  to  be
considered  a  valid  legal  ground  for  processing when  there  is  a  clear  imbalance
between the  data  subject and the  controller, particularly in case the  controller is a
public  authority.108 In  such a situation,  it  may be  unlikely  that  consent  was freely
given.

After having given consent, the data subject has the right to withdraw his consent at
any time.109 For a data subject, it should be as easy to withdraw consent as it is to give
consent. Furthermore, if  processing is based on consent, the  data subject should be
able  to  withdraw consent  without  detriment.110 Nevertheless,  withdrawing consent
does not make the processing unlawful that took place in the period between having
given consent and withdrawal of the consent.

3.3.2 Contractual necessity
Processing is  also  considered  lawful  when  “processing  is  necessary  for  the

performance of a contract to which the data subject is party or in order to take steps at
the request of the data subject prior to entering into a contract”.111 For instance, when a
controller provides a (paid) cloud storage service to the  data subject, the  controller
may have to process personal data when the data subject uploads personal documents
to  the  storage  service.  Note  that  this  really  is  about  a  contractual  necessity. If
additional processing is to be carried out that is not necessary for the performance of

104 Article 7(2) GDPR.

105 Recital 42 GDPR.

106 Recital 32 GDPR.

107 Recital 42 GDPR.

108 Recital 43 GDPR.

109 Article 7(3) GDPR.

110 Recital 42 GDPR.

111 Article 6(1)(b) GDPR.
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the contract, such processing requires its own legal ground (in accordance with article
6 of the GDPR). If consent is being used as the legal ground for additional processing,
consent is presumed not to be freely given if consent is no necessary for performance
of the contract, despite performance of the contract depending on it.112 As a practical
example,  consider  a  controller (“cloud provider”)  providing a (paid)  cloud storage
service again. The cloud provider may want to process additional data for marketing
purposes.  In  this  example,  such  additional  processing is  not  part  of  the  contract
between the user and provider, and the provider bases the additional  processing on
consent of the user. If the provider refuses to deliver the (contractual) services to the
user if he does not give consent for additional processing, consent is presumed not to
be freely given.

3.3.3 Legal obligations
Compliance with a legal obligation to which the controller is subject, may be used by

the  controller as a ground for  processing personal data.113 If  a  controller uses this
processing ground,  the  processing should have a basis  in  EU or EU member state
law.114 Furthermore, the purpose(s) of  processing should be determined by EU or EU
member state law. A practical example of a legal obligation being used as a processing
ground, is article 13.2a of the Dutch Telecommunicatiewet. It states that companies of
public telecommunication networks or public telecommunication services must store
certain  personal  data for  the  purpose  of  investigating,  detecting  and  prosecuting
“serious  crime”.  Telecommunication companies  use  this  law as  a  legal  ground for
processing personal data.

3.3.4 Vital interests
Processing of  personal data shall be lawful when it is necessary for protecting the

“vital interests of the data subject or of another natural person”.115 That is, processing is
regarded to be lawful if it is required for protecting an interest that is essential for the
life of the  data subject or for the life of  another natural person.116 This  processing
ground,  for example,  allows paramedics to  process a patient’s  personal data when
physically he is not able to give his consent.

112 Recital 43 GDPR.

113 Article 6(1)(c) GDPR.

114 Recital 45 GDPR.

115 Article 6(1)(d) GDPR.

116 Recital 46 GDPR.
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3.3.5 Public interest
When  processing personal data is necessary for the performance of a task that is

being carried on in the public interest, the processing is considered to be lawful.117 The
same goes for  processing that is  necessary for carrying out tasks in the context of
official authority that is vested in the controller. Similar to processing based on a legal
obligation,  when  processing takes place as part of  a task carried out in the public
interest or in the context of official authority vested in the controller, the processing
and its purpose(s) should have a basis in EU or EU member state law.118

In  some situations,  processing may be  based  both  on  public  interests  and  vital
interests  of  the  data  subject.119 For  instance,  this  is  the  case  when  processing is
required for humanitarian purposes during epidemics, or other natural or man-made
disasters.

3.3.6 Legitimate interests
Lastly, processing shall be lawful when it

“is  necessary  for  the  purposes  of  the  legitimate  interests  pursued  by  the
controller or by a third party, except where such interests are overridden by
the interests or fundamental rights and freedoms of the data subject which
require protection of personal data, in particular where the data subject is a
child.”120

This processing ground, however, shall not apply when the processing is being carried
out by public authorities in the performance of their tasks.

To determine whether the interests or fundamental rights and freedoms of  data
subjects override  the  legitimate  interests  of  the  controller,  the  data  subjects’
reasonable  expectations  regarding  the  processing of  personal  data should  be
considered.121 It  should carefully be assessed whether  data subjects can reasonably
expect that processing for a particular purpose may take place, taking into account the
time and context  of  the  collection of  personal  data.  In  case  a  data subject cannot
reasonably  expect  further  processing,  his  interests  and  fundamental  rights  may
override the interest of the controller.

117 Article 6(1)(e) GDPR.

118 Recital 45 GDPR.

119 Recital 46 GDPR.

120 Article 6(1)(f) GDPR.

121 Recital 47 GDPR.
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In particular, network and information security are being mentioned in the GDPR
as legitimate interests.122 For instance, personal data may be processed for the purpose
of  preventing  unauthorised  access  to  electronic  communications  networks.  Other
examples of legitimate interests of controllers that could form the basis for processing
personal data, are prevention of fraud and marketing purposes.

122 Recital 49 GDPR.
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4 Introduction to blockchains 
A  blockchain is a specific type of distributed ledger technology (DLT). In essence,

blockchains can be seen as distributed databases. In the case of Bitcoin, a blockchain is
being used as a distributed ledger123 in which transactional data are being stored.124

However, blockchains can also be used for storing other types of data. Namecoin, for
example, uses a  blockchain for storing key-value pairs that may contain a variety of
different types of data.125 In the sections below, it will be explained how blockchains
work  from  a  technical  perspective.  Understanding  the  technical  foundations  of
blockchain based solutions will be required for subsequent parts of this thesis. This is
particularly relevant for the discussion of blockchain-based ABC systems in chapter 5
(p. 44). In section 4.1 below, focus will lie on the Bitcoin blockchain. Other blockchain
based  applications,  like  Ethereum,  may  have  developed  a  blockchain that  works
differently than the one used by Bitcoin.126 However, the underlying principles largely
remain the same.

4.1 Overview of blockchain technology

A blockchain is built out of a linear sequence of blocks, as illustrated in Figure 1.127

The  first  block,  block  N-1,  is  called  the  genesis  block.128 It  is  the  parent  of  the
subsequent block N, which in turn is the parent of block N+1. Each block in the chain

123 Hereafter, the terms “blockchain”, “chain” and “ledger” will be user interchangeably.

124 Nakamoto (n 4).

125 Namecoin (n 6).

126 Zibin Zheng and others, ‘An Overview of Blockchain Technology: Architecture, Consensus, and Future Trends’, Big 
Data, 2017 IEEE International Congress on (IEEE 2017) 558.

127 Illustration based on: ibid.

128 Zheng and others (n 126).
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contains  the  (SHA-256)  hash value  of  its  parent  block’s  header.  These  hashes
effectively create a ‘chain of blocks’. As opposed to all other blocks in the chain, the
genesis block does not have a parent. The value of the parent hash field of the genesis
block is therefore set to zero.129

In  Figure  2,  the  structure  of  an  individual  block  on  the  Bitcoin  blockchain is
illustrated.130 It contains two parts: The block header and the block body131. The block
header has six data fields:

1. Block  version:  Version  of  the  protocol,  indicating  how  a  block  should  be
processed.

2. Merkle tree root  hash: The top Merkle tree  hash of all transactions that are
stored in the block body (see section 4.1.1, p. 37).

3. Timestamp:  The  current  time  in  seconds  (in  Unix  epoch  format,  started
counting on January 1, 1970).

4. nBits: Indicates the difficulty level of mining the block, as used by the Proof of
Work consensus model (see section 4.1.2.1, p. 39).

5. Nonce: A number that usually starts at zero and is increased with every hash
calculation in a Proof of Work consensus model (see section 4.1.2.1, p. 39).

6. Parent block hash: The 256-bit hash value of the preceding block’s header.

129 Blockchain Luxembourg S.A., ‘Block #0’ (Blockchain, 2017) 
<https://www.blockchain.com/btc/block/000000000019d6689c085ae165831e934ff763ae46a2a6c172b3f1b60a8ce26f>
accessed 12 February 2019.

130 Illustration based on: Zheng and others (n 126) 558.

131 The term transactional data may be used as a synonym for block body. However, this term may be confusing. A 
block body contains the data that are being transacted on the blockchain, but this data does not necessarily have 
to be transactional data in the financial sense. Therefore, in this thesis, the term block body will be favoured over 
transactional data.
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The block body contains the actual data a user wants to store on the  chain (e.g.
transactions of bitcoins — the token on the Bitcoin  blockchain that holds monetary
value). It also contains a transactions counter that counts the number of transactions
present in the block body. The number of transactions that can be stored in a block, is
limited. The maximum size of blocks on the Bitcoin blockchain is set to 1 MB.132 Other
blockchains, like Bitcoin Cash, may have a different maximum block size. After a block
reached the maximum size, the block is being appended to the  blockchain. For the
remaining transactions that did not fit in the newly appended block, a new block will
be created.

4.1.1 Merkle trees
A Merkle tree is a tree of cryptographic

hash pointers.133 It  is  constructed  by
hashing pairs of data, after which the hash
outputs  are  hashed again  until  the  root
hash is reached. The root hash is called the
Merkle tree root. In the Bitcoin blockchain,
individual  transactions that  are stored in
the block body form the ‘leaves’ of the tree.
An  example  Merkle  tree  for  a  block
containing  four  transactions  is  shown  in
Figure 3.

Blockchains are  considered  to  be
immutable in that it is infeasible to change
data that are stored on the  chain without
being  detected  and  without  affecting  the  ability  for  others  to  validate  those  and
subsequent data. Merkle trees contribute to this quasi-immutability characteristic of
blockchains. Consider a chain of blocks as illustrated in Figure 1. In each of the blocks
N-1, N, and N+1, Bitcoin transactions are being stored. If an adversary were to modify
a transaction in block N-1 (e.g. TX1), hashes in the tree will be different. Especially for
blocks that contain a large amount of transactions, an adversary will find it difficult to
recalculate and modify the Merkle tree root hash.134 In case the adversary would leave
the  root  hash unchanged,  alteration  of  the  block’s  body  can  be  detected  by
recalculating the  hash and comparing it with its value that is stored in the block’s

132 Bikramaditya Singhal, Gautam Dhameja and Priyansu Sekhar Panda, Beginning Blockchain (Apress 2018) 161 
<https://doi.org/10.1007/978-1-4842-3444-0>.

133 ibid 117.

134 ibid 118.
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header. If the recalculated root  hash is different from the root  hash present in the
header, the block’s body has been altered.

Even when the adversary successfully recalculates and modifies the Merkle root
hash,  detection of  alteration  of  transactions  would  still  be  possible  as  long  as  the
adversary limits himself to just modifying a single block. Subsequent block N contains
a  hash of  block  header  N-1.  Because  the  Merkle  tree  root  hash in  N-1 has  been
changed, the parent hash in the header of block N will not match that of N-1’s header.
By recalculating the  hash of block  N-1’s  header and comparing the result with the
parent hash in block N’s header, alteration of block N-1 can be detected.

Merkle trees not only provide a way to verify the mere contents of the block’s body
integrity.  They  also  make it  possible  to  verify  the  integrity of  the  order  in  which
transactions  are  stored  in  the  block’s  body.  If,  for  instance,  the  first  and  third
transactions in a block would be swapped, the hashes in the leafs of the tree will be
different. Inherently, the Merkle root  hash will be different as well. This also holds
when the first and second transaction are being switched. To calculate a leaf’s value,
the  value  of  its  two  children  is  being  concatenated.  When  the  first  and  second
transaction are being swapped, the concatenated value over which the hash is being
calculated will change. This will result in a different hash value of the leaf. In turn, the
tree’s root hash will be different as well.

4.1.2 Consensus
In  essence,  a  blockchain is  a  database  that  typically  is  being  distributed  and

maintained in a decentralised fashion. Computers (or other devices) that store a copy
of a blockchain, are called nodes. Nodes that store a full copy of all blocks, are called
full nodes.135 As full nodes have access to the complete blockchain, they can verify the
integrity and correctness of each block’s header and body. Full nodes optionally may
add blocks to the blockchain (see the sections below).136 A drawback of running a full
node is  that  storing a complete copy of  the  blockchain may be  costly  in  terms of
storage capacity. For instance, at the time of writing, the Bitcoin blockchain has a total
size of over 214 GB.137 To conserve storage space, nodes may choose to only store block
headers.  Such  nodes are  called  lightweight  nodes.138 The  downside  of  using  a
lightweight node is that it  is not possible to verify block body data. As long as the

135 ‘Full Node’ (Bitcoin Wiki, 26 November 2018) <https://en.bitcoin.it/wiki/Full_node> accessed 14 February 2019.

136 Unless stated otherwise, in subsequent sections it is assumed that a node is a full node that is able to propose new 
blocks that are to be added to the chain.

137 Blockchain Luxembourg S.A., ‘Blockchain Size’ (Blockchain, 23 April 2019) <https://www.blockchain.com/btc/block/
000000000019d6689c085ae165831e934ff763ae46a2a6c172b3f1b60a8ce26f> accessed 23 April 2019.

138 ‘Lightweight Node’ (Bitcoin Wiki, 15 January 2018) <https://en.bitcoin.it/wiki/Lightweight_node> accessed 14 
February 2019.
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(sequence of) block headers is valid, lightweight nodes accept the block — even when
e.g. Bitcoin transactions inside the block’s body are not valid. Lightweight nodes trust
on full nodes for making sure that block body data are correct.139

Over time, new blocks are appended to the  blockchain. In order for all  nodes to
store identical copies of the blockchain, they must reach some sort of consensus as to
which blocks should be added. For this purpose, various consensus algorithms have
been developed. In the sections below, a brief look will be taken at some noteworthy
consensus algorithms as (planned to be) used by Bitcoin, Ethereum and Hyperledger
Indy.140

4.1.2.1 Proof of Work

Proof of  Work is  the consensus algorithm that is  used by Bitcoin,  among others.
Nodes that  want  to  add a  block to  the  blockchain,  need to  solve  a  ‘cryptographic
puzzle’.141 The process of solving this puzzle is called mining. The difficulty of mining
blocks is being dynamically changed by the Bitcoin protocol, so that a new block is
appended to the  blockchain approximately once every ten minutes.  The  node first
creates  a  block body for the block it  wants  to add,  and then constructs  the block
header in such a way that the Merkle tree root hash is lower than a certain number.
This is being achieved by continuously changing the nonce in the block’s header until
an appropriate Merkle root  hash is found.142 When the  node finds a valid block, he
forwards it to other nodes in the network for them to verify the validity of the block.
The  first  node that  creates  a  valid  block,  gets  to  add  the  proposed  block  to  the
blockchain. In return, in the case of Bitcoin, the node whose block got appended to the
blockchain is rewarded a predefined amount of Bitcoins.

When a high number of nodes is concurrently trying to construct new blocks, it is
possible that multiple nodes propose valid blocks at the same time.143 As it takes some
time  for  proposed  blocks  to  be  distributed  among  the  other  nodes,  nodes in  the
network will receive one proposed block sooner than other proposed blocks. When a
node finds that this particular block is valid, he will append it to his locally stored
copy of the blockchain. Consequently, each node may store a different version of the

139 ‘Full Node’ (n 135) s Economic strength.

140 At the moment, Ethereum uses a Proof of Work consensus algorithm. In the feature, the Ethereum network will 
transition to a Proof of Stake model.

141 Arati Baliga, ‘Understanding Blockchain Consensus Models’ 6 
<https://pdfs.semanticscholar.org/da8a/37b10bc1521a4d3de925d7ebc44bb606d740.pdf>.

142 Arthur Gervais and others, ‘On the Security and Performance of Proof of Work Blockchains’, Proceedings of the 
2016 ACM SIGSAC Conference on Computer and Communications Security (ACM 2016) s 2.1 
<http://doi.acm.org/10.1145/2976749.2978341>.

143 Baliga (n 141) 6.
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chain. However,  this deviation is  only temporary.  As time goes by,  new blocks are
proposed. The Bitcoin protocol — that is being followed by each node — states that the
branch of the temporary chain that contains the most new blocks, is to be added to the
blockchain. All other temporary  chains will be discarded. So, in the end, the  nodes
reach consensus about which blocks are part of the blockchain.

4.1.2.2 Proof of Stake

In  Proof  of  Work  consensus  algorithms,  nodes that  are  trying  to  solve  the
cryptographic puzzle consume a lot of energy.144 From these nodes only one node will
get  rewarded for its  efforts  while  the  others  don’t  get  anything in  return — even
though they invested in the mining resources required. Among other things, Proof of
Stake consensus algorithms — plural,  as there are multiple types of Proof of  Stake
models — try to overcome this shortcoming by stepping away from the idea of solving
cryptographic puzzles for a reward.  Instead,  blockchains that use a Proof of  Stake
algorithm rely on so-called  validators that put (a portion of) their financial assets at
stake,  which  will  give  them  the  right  to  vote  on  future  blocks.145 In  the  case  of
Ethereum, ether146 is the financial asset that validators put at stake. The weight of a
validator’s vote depends on the amount of ether he has put at stake.147

Not only does a Proof of Stake model decrease the energy required for generating
new blocks, it also aims to increase security and reduce centralisation risks. 148 In a
Proof  of  Work  model,  an  attacker  can  launch  a  so-called  51%  attack.149 In  such
scenario, the attacker is able to both recalculate hashes and modify existing blocks at a
faster rate than at which other nodes can detect invalid hashes already stored on the
blockchain. This makes it possible for the attacker to arbitrarily modify blocks of data
stored on the chain. The attacker could, for instance, freely add cryptocurrency to his
blockchain wallet. In a Proof of Stake model, a 51% attack is vastly more expensive to
carry out than in a Proof of Work model, arguably discouraging potential adversaries
from launching such an attack.

144 Ethereum Foundation, ‘Proof of Stake FAQ’ (20 March 2019) s What are the benefits of proof of stake as opposed to 
proof of work? <https://github.com/ethereum/wiki/wiki/Proof-of-Stake-FAQ> accessed 24 April 2019.

145 Jon Choi, ‘Ethereum Casper 101’ (Medium, 22 October 2017) <https://medium.com/@jonchoi/ethereum-casper-101-
7a851a4f1eb0> accessed 24 April 2019.

146 ‘Ether’ is the cryptocurrency used on the Ethereum blockchain.

147 Choi (n 145).

148 Ethereum Foundation (n 144) s What are the benefits of proof of stake as opposed to proof of work?

149 Iuon-Chang Lin and Tzu-Chun Liao, ‘A Survey of Blockchain Security Issues and Challenges.’ (2017) 19 
International Journal of Network Security 653, 7.

4.1 Overview of blockchain technology 40



4.1.2.3 Redundant Byzantine Fault Tolerance

Redundant  Byzantine Fault  Tolerance  (RBFT)  is  the consensus model  used by the
Hyperledger Indy project (hereafter also referred to as “Indy”).150. Indy is a distributed
ledger that  is  built  for  the  purpose  of  providing  decentralised  identities.  Indy’s
implementation of RBFT is called Plenum.151 Among others, Hyperledger Indy is used
by Sovrin (see section 5.3, p. 66). While a closer look will be taken at Sovrin later on in
this document, in this section the workings of Plenum will be analysed.

As opposed to Proof of Work and Proof of Stake, Plenum, by itself, does not create an
economic incentive for nodes to construct new blocks on the chain. Hyperledger Indy
is a public permissioned blockchain.152 A permissioned blockchain is a blockchain that
is controlled by a single party or consortium of parties (see also section  4.1.3 (p.  42)
below).153 This governing party (or consortium) determines which nodes are allowed
to add new blocks to the chain. Nevertheless, Indy considers itself a public blockchain
in the sense that anyone may propose data to permissioned nodes for being written to
the chain.

Although Plenum is an implementation that slightly differs from RBFT, its workings
are largely the same.154 On a high level, RBFT works as follows.155 From the point of
view of the RBFT consensus model, there are two types of  nodes: a  master node and
backup nodes.156 All  these  nodes receive requests  from  clients. A client  can be,  for
instance, a mobile device of an individual who wants to write data to the blockchain.
After  having  received  such  a  request,  the  nodes will  individually  verify  the
authenticity  of  the  request.  If  the  request  is  successfully  verified,  each  node will
forward  the  request  to  all  other  nodes in  the  system.  After  having  obtained  the
request from the other instances, the receiving node will again verify the requests it
just received. When the requests passed this second verification round, each node that
is not the master instance will store the request, and will expect the master  node to

150 Hyperledger, ‘Hyperledger Architecture, Volume 1’ 9 
<https://www.hyperledger.org/wp-content/uploads/2017/08/HyperLedger_Arch_WG_Paper_1_Consensus.pdf> 
accessed 1 June 2019.

151 Hyperledger, ‘Plenum Byzantine Fault Tolerant Protocol’ (hyperledger/indy-plenum Wiki, 23 November 2018) ch 
The Plenum protocol <https://github.com/hyperledger/indy-plenum/wiki> accessed 1 June 2019.

152 Hyperledger, ‘Transactions’ (Hyperledger Indy Node documentation, 23 May 2019) s Genesis transactions 
<https://hyperledger-indy.readthedocs.io/projects/node/en/latest/transactions.html> accessed 2 June 2019.

153 Finck (n 8) 195.

154 Hyperledger, ‘Consenus Protocol’ (hyperledger/indy-plenum, 16 April 2019) <https://github.com/hyperledger/indy-
plenum/blob/master/docs/source/diagrams/consensus-protocol.png> accessed 2 June 2019.

155 For the purpose of this thesis, a complete technical analysis of Plenum and RBFT is not necessary.

156 Pierre-Louis Aublin, Sonia Ben Mokhtar and Vivien Quéma, ‘RBFT: Redundant Byzantine Fault Tolerance’, 2013 
IEEE 33rd International Conference on Distributed Computing Systems (IEEE 2013) s Protocol overview 
<http://pakupaku.me/plaublin/rbft/report.pdf>.
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initiate the procedure for carrying it out. When the request has been carried out, the
nodes will send the result of the request to the client. For instance, they may inform
the client that certain data has been written to the blockchain.

In  a  system with  N nodes,  RBFT can  handle  at  most ⌊
N−1

3
⌋ faulty  nodes (e.g.

nodes that  are malicious).157 RBFT has a monitoring mechanism in place to detect
faulty  master  nodes.158 The  monitoring  mechanism,  among  others,  compares  the
throughput  of  requests  of  the  master  node with  the  throughput  of  the  backup
instances.  If  the  ratio  between  the  throughput  of  a  master  node and  average
throughput of  backup  nodes is  lower than a certain ratio,  it  is  suspected that  the
master node is malicious. The backup nodes will then elect another instance to take
over the role of master node.159

4.1.3 Permissionless and permissioned ledgers
From an organisational perspective, a  blockchain can either be  permissionless or

permissioned.  A  permissionless blockchain allows  anyone  to  participate  in  the
blockchain network.160 Bitcoin is an example of a permissionless blockchain. Anybody
can create an address on the chain, and mine and transfer bitcoin on it. Furthermore,
permissionless blockchains are  typically  decentralised,  and  distributed  among
multiple systems that are controlled by different entities. These entities are usually
unknown to, or untrusted by, each other.161 There is not one entity that controls which
parties can and can’t interact with the chain.

In a permissioned system, on the other hand, there is one organisation, consortium
of organisations, or other type of body that governs the  blockchain network.162 Only
entities authorised by the governing body are able to run a node on the network. As
such, the blockchain network is centrally controlled — albeit some more than others.
Some  permissioned blockchains may  be  private  in  the  sense  that  no  one  but
authorised parties can interact with it, while others may allow public read-access but
not public write-access. It is important to note that being permissioned has little to do
with being private or public. It only tells something about whether anyone is allowed

157 ibid System model.

158 ibid Monitoring mechanism.

159 ibid Protocol instance change mechanism.

160 Anant Kadiyala, ‘Nuances between Permissionless and Permissioned Blockchains’ (Medium, February 2018) 
<https://medium.com/@akadiyala/nuances-between-permissionless-and-permissioned-blockchains-f5b566f5d483> 
accessed 7 October 2019.

161 Finck (n 8) 100.

162 Kadiyala (n 160).
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to  participate  to  the  fullest  extent,  or  participation  is  governed  by  one  or  more
organisations.163

163 Rahul Sharma, ‘Public vs. Private Permissioned Ledgers and Blockchain Standards’ (Forbes, 11 June 2019) <https://
www.forbes.com/sites/forbestechcouncil/2019/06/11/public-vs-private-permissioned-ledgers-and-blockchain-
standards/> accessed 7 October 2019.
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5 Attribute based credentials
In traditional identity management models, a trusted identity provider is being used

for  retrieving  authentic  attributes  about  a  user.164 In  such  a  system,  the  identity
provider manages personal data about a user that is required for identification. When
a user wants to identify himself to a service provider, he will first need to authenticate
himself to the identity provider after which the identity provider will send the user’s
identity information to the service provider. For example, this is the case when an
individual uses his Facebook account to log in on Spotify. In this example, Facebook
takes the role of identity provider while Spotify is the service provider.

Oftentimes  actually  identifying  oneself  to  service  providers  is  deemed
unnecessary.165 In many cases, merely knowing that someone has a certain property
(also called an attribute) will be sufficient. Such attributes can contain any (personal)
data. As an example, Alpár and Jacobs use the situation in which a hair dresser offers
students a discount. While the hair dresser may ask potentially eligible customers to
provide a student card with their name, birth date, and student number, he doesn’t
really  need  to  know  this  specific  information.  Instead,  merely  knowing  that the
customer is a student suffices for the purpose of giving the discount. Authentication
using ABC technology makes this possible,  sharing only attributes required for the
transaction. In the situation of the hair dresser, if ABC were to be used, instead of
sharing the customer’s name, date of birth, and student number, an attribute called “is
student” would be shared. This attribute tells the hair dresser whether the client is a
student, without disclosing any other personal data. Attributes are typically grouped
inside a credential. In the hair dresser example, the attribute “is student” could be
part of a student card credential, that additionally contains attributes like name, date
of  birth,  and  the  name  of  the  issuing  educational  institution.  Nevertheless,  as
illustrated by the example above, attributes can be individually disclosed.

In this chapter, three ABC solutions will be analysed. In this analysis, the workings
of each of these solutions will be examined. First, a look will be taken at ABC4Trust’s
Privacy-ABC  architecture.  Even  though  a  reference  implementation  has  been
published,  the architecture developed by ABC4TRust  is  mainly a theoretical  one.166

Next, the workings of the more practical solution IRMA will be investigated. By design,
neither ABC4Trust nor IRMA use blockchain technology.167 The last solution examined

164 Koning and others (n 2) 1.

165 Alpár and Jacobs (n 3).

166 Baignères and others (n 21).

167 ABC4Trust’s Privacy-ABC architecture is technology agnostic. (see section 5.1 (p. 45)). It is unclear whether this 
implies that it could be used in combination with a blockchain.
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in this  chapter  is  Sovrin.  Sovrin uses  a  distributed  ledger for providing their  ABC
service. Understanding the workings of ABC4Trust’s Privacy-ABC architecture, IRMA,
and Sovrin contributes to answering the second and third sub-questions, which seek
to find out how (non—)blockchain-based ABC technology works (see section 1.1, p. 9).
The analysis of these ABC technologies in this chapter shows how non—blockchain-
based  and  blockchain-based  ABC  technology  can  be  designed,  what  is  possible  in
terms of functionality that such systems provide, and what kinds of data are being
processed.

5.1 ABC4Trust
ABC4Trust was a research and development project funded by the European Union.

The project developed a proof-of-concept aimed at bringing common features of so-
called Privacy Preserving Attribute Based Credentials (Privacy-ABCs)168 together into
one  architectural  framework,  abstracting  away  from  the  cryptographic  modules
underneath.169 On the one hand, Privacy-ABCs protect the privacy interests of users
while on the other hand they support the interests of service providers (i.e.  verifiers,
as discussed in the sections below).170 

ABC4Trust’s  architecture  is  build  out  of  multiple  layers.171 Each  of  these  layers
provides  specific  functionalities.  The  ABC  Engine  (ABCE)  is  the  layer  that  groups
together all Privacy-ABC related functionalities. On top of the ABCE is the application
layer, which can interact with the ABCE using the interfaces that it provides. These
interfaces  are  technology  agnostic,  allowing  any  type  of  application  to  use  them.
However,  for  cryptographic  operations  often  times  traditional  asymmetric
cryptography is being used (for instance when verifying credentials, see section 5.1.2,
p. 47). ABC4Trust also provides a separate Cryptographic Engine, which is being used
to generate cryptographic key material.172 This Cryptographic Engine is based on IBM’s
identity mixer (idemix) library, but has been modified to make it more modular and
operable  with  Microsoft  U-Prove.  Both idemix and U-Prove are  existing  credential
systems, and are being supported by ABC4Trust’s architecture. In essence, ABC4Trust’s
architecture is not a stand-alone (Privacy-)ABC framework, but is one that makes uses
of other (existing) ABC technology. This becomes clear, for example, in the way user
credentials  are  being  revoked.  Instead  of  providing  a  fully  featured  revocation

168 To the extent of my knowledge, there is no difference between the term ABC and Privacy-ABC. In ABC4Trust’s 
documentation, the term Privacy-ABC is being used. Therefore, in this chapter Privacy-ABC will be used as well.

169 Sabouri, Krontiris and Rannenberg (n 18) 218.

170 Welderufael B Tesfay and Fatbardh Veseli (eds), ‘Privacy-ABC Technologies, Personal Data Ecosystem, and 
Business Models’ 4 <https://abc4trust.eu/download/R2.1%20-%20PDE%20and%20ABC%20Review%20V1.0.pdf>.

171 Bichsel and others (n 19) 12.

172 ibid 94.
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protocol,  the  revocation  protocol  relies  on  external  (third-party)  revocation
mechanisms (see section 5.1.7, p. 54).

5.1.1 Roles inside ABC4Trust’s Privacy-ABC architecture
In the Privacy-ABC architecture developed by ABC4Trust, multiple roles exist. The

functionality provided to a user depends on the role that he has. In this regard, the
system distinguishes between the following roles:173

• A user (in other literature sometimes also referred to as a requester or subject)
collects  credentials  from  issuers,  and  controls  which  information  from  his
credentials  are being disclosed to verifiers.  In the ABC4Trust architecture,  a
human user is digitally represented by a user agent. The user agent is a piece of
software  that  either  runs  on  a  local  device  (like  the  user’s  personal
smartphone), or remotely (for instance on a trusted cloud platform).

• An issuer (in other literature sometimes also referred to as an identity provider
or attribute authority) issues credentials  to users.  When doing so, the issuer
guarantees the correctness of the credentials it issues. It may be necessary for a
user to authenticate himself to an issuer before receiving the credential. For
instance,  before  obtaining  a  credential  that  contains  the  attribute  “bank
account number”, an account holder (i.e. the user) may need to prove to the
bank (i.e. the issuer) that he actually is the owner of a specific bank account. In
such  case,  authentication  may  take  place  using  Privacy-ABCs,  but  other
authentication mechanisms may be used as well. For instance, in the previous
example, the bank may ask the account holder to be physically present at one
of the bank’s offices when issuing the credential.

• A  verifier (in other literature sometimes also referred to as the  relying party,
server,  or  service  provider)  uses  credentials  to  grant  parties  access  to  the
resources or services that it offers. The verifier does this by requiring users to
own and present specific credentials. A liquors store, for example, may require
its customers to own and present a credential that proves that the customer is
18 or older when buying alcoholic drinks.

• A revocation authority revokes issued credentials so that they cannot be used
any longer. This may be useful,  for instance, when credentials are stolen or
simply no longer hold. In ABC4Trust’s architecture,  revocation authorities can
be used in two ways. First, a revocation authority may be imposed by an issuer
(“issuer-driven revocation”). In such case, revoked credentials cannot be used
anymore with any verifier and for any purpose. Second, a revocation authority

173 ibid 15.
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may be imposed by a verifier (“verifier-driven revocation”).  When doing so,
revoked  credentials  cannot  be  used  anymore  with  that  specific  verifier.
However, the revoked credential can still be used with other verifiers.

• Lastly,  an  inspector is  a  trusted  authority  that  is  capable  of  deanonymising
disclosed attributes under specific circumstances.  Before a user discloses an
attribute or credential,  the user is  being informed about  the identity of  the
inspector and  the  specific  circumstances  under  which  attributes  can  be
deanonymised. This allows the user to make a conscious decision based on the
trust he has in the inspector.

Although all these roles contribute in different ways to the Privacy-ABC system, it is
possible that multiple roles are fulfilled by one party.174 For instance, a bank may both
act as an issuer and a verifier.

5.1.2 Credentials and attributes
In  ABC4Trust’s  architecture,  a  credential  is  a  certified  container  that  contains

attributes.175 The credential (and inherently the attributes it contains) are issued by an
issuer  to  a  user.  Public  key  encryption  may  be  used  for  certifying  and  verifying
credentials.  For  instance,  the  issuer  may  use  a  private  key  to  sign  (i.e.  certify)  a
credential, while a verifier may use the issuer’s corresponding public key to verify the
credential. As mentioned before, with respect to the user, the issuer vouches for the
correctness of the attributes it issues. Attributes are described by an attribute type and
attribute value. The attribute type determines the semantics of an attribute (e.g. “Full
name”), while the attribute value holds the attribute’s actual content (“e.g. John Doe”).
Which  attributes  are  being  contained  in  a  credential,  is  specified  in  a  credential
specification.176 The  credential specification for a credential also defines the way an
attribute is encoded (i.e. ‘stored’) inside that credential.  Credential specifications are
created by issuers themselves, but may also be created by an external authority.177 If
an external authority maintains a credential specification, this would make it possible
for multiple issuers to issue the same type of credentials. This could be useful for e.g.
municipalities  that  issue  a credential  with  which users  can proof  that  they reside
inside  the  issuing  municipality.  The  underlying  credential  specification would  be
maintained by a central government authority, so that for all issued credentials the
credential structure is the same.

174 ibid 16.

175 ibid.

176 ibid 117.

177 ibid 37.
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5.1.2.1 Credential secret keys

To prevent users from sharing credentials with each other (also known as credential
pooling  or  credential  grouping),  the  credential  specification may  specify  that
credentials are bound to a secret key.178 This secret key is assumed to be known only to
one particular user. During the disclosure process, the user proves that he knows the
secret  key  that  is  bound  to  the  credential  involved.  To  further  defend  against
credential pooling, credentials can also be bound to a trusted device, like a smart card.
In such case, the secret key is stored in a protected area on that device so that it is not
possible to extract the key from it. During the disclosure process, the trusted device
will be used to prove that the user ‘knows’ the secret key by having access to the
device. Additionally, a verifier may require a user to prove that the secret keys for all
involved  credentials  are  the  same.  By  doing  so,  the  user  proves  that  the  used
credentials are his.

5.1.3 Verifiable pseudonyms
In principle, ABC introduces unlinkability between disclosure sessions. When a user

regularly buys alcohol and always discloses the predicate “older than 18 years old” to
prove that he is older than 18 years of age, the retailer will not be able to link these
disclosure  sessions  solely  based  on  the  disclosed  predicate.179 However,  in  some
situations a controlled form of  linkability may be desirable. For instance, when the
retailer wishes to offer personal discounts based on a customer’s purchase history. For
this purpose, Privacy-ABCs have the concept of verifiable pseudonyms.180

Verifiable pseudonyms are linked to the user’s secret key, as discussed in section
5.1.2.1 (p.  48).181 When  a  secret  key  is  established  using  traditional  public  key
cryptography and seen as the equivalent of a private key, then a verifiable pseudonym
can be seen as the equivalent of a key pair’s public key. However, in Privacy-ABCs, for
one secret key an unlimited number of pseudonyms can be generated. Consequently,
users  are  able  to  use  a  different  pseudonym for  each  verifier  they  interact  with.
Furthermore,  pseudonyms are  unlinkable  to  each  other.182 Verifiers  cannot  tell
whether two  pseudonyms were derived from the same secret key or from different
secret  keys.  Note  that  the  existence  of  pseudonyms does  not  mean  that  they  are

178 ibid 17.

179 Users can disclose attributes, but also use Privacy-ABCs to prove that a certain predicate holds. See section 5.1.5 (p.
51)

180 In this section, pseudonyms are being discussed as a feature offered by ABC4Trust. This should not be confused 
with the term “pseudonym” as defined by the GDPR.

181 Bichsel and others (n 19) 18.

182 ibid 2.8.4.
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implicitly  used  in  each  interaction  with  a  verifier;  users  can  disclose  attributes
without using a verifiable pseudonym.

ABC4Trust’s Privacy-ABC architecture has three types of verifiable pseudonyms:

• General  verifiable  pseudonyms:  Pseudonyms derived  from  a  secret  key,  as
described above. A user can use such pseudonym to re-authenticate by proving
that he has access to the corresponding secret key.

• Certified  pseudonyms:  A  verifiable  pseudonym that  also  underlies  an  issued
credential.  By  using  same-key  binding,  a  user  can  prove  ownership  of  a
credential while at the same time establishing a pseudonym based on the same
secret key. This makes it clear for the verifier that disclosed attributes from a
specific credential and a certain pseudonym belong to the same user.

• Scope-exclusive  pseudonyms:  Verifiable pseudonyms that are guaranteed to be
unique for a certain scope and secret key. In some situations, a verifying party
may want a user to only have one identity for a service or product offered by
the verifier. For instance, a verifier offering a free goodies-bag on an event may
want to prevent users from obtaining multiple goodies-bags. Scope-exclusive
pseudonyms  prevent  a  user  from  making  an  arbitrary  amount  of  unique
pseudonyms for a certain scope and secret key, and thus prevent a user from
obtaining  multiple  goodies-bags  by  using  different  pseudonyms in  each
disclosure session.

5.1.4 Issuance of credentials
Users can obtain a credential by requesting one  at an issuer.183 For this, the user

typically first needs to authenticate himself to the issuer. As noted before, this may be
realised  using  Privacy-ABCs,  but  may  also  take  place  using  other  means.  After
authentication, the credential issuance process can start.

Before an issuer can issue credentials, he needs to specify the issuer parameters.184

Most  notably,  the  issuer  parameters  a)  are  used  to  identify  the  issuer  within  the
Privacy-ABC architecture, b) contain the issuer’s public key information that is used
when  issuing,  using  and  verifying  credentials,  and  c)  specify  which  revocation
authority is  responsible  for  revoking  credentials  issued  by  the  issuer.185 As  all
credentials issued by an issuer are signed with its private key, it is not possible for

183 ibid 62.

184 Patrick Bichsel and others, ‘H2.2 - ABC4Trust Architecture for Developers’ 40 
<https://abc4trust.eu/download/ABC4Trust-H2.2_ABC4Trust_Architecture_for_Developers.pdf>.

185 Note that such revocation authority falls within the scope of issuer-driven revocation. Credentials that the 
revocation authority revokes are thus to be considered unusable by all parties within the system.
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users to forge credentials as long as the private key stays secret. However, this does
not necessarily mean that the credential of a user actually holds for that user. If the
issuer  bases  the  credential  it  issues  on  out-of-date  data,  the  credential  may  be
cryptographically valid while the data inside it are not relevant anymore.

The ABC4Trust architecture describes two types of issuance: simple issuance and
advanced issuance.186 In  simple issuance,  the issuer issues  a  credential  that  is  not
related  to  credentials  or  verifiable  pseudonyms already  owned  by  the  user.  For
instance, simple issuance can be used when the user obtains a new credential that
represents his driver licence. All attributes in the credential are newly issued by the
issuer. After completing the process, the newly obtained credential is stored in the
local credential store (e.g. in an app on the user’s personal smartphone), and is ready
to be used by the user. However, sometimes an issuer may want to issue a credential
that carries over attributes, secrets or  verifiable pseudonyms from a user’s existing
credentials. As an example, consider a car rental company that issues credentials to
link a leaseholder (i.e. user) to a specific car. The leaseholder already owns a driver
licence in the form of a credential. The car rental company may then require that the
credential  it  issues  contains  the  name  that  is  present  on  the  leaseholder’s  driver
licence. In such case, the rental company can issue the credential in such a way that it
carries  over the  user’s  full  name present  in  the existing driver licence  credential.
ABC4Trust’s  architecture  facilitates  this  in  a  process  called  advanced  issuance.187

Advanced  issuance  guarantees  the  issuer  that  attribute  values,  secrets  and
pseudonyms in  the  newly  issued  credential  are  equal  to  those  of  the  original
credential(s), without the issuer obtaining knowledge of their actual value. In essence,
the user first discloses information (but not raw attribute values) from one or more
existing credentials to the issuer, after which issuance of a new credential takes place.

Additionally, advanced issuance makes it possible for an issuer and user to jointly
generate  an  attribute  with  a  random  value.  The  user  cannot  choose  or  bias  the
randomly generated value, while the issuer does not learn it.  This might be useful
when imposing usage limitations on a credential.  A verifier may require a user to
disclose the random value included in a credential, and only provide a service if it has
not  seen  that  random  value  before.  Afterwards,  as  the  issuer  does  not  know  the
random value stored in the credential it issued, the issuer and verifier cannot collude
to trace the disclosure session back to the user.188 Moreover, the user cannot ‘cheat’ the
system because he is not able to influence (i.e. bias) the attribute’s random value.

186 Bichsel and others (n 184) 27.

187 Bichsel and others (n 19) 23.

188 Unless, of course, other personal data or unique attributes have been disclosed by the user.
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5.1.5 Presentation and verification of credentials
When  disclosing  information  from  a  credential  to  a  verifier,  a  user  sends  the

verifier a  presentation token.189 The presentation token can contain attribute values
from any of the user’s credentials, but can also contain proof that a certain predicate
holds (e.g. “birth date earlier than 2001-10-24”) or that two attribute values satisfy a
certain predicate (e.g. “full name inside passport credential equals full name inside
credit card credential”). A presentation token can also be used for signing application
specific messages or nonces — the latter being especially useful for proving freshness
of messages that are being sent.

Verifiers  create  a  presentation  policy to  inform  users  what  information  a
presentation  token must  contain.  The  presentation  policy  states  which  credentials
from which issuers a verifier accepts, as well as which attributes should be disclosed.
Furthermore, a presentation policy may tell the user to disclose a verifiable, certified,
or  scope  exclusive  pseudonym.190 After  having  received  a  presentation  token,  the
verifier can use the issuer parameters and credential specifications of the credentials
involved to verify the token’s integrity and authenticity.

In principle, presentation tokens are cryptographically unlinkable and untraceable.
It is not possible for verifiers to tell whether two presentation tokens were derived
from the same credentials. In a similar vein, issuers cannot trace back a presentation
token to the user who constructed it.191 Nevertheless,  a trusted  inspector is  able to
actually  link  back  presentation  tokens  to  specific  users.  This  will  be  discussed  in
section 5.1.6 below.

5.1.5.1 Multi-show unlinkability in ABC4Trust

In  principle,  issuance  of  a  credential  cannot  be  correlated  with  usage  of  the
credential.192 If  the user does not reveal identifying information when disclosing a
credential, even when an issuer and verifier collude they cannot trace a disclosure
session back to a specific user. Similarly, when a user discloses the same information
multiple times to the same verifier, the verifier cannot tell whether the credentials
were disclosed by the same or by different  users.  However,  again,  this only holds
when  the  user  reveals  no  identifying  information  (like  his  name  or  a  unique
pseudonym).

189 Bichsel and others (n 19) 16.

190 ibid 51.

191 Once again, this statement only holds if no personal data or unique attributes have been disclosed.

192 Bichsel and others (n 19) 10.
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ABC4Trust  fittingly  states  that  unlinkability can  only  be  achieved  insofar  the
underlying communications layer does not allow for correlations to be made between
user sessions.193 For instance, in case issuers and verifiers log IP addresses of their
users, they may be able to associate sessions with each other when a user has the
same IP address in each of these sessions. One proposed solution for this problem is
using Tor onion routing and disabling cookies in the user’s web browser.194 However,
even  then,  achieving  complete  unlinkability can  be  difficult  as  other  hardware
characteristics (like deviations in a device’s hardware clock) might be used to create
unique device — and, to some extent, user — fingerprints. Another cause for reduced
unlinkability may be the limited amount of users of the Privacy-ABC system. If the
system only has one user, and that user only uses the system in physical sessions for
e.g. proving that he is of the required legal age for buying alcoholic drinks, each of the
disclosure sessions may be directly linked back to this single individual. Although this
can be partly attributed to the user physically ‘showing his face’, in a system where
e.g.  1000  users  use  Privacy-ABC when buying  beverages  with  the  same merchant,
linkability of disclosure sessions may be more difficult.

5.1.6 Inspection of attributes
ABC4Trust acknowledges that absolute user anonymity in online systems opens the

door for abuse, such as spam and fraud.195 Therefore it has implemented a feature
called  inspection in its  Privacy-ABC architecture.  This feature aims to allow honest
users  to  stay  anonymous,  while  providing  a  way  to  hold  misbehaving  users
accountable. Inspection makes it possible to reveal one or more additional attributes
of a user who generated a presentation token to the verifier involved. Revealing such
data is being done by an inspector, who should be an entity separate from the verifier.
On one hand, an inspector should be trusted by the user in that no attributes are being
unnecessarily  revealed.  On the other hand,  an  inspector should  be trusted by the
verifier in that he will uncover attributes when necessary.

In  practice,  inspection could work as  follows.196 Imagine a  service  provider  that
offers  an  online  market  place  on  which  individuals  can  sell  second-hand  items
(comparable to e.g. eBay). The service provider uses Privacy-ABCs for authentication,
and for this purpose only requires customers (i.e. users) to share their email address,
which is present in a credential that they already own. This existing credential can, for

193 ibid 2.8.1.

194 For an overview of the way Tor onion routing works, see https://2019.www.torproject.org/about/overview.html.en.

195 Bichsel and others (n 19) 18.

196 Whether it is lawful to implement inspection as outlined in the example below, is not particularly relevant. The 
example’s sole purpose is to explain how inspection works. Furthermore, it should be mentioned that inspection 
has multiple use cases. It is not limited to just assisting law enforcement (in the way depicted by the example).
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instance, be issued by a local government authority. Thus, the service provider does
not issue new credentials, but is a verifier to which users disclose their email address
attribute. Although the service provider likes to respect the privacy of its customers, it
does  not  want them to exploit  their  platform for selling prohibited  goods  to  each
other, like weapons or drugs. In case a user does use the platform for selling such
items, the service provider’s policy is to inform the police about it. However, at this
point,  the service provider cannot hand over any useful data except for the user’s
email address. This is where the inspector comes in. In the presentation policy initially
crafted by the service provider, it is specified, among other things, who the inspector
is, which attributes he must be able to recover, and under which circumstances he can
do so. For example,  the presentation policy may state that a specific  inspector can
reveal the user’s full name and address if the user sells prohibited items on the service
provider’s platform. If the user agrees with this, he proceeds and discloses his email
address  to  the  service  provider.  Additionally,  the  user  encrypts  the  recoverable
attributes (that contain his full name and address), and sends them to the inspector.
When the service provider, whether or not together with the  inspector, determines
that the specified circumstances apply (e.g. when the user sells illegal goods on the
service provider’s platform), the service provider can ask the inspector to reveal the
user’s  full  name  and  address.  Afterwards,  the  service  provider  can  hand  this
information over to the police.

By default, attributes in a presentation token cannot be  inspected. If the user and
verifier want to enable inspection, the presentation policy must explicitly specify the
identity of the  inspector, the information that the  inspector will be able to recover,
and under which circumstances the  inspector can do so. Encrypting the revealable
information can be implemented using e.g.  public key cryptography.  The  inspector
could then generate two keys: a public key and a (secret) private key. The user then
can encrypt the revealable attribute values with the inspector’s public key, and add a
cryptographic proof to the presentation token that the encrypted values are derived
from the user’s authentic credentials. When a situation arises in which the inspector is
asked to reveal the encrypted attribute data, he can use his private key to decrypt the
data and, afterwards, send the decrypted attribute data to the  inspection requester.
The inspection requester is  the entity that requested  inspection.  In contrast  to the
example  above,  this  does  not  necessarily  have  to  be  the  verifier.  For  example,  a
competent government authority can act as an inspection requester when the user is
e.g. suspected of committing credit card fraud.
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5.1.7 Revocation of credentials and attributes
At some point in time, it may be required for issued credentials to be revoked. This,

for example, is the case when a credential’s attributes no longer hold, or when an
issuer’s secret key(s) have been compromised. ABC4Trust’s Privacy-ABC architecture
provides  an  abstract  interface  that  covers  multiple,  different  revocation
mechanisms.197 Regardless  the  revocation  mechanism  being  used,  dedicated
revocation authorities are responsible for revoking credentials. Revocation authorities
publish  their  revocation  parameters,  and  regularly  publish revocation  information.
Revocation parameters provide verifiers information on where and how to obtain the
most recent revocation information. Revocation authorities may be separate entities,
but may also by the same entity as an issuer or verifier.

ABC4Trust distinguishes between two types of revocation:  issuer-driven revocation
and verifier-driven revocation.198 Issuer-driven revocation is usually being used when a
user is not allowed to use certain credentials anymore, or when his credentials have
been compromised. In issuer-driven revocation, the revocation authority is specified
in  an  issuer’s  issuer  parameters.  During  disclosure  sessions,  the  validity  of  the
credentials involved must always be verified using the latest revocation information.
Such validation uses a revocation handle. A revocation handle is a dedicated, unique
identifier  that  an  issuer  adds,  as  an  attribute,  to  each  credential.  By  default,  a
revocation handle is not revealed during a disclosure session (as including one would
nullify unlinkability between disclosure sessions). Instead, the user cryptographically
proves that the attributes he wants to disclose are not revoked. This proof is called
non-revocation evidence. 

When a credential needs to be revoked, e.g. by an issuer or a verifier, the revocation
handle must be shared with the revocation authority. In case the issuer is the one that
wants to revoke a credential, it can directly do so as the issuer is also the entity acting
as revocation authority. However, there may be situation in which parties other than
the revocation authority wish to have a credential revoked. In such scenario, there are
multiple ways for the revocation requester to retrieve the relevant revocation handle.
For instance,  a  presentation policy  may require  a  revocation handle’s  value to  be
revealed  to  a  trusted  inspector.  The trusted  inspector can subsequently  share  the
revocation handle with the revocation requester,  or  can share it  directly with the
revocation authority. In case of the former, the revocation requester can then share it
with the  revocation authority after which the credential is being revoked. In  issuer-

197 Bichsel and others (n 19) 20.

198 ibid 21.
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driven revocation, revoked credentials cannot be used anymore with any verifier that
validates the credential revocation status.

As  opposed  to  issuer-driven  revocation,  in  verifier-driven  revocation,  credential
revocation has a local scope. When a credential is being revoked, it cannot be used
anymore  with  a  single  verifier  or  group  of  verifiers.  On  top  of  issuer-driven
revocation,  verifier-driven revocation specifies an additional  revocation authority in
the  presentation policy.  The effect  of  revocation by such a  revocation authority is
limited  to  the  verifiers  that  check  credentials  against  that  revocation  authority’s
revocation  information.  The  primary  use-case  of  verifier-driven  revocation is
purpose-specific revocation. For instance, for preventing (registered) hooligans from
entering a soccer stadium or blocking malicious users from a website. A noticeable
difference  with  issuer-driven  revocation is  that  verifier-driven  revocation can  be
performed based on any attribute,  instead of just  a revocation handle.  In essence,
verifier-driven revocation bans attributes with blacklisted values.

5.1.8 Processing attribute data in ABC4Trust
In ABC4Trust’s Privacy-ABC architecture, any of the parties involved may process

attribute  data,  including  pseudonyms and jointly  generated random values.  In  the
sections below, for each of these parties it is explained what attribute data they may
process as well as where such data are stored.

5.1.8.1 Issuers

In order for a user to obtain attributes (contained in credentials), there needs to be
an issuing party that knows which attributes belong to a specific user. This party acts
as an identity provider. It typically has access to some sort of database that contains
the  data  of  which  attributes  are  being  derived  from.  Although  the  legalities  of
maintaining such database fall outside the scope of this thesis, it is important to see
that attributes are not being created out of thin air. Instead, the identity provider is
being considered a trusted party that issues credible, signed attributes. Issuing parties
thus have to process attribute data.

In  advanced  issuance,  the  user  can  carry  over  attribute  values  from  existing
credentials as well as self-claimed attributes. Furthermore, a newly issued credential
may be bound to the secret key or verifiable pseudonym of existing credentials, and a
credential may contain an attribute of which the value is randomly chosen jointly by
the issuer and user. In any of these cases, the issuer does not learn their actual value.
Therefore, the only attribute values it knows, are those of credentials that the issuer
has issued itself.
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5.1.8.2 Verifiers

A verifier may process attributes,  pseudonyms or the outcome of predicates. After
disclosing  such  information  by  a  user,  from a  technical  perspective,  the  verifying
party can freely use and store the disclosed data. It should be stressed, though, that
verifiers do not receive ‘raw’ credentials. Verifiers receive attributes in such a way that
it is not possible for them to reuse the credentials involved as seemingly their own
(e.g.  for  impersonating the original  user).  Moreover,  legally speaking,  verifiers  are
limited  as  to  how  disclosed  attributes  can  be  processed.  If  an  attribute  contains
personal data, the may GDPR apply. In such case, for instance, attributes may not be
processed  for  other  purposes  that  are  incompatible  with  the  initial  processing
purposes.

5.1.8.3 Users

Of course, users process their own credentials and attributes. Credentials are stored
locally on their device or smartcard. They themselves determine whom they disclose
their attributes to.

5.1.8.4 Inspectors

Inspectors will receive encrypted attribute values from users. Using its private key,
an inspector can decrypt the attributes it receives at any point in time. However, the
user and verifier ask the  inspector to only decrypt and share attribute values when
specific conditions apply, for instance when the user abuses the service provided by
the verifier.

5.1.8.5 Revocation authorities

The information a revocation authority retrieves, depends on whether issuer-driven
or  verifier-driven  revocation is  being  used.  In  issuer-driven  revocation,  a  per-
credential unique revocation handle is used to identify revoked credentials. The user
does not share the revocation handle with a verifier. Initially, only the issuer and user
know  the  revocation  handle  of  a  certain  credential.  Furthermore,  by  itself,  a
revocation  handle  cannot  be  directly  linked  to  a  specific  user.  However,  with
additional  data  (like  attribute  values  inside  the  credential  concerned)  it  may  be
possible to do so. Most notably, this is the case when the  revocation authority and
issuer are the same party, or when a revocation authority and issuer collude. In such
cases,  the  revocation  authority has  access  to  additional  information  required  for
identifying users based on their credential handle(s).

In  verifier-driven revocation, revocation can be performed based on any attribute
or (scope-exclusive)  pseudonym. This means that the  revocation authority involved
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may process both pseudonyms and other attributes. In verifier-driven revocation it is
likely that the revocation authority is the same entity that is acting as the verifier. 

Similar to issuer-driven revocation, it is possible that verifiers maliciously collude
with revocation authorities. In such cases, the revocation authority has direct access
to additional information that enables it to identify users based on merely a (scope-
exclusive) pseudonym.

5.1.8.6 Organisations hosting remote user agents

As shortly mentioned in section  5.1.1 (p.  46), users are being represented by  user
agents.  User  agents can,  for  instance,  create  presentation  tokens  based  on  the
credentials that it has access to.199 Although a  user agent may run on a local device
(e.g. in the form of a wallet app on the user’s smartphone), it may also run on a trusted
remote server (e.g.  as a cloud service).  In such case,  a third party (i.e.  the hosting
provider  of  the  remote  server)  controls  the  infrastructure  that  is  being  used  for
running the  user agent.  As  the  user agent runs on infrastructure provided by the
hosting provider, the provider processes attributes. The way (and the extent to which)
the hosting provider processes attributes, depends on the way it set up its service. For
instance, the provider may design a system in which all attributes are stored in an
encrypted form, enabling only a specific authenticated user to decrypt and use them.
Furthermore, a hosting provider may make back-ups of (encrypted) attributes, restore
such back-ups, remove attributes from a user agent, move a user agent from one of its
servers to another, etc.

199 ibid 50.
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5.2 IRMA
The second ABC solution that will be looked into, is IRMA.200 IRMA is an acronym for

I Reveal My Attributes. It provides attribute based authentication based on Idemix.201 In
contrast  with  ABC4Trust,  IRMA  is  an  application  of  ABC  that  is  being  used  in  a
production  environment.  In  the  past,  the  project  used  a  smart  card  to  let  users
authenticate  themselves.  However,  the  smart  card  version  is  no  longer  being
maintained. Instead, a mobile app has been developed in which users can manage
their credentials. The IRMA ecosystem is completely open-source, allowing others to
set up their own IRMA-based ABC infrastructure.202

Similar  to  ABC4Trust’s  architecture,  attributes  are  stored  inside  credentials.203

Although originally IRMA allowed for a maximum of four attributes to be stored in a
credential,  in  the  current  implementation  users  can  store  more  than  four.204 The
issuers that issue credentials (and thus the attributes within) digitally sign them using
public key cryptography. Doing so provides some level of assurance when it comes to
the attributes’ validity, authenticity, and integrity. Although multiple attributes can be
stored  in  a  single  credential,  users  can  use  each  of  the  attributes  independently.
Furthermore, credentials hide the actual values of the attributes they store from plain
sight.  If  a malicious third party were to gain access to a credential,  the embedded
attributes  thus  remain  confidential.  Nevertheless,  the  structure  of  a  credential  is
publicly available.  This is useful for determining which credential is suitable to be
used in a specific situation.

5.2.1 Roles in IRMA
Within IRMA there exist four general, functional roles (of which the first three are

similar to those in ABC4Trust): Users, issuers, verifiers, and scheme managers:205

• Users are the people who the valid attributes are about. Validity in this specific
context  means that the attributes  hold for the user,  and that  they have not
expired. In practice, users are the people who want to authenticate themselves
using IRMA. 

• Issuers are  those  who  sign  credentials  that  contain  attributes,  and  provide
these signed credentials to the users.

200 Alpár and Jacobs (n 3).

201 IBM Research (n 1).

202 The IRMA source-code is available at https://github.com/privacybydesign (accessed 25 February 2019).

203 Alpár and Jacobs (n 3) 3.

204 Privacy by Design Foundation, ‘Attribute Issuance’ (Privacy by Design Foundation) 
<https://privacybydesign.foundation/issuance/> accessed 25 February 2019.

205 Alpár and Jacobs (n 3) 5.
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• Verifiers are those who verify (some of) a user’s attributes when authorising a
transaction. A verifier may also be called a relying party.

• The  scheme  manager is  an  independent,  non-profit  organisation  that
determines  the  rules  for  the  other  functional  roles  described  above.
Furthermore,  the  scheme  manager is  responsible  for  the  software  and
hardware  required  by  the  ABC  implementation.  In  the  case  of  IRMA,  the
Privacy by Design Foundation acts as the scheme manager.206

5.2.2 Credentials
In  IRMA’s  implementation of  ABC,  each credential is  an instance of  a  credential

type.207 Among other things, a credential type specifies the number of attributes its
instances have, what the names of these attributes are, and which issuer can issue
credentials of the credential type. For example, a credential type called LinkedIn may
specify that credentials of this type contain five attributes with the names Full name,
First name,  Family name,  Email address and  Profile, and that credentials of this type
may be issued by the Privacy by Design Foundation.208 In this example, the Privacy by
Design Foundation takes the role of  issuer.  It  should be mentioned that credential
types are issuer specific. That is, each credential type is linked to a specific issuer. One
issuer cannot issue credentials of a credential type that is linked to another issuer,
even if both credential types contain exactly the same attributes.

In  order  for  IRMA  to  function,  each  party  involved  (i.e.  the  issuers,  users  and
verifiers) must know who the issuing parties are, which credential types these issuers
can  use  and  what  their  Idemix  public  keys209 are.210 The  scheme  manager is
responsible for managing this information. Furthermore, it will sign this information
with its  secret private key and then distribute it  among the parties  involved.  This
makes it possible for the receivers of the information to verify its authenticity and
integrity.  Information regarding the  scheme manager is  hard-coded into the IRMA
app.  Users  cannot  change this,  as  it  forms the foundation for processes  related to
obtaining and using credentials. Although the app and infrastructure are open-source,
and anyone can set up their own  scheme manager, it  should be stressed that each
scheme  manager manages  its  own  separate  set  of  issuers,  credential  types,  and

206 Privacy by Design Foundation, ‘IRMA Technical Documentation’ (13 October 2018) ch Scheme managers 
<https://credentials.github.io/docs/irma.html> accessed 19 February 2019.

207 ibid Credential types.

208 An example of the LinkedIn credential type can be found at https://github.com/privacybydesign/pbdf-
schememanager/blob/master/pbdf/Issues/linkedin/description.xml (accessed 25 February 2019).

209 Idemix public key pairs are used for signing credentials; see section 5.2.3.

210 Privacy by Design Foundation, ‘IRMA Technical Documentation’ (n 206) ch Scheme managers.
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keyshare  server.211 This  is  illustrated  in  Figure  4 below.  In  IRMA’s  current
implementation, it is not possible for credentials that are obtained under ‘supervision’
of one  scheme manager to be used with verifiers that use another  scheme manager
for verification. One of the reasons for this is that issuers may use different public key
pairs  under  different  scheme managers.  Furthermore,  each  scheme manager may
contain a different set of credential types. As a consequence of these two differences, it
may not be possible to verify credentials when used under supervision of a  scheme
manager different from the one under which the credential was issued.212

5.2.2.1 Special attributes

Apart  from  general,  user  related  attributes  (like
name and birth date), each credential always contains
two  special  attributes.213 First,  there  is  a  meta  data
attribute.  Each time a user  discloses  a  credential  (or
individual attributes that are part of a credential), the
credential’s  meta  data attribute must  be disclosed as
well. This attribute contains the following information:

• Which  credential  type  the  credential  is  an
instance  of  (and  thus  by  which  issuer  the
credential has been issued);

• The credential’s issuance date;

• The credential’s expiry date.

Second, each credential contains a secret key attribute.
This  attribute  is  a  256-bit  integer  that  is  being
randomly generated when a user opens the IRMA app
for the first time. The secret key attribute is always the
first attribute of a credential. As opposed to the meta
data attribute, the secret key is never being disclosed to
a verifier. Furthermore, issuers do not have access to this key. Nevertheless, the secret
key is actively being used when a user wants to prove ownership of attributes to a
verifier. When disclosing attributes from (multiple, different) credentials to a verifier,
the user shows that it a) knows the valid issuer signature over the credentials from
which attributes  are  being disclosed,  and b)  that  the  first  attribute from all  these

211 The use of keyshare servers is discussed in section 5.2.4 (p. 63) below.

212 There may be other (technical) reasons for why it is not possible to use the same credential across verifiers that 
use the infrastructure of different scheme managers. However, a full technical analysis of this is outside the scope 
of this thesis.

213 Privacy by Design Foundation, ‘IRMA Technical Documentation’ (n 206) ch Credential types.
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credentials (i.e. the secret key) is the same. Based on this proof, the verifier can, to a
high degree of certainty, be certain that the attributes that are being disclosed belong
to the same user.

5.2.3 Issuance and verification of credentials 
Before  users  can  engage  in  transactions  using  IRMA,  they  first  need  to  obtain

credentials from issuers. Various parties may take the role of an issuer, for example
government  authorities  and  social  media  companies.214 Each  issuer  may  provide
attributes related to what it knows about the user. A municipality, for instance, may
issue  credentials  that  contain  attributes  like  full  name,  birth  date,  and  place  of
residence. Although issuance of credentials usually takes place using a web service, it
can also take place during a physical meeting at, for example, a town hall.215

Each issuer has an Idemix private key.216 Whenever an issuer issues a credential to a
user, it uses this private key to digitally sign the credential.217 The user receives both
the signed credential and the issuer’s signature, which are being stored in the IRMA
app.  During  the  verification  process,  the  issuer’s  signature  over  the  credentials  is
being used by the user to prove the credential’s authenticity and  integrity. Because
credentials are being signed with a private key of the issuer, it is not possible for users
to maliciously construct credentials as long as the issuer keeps its private key secret.

In contrast with ABC4Trust’s architecture, IRMA does not offer the ability for users
to disclose proofs of predicates. For instance, on a protocol level, users are not able to
proof that the predicate “birth date earlier than 2001-10-24” holds without disclosing
the actual birth date attribute. Instead, users can only share raw attribute data with a
verifying party. This limitation is being worked around by issuing attributes like “age
over 18”. The disadvantage of this workaround, however, is that it is less flexible than
using predicates. After all, before a user can prove that he is older than e.g. 18 years
without sharing his actual age, he will first need to obtain the “age over 18” attribute.

5.2.3.1 Multi-show unlinkability in IRMA

IRMA offers multi-show  unlinkability.218 If a user discloses the same attributes in
two  separate  IRMA sessions  to  the  same verifier,  the  verifier  cannot  tell  that  the
attributes in these sessions came from the same user. Similarly, the verifier also does
not  know  whether  the  identical  attributes  were  disclosed  by  two  different  users.

214 Privacy by Design Foundation, ‘IRMA in Detail’ (Privacy by Design Foundation) 
<https://privacybydesign.foundation/irma-explanation/> accessed 22 February 2019.

215 Alpár and Jacobs (n 3) 6.

216 Privacy by Design Foundation, ‘IRMA Technical Documentation’ (n 206) ch Issuers.

217 ibid Overview.

218 ibid IRMA security properties.
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Consequently, it is not possible for verifiers to link multiple sessions with one another
even when identical attributes were being disclosed. However, similar to ABC4Trust,219

unlinkability only holds at the protocol level. It may not be achieved at other levels of
the IT infrastructure, as IRMA has no control over all parts of the components that are
being used during IRMA sessions. A verifier may, for instance, log IP addresses or MAC
addresses, that can be used to determine whether distinct sessions have been initiated
by  the  same  network  or  network  device.  As  a  result,  in  practice,  multi-show
unlinkability is not a certainty.

5.2.3.2 IRMA protocol data flow

For a typical IRMA session, the data flow is depicted in Figure 5. As illustrated in this
figure, a number of components are required for issuing and verifying credentials.220

First,  there  is  the  requester. This  is  a  party  that  wants  to  either  issue  or  verify  a
credential.221 It uses a JavaScript client (irma_js) that connects the requester’s issuing
or  verification  website  to  the  IRMA  API  server.  The  API  server,  in  turn,  handles
cryptographic  issuing  and  verification  processes.  It
stores credential types, issuer public keys, and scheme
manager information.222 These data are received from
the  scheme manager, but the IRMA API server itself
typically is being managed by the requester.

In short, the data flow as shown in Figure 5 can be
described as follows:

0. The IRMA API server receives credential types,
issuer  public  keys  and  other  scheme
information from the scheme manager.

1. The requester  sends  a  session  request  to  the
IRMA JavaScript client.

2. The IRMA JavaScript  client  sends  the  session
request to the API server.

3. The  API  server  replies  to  the  request  by
sending an IRMA session token.

219 See section 5.1.5.1 (p. 51) for more information about multi-show unlinkability in ABC4Trust.

220 Privacy by Design Foundation, ‘Technical Introduction to IRMA’ (23 April 2018) ch Verifying and issuing 
credentials <http://credentials.github.io/> accessed 1 March 2019.

221 Privacy by Design Foundation, ‘IRMA Technical Documentation’ (n 206) ch IRMA terminology.

222 Privacy by Design Foundation, ‘IRMA API Server’ (21 February 2019) s irma_configuration 
<https://github.com/privacybydesign/irma_api_server> accessed 1 March 2019.
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4. After having received a session token, the IRMA JavaScript client generates a
QR code that contains the session token as well as the web address of the API
server.

5. The user uses the IRMA app to scan the QR code that was generated in the
previous step. It then sets up a session with the API server. During this session,
the  user  either  receives  credentials  or  proves  ownership  over  attributes  it
already has.

6. The  API  server  informs  the  JavaScript  client  of  the  result.  If  the  user
successfully  proved  ownership  over  credentials  or  attributes,  it  shares  the
disclosed attributes with the JavaScript client.

7. The  JavaScript  client  informs  the  requester  with  the  result  of  the  session
(including the disclosed and verified attributes, if any).

5.2.4 Keyshare server
An optional component within the IRMA ecosystem is a  keyshare server (hereafter

also  abbreviated to  keyshare)223.  The  keyshare is  a  centralised  server  that  may be
deployed  by  a  scheme manager.  If  the  scheme manager chooses  to  deploy  it,  the
keyshare becomes a fundamental part of the IRMA ecosystem. The keyshare attempts
to implement a reliable authentication mechanism that prevents an adversary from
impersonating another user. In IRMA’s system, each user has a secret key that is used
during issuance and verification sessions. When a keyshare is being used, one part of
the user’s secret key is stored on the keyshare server. A PIN code — chosen by the user
—  in  combination  with  an  automatically  generated  username  is  used  for  user
authentication to the  keyshare.224 Only when a user is able to provide his valid PIN
code and knows the corresponding username, the keyshare will disclose its part of the
secret key. This typically happens each time the IRMA app is being opened. When a
user enters  his  correct  PIN,  he gains  access  to  his  credentials.  However,  when an
incorrect PIN has been provided three times in a row, the keyshare will block future
IRMA sessions. Furthermore, it  will prevent the user (or adversary) from accessing
credentials  stored  within  the  IRMA  app.  The  duration  of  such  service  shut  off
increases exponentially with the amount of consecutive incorrect PIN codes that have
been entered.

Next to providing an authentication mechanism, the keyshare also allows users to
get insight in their usage of the IRMA app. The  keyshare does not have access to a

223 Privacy by Design Foundation, ‘IRMA Technical Documentation’ (n 206) ch IRMA PIN codes using the keyshare 
server.

224 Privacy by Design Foundation, ‘Keyshare Protocol’ (IRMA docs) <https://irma.app/docs/keyshare-protocol/> 
accessed 4 September 2019.
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user’s attributes themselves, and also does not know to which party a user disclosed
his  attributes.  However,  it  does know when a  user  discloses  attributes  and which
issuer is involved. The keyshare is thus able to show a user a) when he opened the app
(i.e. when the keyshare has verified his PIN), and b) which party issued the attributes
he disclosed at specific points in time.225 The keyshare server provides a web service to
provide this functionality.226 A user can authenticate to this service by using the IRMA
app. For a user, having insight in usage data may be useful, for example, to determine
whether his account has been breached.

The  keyshare also gives  users  the  ability  to  remove their  IRMA account.  As  the
keyshare stores  a  part  of  a  user’s  secret  key,  it  can render the IRMA app useless.
Without the complete secret key,  attributes stored within the IRMA app cannot  be
disclosed, and new attributes cannot be received. The keyshare is used to verify the
PIN code that needs to be entered each time the IRMA app is being opened. If the PIN
code cannot be verified, credentials stored within the IRMA app cannot be accessed.
Removing an IRMA keyshare account can be done using the same web service as the
one that is being used for giving insight in a user’s usage of the IRMA app. Optionally
the user may share his email address with the keyshare server. This email address can
then be used to authenticate with the server in case the user has lost access to the
IRMA app.  This  would  allow the  user  to  render  the  IRMA app  on  his  lost  phone
unusable, making it more difficult for an attacker to use the user’s credentials. The
ability to disable the IRMA app in such a way is an additional layer of security, on top
of the PIN code.

5.2.5 Processing of attribute data
Each  party  involved  in  the  IRMA  ecosystem  may  process attribute  data.  In  the

paragraphs below, for each of these parties it will be explained what data they process
and where these data are being stored.

5.2.5.1 Issuers

Just like with ABC4Trust, in order for a user to obtain attributes there needs to be an
issuing party that knows which attributes belong to a specific (potential) IRMA user.
This party acts as an identity provider. It typically has access to some sort of database
that  contains  the  data  of  which  attributes  are  being  derived  from.  The  identity
provider is being considered a trusted party that issues credible,  signed attributes.
Issuing parties thus have to process attribute data.

225 Although theoretically this is possible, at the time of writing, the keyshare deployed by the Privacy by Design 
Foundation does not show issuer information about credentials that a user has disclosed.

226 For the default IRMA app, this service can be accessed at https://privacybydesign.foundation/myirma/.
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5.2.5.2 Scheme manager

In principle, scheme managers do not process attributes or data that attributes are
being derived from. A  scheme manager only keeps a record of issuer information,
issuer public keys and credential types. Nevertheless, it should be noted that a scheme
manager may also take the role of issuer. The Privacy by Design Foundation acts as a
scheme manager that also issues, for example, an email attribute.227 In such case, the
scheme manager does process attributes for the purpose of issuing them to users (and,
from this point of view, thus should be considered an issuer). Furthermore, a scheme
manager may process email addresses if it deploys a  keyshare server. As explained
before,  users  may  opt  to  share  their  email  address  with  the  keyshare for
authentication purposes. When doing so, a scheme manager processes attribute data
as the email address is being obtained by a user disclosing the relevant attribute.

5.2.5.3 Verifiers

A  verifying  party,  by  definition,  processes  attributes.  It  is  the party  that  users
disclose their attributes to. As mentioned before, these attributes are signed with their
issuer’s private key. During the verification process, the signatures of the attributes
are being verified by using the issuer’s  public  key,  and the relevant attributes  are
being  disclosed.  Afterwards,  from  a  technical  perspective,  the  verifying  party  can
freely  use  and  store  the  disclosed  attribute  data.  As  is  the  case  in  ABC4Trust’s
architecture, that verifiers do not receive ‘raw’ credentials. Verifiers receive attributes
in such a way that it is not possible to reuse them as seemingly authentic credentials
(e.g. for impersonating the original user). Moreover, legally speaking, verifiers may be
limited as to how disclosed attributes can be processed.

5.2.5.4 Users

The fact  that  users  process their attributes  may be obvious.  Their  attributes are
stored  locally  on  their  device,  on  which  they  use  the  IRMA app  to  manage  their
attributes. Users themselves decide which attributes they disclose to which parties.

227 Privacy by Design Foundation, ‘Attribute Issuance’ (n 204).
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5.3 Sovrin
Sovrin is a relatively new, open-source identity network.228 Just like IRMA, Sovrin is

an application that implements ABC. However, Sovrin has not been fully developed
yet. Although the network itself is already functional, it is not yet ready to be used on
a large scale.

Sovrin is being governed by the Sovrin Foundation, and uses Hyperledger Indy as a
distributed ledger for providing identity services.229 The Sovrin Foundation consists of
individuals with backgrounds in, among others, digital identity, privacy, security, and
public policy. The foundation primarily focuses on governing the distributed identity
network,  while  the  ledger itself  is  being  run by  stewards.230 Stewards are  trusted
organisations selected by the Sovrin Foundation, and are located all over the world.
Examples of organisations acting as  stewards, are universities, financial institutions
and NGOs. Each steward operates a  full node of the Sovrin ledger, and offers public
read access  to  anyone.  Furthermore,  they act  as  gateways  for  writing  data  to  the
ledger. Only stewards can directly write data to the blockchain.

On a conceptual level, there are a lot of similarities between ABC4Trust, IRMA, and
Sovrin. After all, they all implement ABC. Just like ABC4Trust, Sovrin not only allows
users to disclose actual attribute data, but also provides ways for disclosing proof that
a certain predicate holds. For example, a user may prove that he is older than 18 years
of age, without disclosing the actual attribute value itself.231 Sovrin distinguishes itself
from ABC4Trust and IRMA by using a  blockchain as an underlying storage layer.  In
the sections below, the way Sovrin works will be discussed.

5.3.1 Roles in Sovrin
When compared to ABC4Trust and IRMA, Sovrin considers roles similar to users (in

Sovrin called holders), issuers and verifiers.232 Although in Sovrin’s glossary these roles
have a rather technical definition, for the purpose of this document it suffices to stick
to their definitions as provided by ABC4Trust (see section 5.1.1, p.  46). In contrast to
ABC4Trust, Sovrin does not use inspectors that are able to deanonymise users. Sovrin
also  does  not  define  revocation  authorities.  Instead,  revocation  of  credentials  is
considered to be a task of issuers. Furthermore, as opposed to IRMA, Sovrin has no
dedicated scheme manager that manages credential types (in Sovrin called credential

228 Philip J Windley, ‘How Sovrin Works’ 2 <https://sovrin.org/wp-content/uploads/2018/03/How-Sovrin-Works.pdf>.

229 Sovrin Foundation, ‘Sovrin: A Protocol and Token for Self-Sovereign Identity and Decentralized Trust’ 15 
<https://sovrin.org/wp-content/uploads/Sovrin-Protocol-and-Token-White-Paper.pdf> accessed 1 June 2019.

230 Sovrin Foundation, ‘Sovrin Glossary V2’ (Sovrin Glossary V2 - Google Docs, 27 March 2019) 54.

231 Daniel Hardman <https://forum.sovrin.org/t/how-does-the-indy-proof-work/783/4>.

232 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230).
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definitions).  As  will  be  discussed  further  on  in  this  chapter, issuers  can  publish
credential  definitions themselves  — without  needing  approval  from  another
(centralised) party.

5.3.2 The Sovrin network
As opposed to IRMA, Sovrin is an actual network of users, issuers, and verifiers (the

union of which will be referred to as peers). More specifically, Sovrin is a network of
agents, of which each agent represents a specific peer.233 Agents have a fundamental
role in Sovrin’s architecture.234 An agent is defined as “a software program or process
used by or acting on behalf of [a peer] to interact with other agents or with the Sovrin
ledger or other distributed ledgers”. There exist two types of  agents:  edge agents and
cloud agents. Edge agents are located on the ‘edge’ of the Sovrin network and run on a
user’s local device. An example of this would be a credential wallet app on the user’s
smartphone,  in  which  the  user’s  credentials,  decentralised identifiers (DIDs),  and
cryptographic key material are being stored.235 Cloud agents, on the other hand, are
deployed on a remote server or cloud hosting service. Typically, a cloud agent is not
being maintained by the user. Instead, it is being managed by a third party service
provider, called an  agency.  Edge agents and  cloud agents are used by users, issuers,
verifiers, and other entities as points of presence in the Sovrin network.

Agents connected  to  the  Sovrin  network  communicate  with  one  another,  for
example when retrieving or disclosing credentials. A cloud agent’s core functionality
is to forward such communications from one (edge) agent to another, without having
the ability to read the messages that are being communicated.236 For this to work, the
(edge) agents involved need to be connected to the network. However, occasionally an
agent may get disconnected, for instance when a user turns off his phone on which the
edge agent is installed. In such scenarios,  cloud agents create a queue of messages,
only to send them when the edge agent has come back online. All in all, cloud agents
can be compared to email servers.237 They offer some back-end services in terms of
relaying messages.

A cloud agent’s purpose is not limited to just forwarding messages. Just like an edge
agent, a cloud agent can also be used as a (remote) wallet for storing e,g,  credentials

233 Both ABC4Trust and Sovrin use the concept of agents that represent users. However, the way agents are used in 
Sovrin slightly differs from the way agents are used in ABC4Trust. For this reason, when discussing ABC4Trust the 
term “user agent” will be used, while the term “agent” will be used when talking about Sovrin.

234 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 56.

235 For more information about DIDs, see section 5.3.4 (p. 71).

236 Stephen Curran <https://forum.sovrin.org/t/why-use-cloud-agents-instead-of-edge-agents/1236/2>.

237 Drummond Reed <https://forum.sovrin.org/t/i-made-an-overview-of-the-sovrin-ecosystem-is-it-still-accurate/
605/2>.
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and DIDs. This involves some level of trust from a user in the  agency that hosts the
user’s  wallet.  Not  only  from  an  organisational  perspective  (e.g.  when  it  comes  to
business processes used for providing the wallet service), but also from a technical
perspective.  Sovrin,  to the greater extent,  does not dictate how key and credential
management should be implemented on top of the software development kit (SDK)
that they offer.238 Consequently,  it  cannot be assumed that each implementation of
agents (regardless whether they are edge agents or cloud agents) sufficiently protects
wallet data and user privacy.

5.3.2.1 Storing attributes on the ledger

In some situations, instead of storing attributes in a private wallet, a peer may want
to store attributes on the public ledger.239 For a typical user (i.e. an individual), this is
generally not the case. However, organisations (e.g. educational institutions or public
authorities) that wish to establish a public identity on Sovrin’s network, may want to
publish some of their attributes on the blockchain. For instance, they can store their
address, phone number and other contact details on the ledger so that other peers can
easily  get  in  touch  with  them  in  the  ‘real,  physical  world’.  This  situation  can  be
compared to storing such information on the organisation’s website, except now it is
being stored indefinitely on a blockchain. At first sight, this might sound problematic
when an organisation’s attributes change. Obviously, in such case, attributes stored on
the blockchain contain outdated data. However, from a technical point of view, this is
not necessarily an issue. Data on blockchains are ordered chronologically.  Peers can
therefore only take the most recently published attribute values into account, ignoring
any old attribute data.

5.3.3 Write and read operations on the ledger
Sovrin uses a  permissioned public  blockchain. Anyone can use the  ledger, but the

nodes that  maintain  the  blockchain are  governed  by  the  Sovrin  Foundation.  The
foundation  determines  which  entities  may  become  a  steward and,  in  terms  of
development, directly influences the future of the network. 

Currently,  it  is  not  possible  for  peers,  which  in  this  context  are  being  called
transaction  authors, to  directly  publish  information  on  the  ledger.  Instead,  write
actions  (called  transactions)  need  to  be  approved  by  a  transaction  endorser.240

Transaction endorsers are organisations that have the Sovrin Foundation’s approval
for writing data to the chain. In order for an organisation to become an endorser, the

238 Steven Gubler <https://forum.sovrin.org/t/recovery-is-a-wallet-and-its-content-only-stored-on-your-device/875/2>.

239 Windley (n 228) 8.

240 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 55.
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organisation needs  to  sign the  Transaction  Endorser  Agreement.241 This  agreement,
among  other  things,  commits  the  endorser to  accept  any  transaction proposals  it
receives  (unless  prohibited  by  the  agreement),  and  prohibits  the  endorser from
writing  personal data to the  ledger. Furthermore,  it  is  being agreed upon that the
transaction endorser pays certain fees to the Sovrin Foundation for each write action
that it performs.242 In practice, it is not unthinkable that endorsers choose to pass on
these  costs  to  the  relevant  transaction  authors.  In  addition  to  the  Transaction
Endorser Agreement, currently legal documents regarding the processing of personal
data and  endorser technical  and  organisational  security  measures  are  being
written.243 In the future, these documents may become part of the agreement between
transaction endorsers and the Sovrin Foundation.

Transaction authors themselves need to sign a legal document as well.244 The legal
agreement between the Sovrin Foundation
and  transaction  authors,  among  other
things,  prohibits  authors from  publishing
personal  data on  the  ledger without  a)
permission from the Sovrin Foundation and
b)  without  the  data  subject’s  explicit
consent.  The  agreement  also  forbids  the
distribution of copyright protected material
using the ledger.

The flow of data that are to be added to
the  blockchain,  is  depicted  in  Figure  6.
When  a  transaction  endorser receives  a
transaction proposal  from  a  transaction
author, it verifies that the proposal is in line
with the Transaction Endorser Agreement.
If it is, the endorser signs the proposed data

241 Sovrin Foundation, ‘Transaction Endorser Agreement V1.1’ <https://sovrin.org/wp-content/uploads/Transaction-
Endorser-Agreement-V1.1.pdf>.

242 For an up-to-date pricing table, see https://sovrin.org/issue-credentials/ (accessed 18 September 2019).

243 Sovrin Foundation, ‘Transaction Endorser Data Processing Addendum V1’ (18 September 2019) 
<https://docs.google.com/document/d/1mTj_2VpEFQBXbYxAXee2fgs9Tqalh7KyN3gIffkOHNw/
edit#heading=h.i51w6i4nvgir> accessed 18 September 2019; Sovrin Foundation, ‘Transaction Endorser Technical 
and Organizational Measures V1’ (18 September 2019) 
<https://docs.google.com/document/d/1wKG5SIH1QL4el2xZdubOT4mgMdp_A3fs-_h6MovBKOA/
edit#heading=h.ivy9mjjqnjii> accessed 18 September 2019.

244 Sovrin Foundation, ‘Transaction Author Agreement V1.1’ <https://sovrin.org/wp-content/uploads/Transaction-
Author-Agreement-V1.1.pdf>.
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with  his  private  key.  The  signed  data  are  subsequently  sent  to  a  steward.  If  the
signature over the data turns out to be valid, the data will be written to the ledger.

The reason for using permissioned write access as opposed to public write access is
to protect the network against spam and other malicious behaviour.245 Furthermore,
the  foundation  states  that  there  are  some  regulatory  uncertainties  that  currently
require  transactions  to  be  governed.  Nevertheless,  the  Sovrin  Foundation  has  the
intention to implement public write access in the future — moving away from using
transaction endorsers as middlemen.

5.3.3.1 Reading ledger data

When it  comes  to  public  read access  to  data  that  are  stored on the  blockchain,
Sovrin uses observer nodes.246 These are nodes that maintain a read-only copy of the
ledger.  As  the  functionality  of  observer  nodes has  not  been  fully  designed  and
developed yet,  it  is  unclear whether  observer nodes are run by  stewards (i.e.  are
permissioned) or can be run by any entity (i.e. are public).247 Regardless, the purpose
of  observer nodes is providing  agents read-only access to the distributed  ledger. By
using  an  observer  node,  an  agent itself  doesn’t  need  to  run  a  local  copy  of  the
blockchain. This is particularly useful for  agents with scarce resources, primarily in
terms of data storage capacity. The downside of not keeping a local copy of the chain,
however, is that it makes the  agent dependent on  observer nodes when it comes to
accessing the data that are stored on the  ledger. These data include, among others,
public  DIDs,  the  related  DID documents (see  section  5.3.4 on page  71 below),  and
credential definitions (see section  5.3.5 on page  73 below).  To overcome this issue,
Sovrin  will  enable  users  to  connect  to  a  pool  of  nodes (instead  of  to  just  one  of
them).248 This  protects  agents,  for  example,  against  nodes that  refuse  to  disclose
blockchain data  based on the  agent’s  geographic  location.  Nevertheless,  users  that
have access to sufficient computational resources may prefer to run a local observer
node themselves.

245 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 55.

246 Mike Bailey, ‘Steward Node Server Spec’ <https://forum.sovrin.org/t/steward-node-server-spec/527/4>; ‘Is Sovrin 
Decentralized?’ (Phil Windley’s Technometria, 19 September 2017) 
<http://www.windley.com/archives/2017/09/is_sovrin_decentralized.shtml> accessed 25 September 2019.

247 Richard Esplin (11 April 2019) <https://chat.hyperledger.org/channel/indy-node>; Kyle den Hartog (25 November 
2018) <https://chat.hyperledger.org/channel/indy>; John Jordan (1 November 2018) 
<https://chat.hyperledger.org/channel/indy>.

248 Daniel Hardman, ‘Client API Documentation’ <https://forum.sovrin.org/t/client-api-documentation/416/2>.
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5.3.3.2 Tombstones

At  some  point  in  time,  data  stored  on  Sovrin’s  ledger may  become  obsolete.
However, it is not possible to remove such data from the  ledger.249 In theory, Sovrin
could introduce a way to mark data that are considered obsolete. Such mark is called a
tombstone, of which the purpose is to prevent anyone from accessing data that have
been  marked.250 Tombstones may  be  node-specific  or  ledger-wide.  As  the  names
suggest, node-specific tombstones have a scope that is limited to a specific node while
ledger-wide tombstones apply to the Sovrin network as a whole. The former may be
particularly  useful  in  case  the  ledger contains  data  that  are  considered  illegal  in
certain jurisdictions. It is important to note that  tombstones do not modify data that
are  stored  on  the  ledger;  ledger data  remain  intact.  Instead,  tombstones merely
instruct  nodes to not  return data that  have been marked.  It  is  up to the  nodes to
honour such an instruction.251

Although Sovrin acknowledges that tombstones would be useful in some situations,
currently such functionality is not implemented. Consequently, out-of-date data stored
on Sovrin’s ledger remain accessible to anyone.

5.3.4 Decentralised identifiers
Sovrin enables users to enter a relationship with issuers and verifiers, most notably

for the purpose of obtaining and disclosing credentials or attributes. To accomplish
this, Sovrin employs DIDs.252 An identity on the Sovrin network consists of one  DID,
one  or  more  public  key  pairs,  and  one  link  secret  (which  is  used  for  creating
cryptographic zero knowledge proofs).

A DID is used for two purposes. First, it is used as a reference pointer leading to a
DID document. A DID document contains meta-data required for proving ownership of
a  DID.  Furthermore,  a  DID  document contains  cryptographic  keys,  and  contains
resource pointers that tell by which agent(s) the DID is being represented. The second
purpose of a DID is providing a way to identify a specific peer. Using a single DID in all
transactions on the network would be undesirable, as this would make it possible to
correlate these transactions.253 Therefore, for each relationship a user should have a

249 Daniel Hardman, ‘DID Revocation on Hyperledger Indy’ <https://forum.sovrin.org/t/did-revocation-on-
hyperledger-indy/1286/2> accessed 7 October 2019.

250 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 32.

251 In practice, if any entity is able to run an observer node, the usefulness of tombstones is rather limited as anyone 
can access data that have been marked — observer node are not technically forced to honour tombstone 
functionality.

252 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) s Appendix A: Sovrin entities, identities, and connections.

253 Andrew Tobin, ‘Sovrin: What Goes on the Ledger?’ 3 <https://sovrin.org/wp-content/uploads/2018/10/What-Goes-
On-The-Ledger.pdf>.
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unique identity (and, consequently, a unique  DID — which is then called a  pairwise
pseudonymous DID). For instance, in a  relationship with an issuing municipality the
user will use a different DID than the one used with a verifying university. Neither the
municipality nor the university can combine these DIDs to correlate the user’s actions
with  the  other.  Of  course,  this  is  not  the  case  when  the  user  shares  the  same
identifying attribute (e.g. a BSN or social security number) with both parties. Usage of
different  DIDs merely ensures that  linkability is not enabled on Sovrin’s underlying
infrastructural layer.

5.3.4.1 Public decentralised identifiers

For the sake of privacy, a user probably does not want to store his  DIDs and  DID
documents on the public  ledger.  After  all,  this  would allow anyone to access  such
information,  effectively  nullifying  unlinkability.  A  pairwise  pseudonymous DID
therefore is typically stored “off-ledger”254.255 Issuers, on the other hand, may want to
publish their DID(s) and DID documents on the ledger, as this would make it possible
for them to establish a public  identity that  can easily  be found by other  peers —
particularly by users and verifiers. In addition to public keys and the location(s) of the
issuer’s  agent(s),  the  DID  document could  contain  the  issuer’s  name,  a  link  to  its
website,  phone number, etc.  A user can then use this information to build an (off-
chain)  relationship.  Furthermore,  the  public  keys  are  required  by  verifiers  for
verifying  proofs  over  credentials  that  are  disclosed  by  a  user.  Issuers  are  thus
required to publish on the public ledger the DID and DID document used for issuing
credentials.  Note that the issuer ought not to use this DID for purposes other than
issuing credentials, as doing so would enable linkability.

5.3.4.2 Linkability within individual relationships

A  careful  reader  may  notice  that  using  the  same  DID in  multiple  (disclosure)
sessions  within  the  same  relationship,  allows  both  peers to  correlate  (disclosure)
sessions with one another within that specific relationship. After all, it is clear to both
parties  which attributes  each of  them has disclosed in  previous  sessions.  In  some
cases,  correlation  might  be  useful.  In  others,  however,  it  may  not.  Sovrin
acknowledges this, and allows peers to use a DID exactly once. Sovrin calls such a DID
an anonym.256 By using an anonym during e.g. a disclosure session, the verifier will not
be  able  to  link  that  session  to  any  of  the  previous  sessions  the  user  may  have
participated  in  with  the  same  verifier.  Thus,  Sovrin  not  only  provides  inter-

254 “Off-ledger” means that data are not stored on Sovrin’s public ledger. It does not necessarily mean that data are 
not stored on any ledger, as Sovrin uses a private, non-public ledger for tracking state between agents. See: ibid 4.

255 ibid.

256 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 2.
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relationship unlinkability,  but  also  offers  unlinkability between  relationships that
include the same peers.

5.3.5 Credential definitions
For verifiers to be able to verify the validity of a credential or attribute, they need to

know  the  credential’s  or  attribute’s  intended  structure.  Therefore,  Sovrin  stores
schema definitions and  credential  definitions on  the  public  ledger.257 Schema
definitions are machine-readable and specify attribute data types and formats that
can be used by attributes inside credentials. For instance, a  schema definition for a
drivers  licence  could  specify  attributes  like  full  name,  driver  licence  number,  the
categories of vehicles the subject is allowed to drive, etc. The purpose of a  schema
definition is  to  achieve  some  form  of  standardisation  among  issuers,  as  multiple
issuers  can  base  the  credentials  they  issue  on  the  same  schema  definitions.  All
organisations  that  issue  drivers  licences  could  base  their  credentials  on  the  same
drives licence schema, for example. 

When an issuer creates a credential, the structure and attributes of the credential
are specified in a  credential  definition.  A  credential definition may be based on a
schema definition, but this does not necessarily have to be the case. While a credential
definition is tied to a specific issuer, a  schema definition is not. A  schema is just a
building block for creating credential definitions. When a user discloses the attributes
of the credential to a verifier, the verifier can look up the credential definition on the
Sovrin ledger to validate the attributes disclosed.

Whereas  IRMA  has  a  scheme  manager that  is  responsible  for  publishing  valid
credential definitions (i.e. credential types), in Sovrin each issuer can do so by himself.
There is no central authority that controls which  schema definitions and  credential
definitions may or may not be used.

5.3.6 Revocation of credentials
Sovrin allows issuers to revoke credentials that they issued.258 Issuers can publish a

revocation registry on the public  ledger. The  revocation registry is a data structure
that stores a  cryptographic accumulator. In some ways, a cryptographic accumulator
can be compared to a generic hash function.259 A cryptographic accumulator takes an
input on which it performs some mathematical operations, resulting in a fixed length
output that is considered to be ‘unique’ for the specific input.  However, instead of

257 Tobin (n 253) 6.

258 ibid 8.

259 Aurélien Nicolas, ‘Cryptographic Accumulators’ (Medium, 17 January 2018) 
<https://medium.com/@aurelcode/cryptographic-accumulators-da3aa4561d77> accessed 24 July 2019.
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taking an arbitrary value as input, an accumulator takes a set of values as input. For
instance, it can generate an output based on the set of all credentials issued by the
issuer.

A  revocation registry contains  a  cryptographic  accumulator that  is  based on all
credentials issued by a specific issuer. During the disclosure process, the user creates a
proof of non-revocation. That is, the user proofs that the credential(s) he is using, are
included in the set  on which a  revocation registry is  based.  He can do so without
having knowledge about any of the other credentials in the set. A verifier can then
verify the (zero knowledge) proof of non-revocation using the  revocation registry’s
accumulator’s value, and thus is able to determine whether the credential(s) involved
in the disclosure process have been revoked or not. When an issuer needs to revoke a
credential,  he  removes  the  credential  from  the  set  and  publishes  an  updated
revocation registry on the  blockchain. As such, a user cannot create a proof of non-
revocation anymore for the credential involved. Consequently, verifiers will consider
the credential to be revoked (provided that the updated  revocation registry is being
used).260

5.3.7 Agent authorisation
Besides in revocation registries, cryptographic accumulators are also being used in

agent authorisation policies.261 As explained in section 5.3.2 (p. 67), peers in the Sovrin
network are being represented by agents. Peers will need to be able to control which
agents are able to represent them. For instance, when a cloud agent gets compromised
by a malicious hacker, the  peer affected will need to prevent the  agent from taking
actions that are (seemingly) carried out on his behalf. If a peer is unable to do so, he
might run the risk of being impersonated by the hacker that took over the cloud agent.

Each agent uses an authorisation key to sign messages it sends to other agents. The
accumulator in a  peer’s agent authorisation policy is composed of the authorisation
keys used by the peer’s valid agents. When two agents communicate with one another,
the agent authorisation policies of the participating peers are being used to verify that
the authorisation keys are valid. In case a peer wants to deauthorise one of his agents,
he only has to remove authorisation key from the list  of  keys on which his  agent
authorisation  policy is  based.  When  doing  so,  the  authorisation  key  will  be
invalidated, and will not be accepted anymore when used during communication with
other agents.

260 Readers who would like to have a more detailed explanation of how accumulators work in Sovrin’s revocation 
feature, can visit https://github.com/hyperledger/indy-hipe/blob/master/text/0011-cred-revocation/README.md.

261 Tobin (n 253) 9.
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5.3.8 Processing of attribute data
Just like in ABC4Trust and IRMA, in Sovrin attribute data are being processed by

issuers, verifiers, and users. The purposes for which these entities process attributes,
is similar in each of the ABC solutions. The main difference between Sovrin and the
other two, non—blockchain-based solutions is that Sovrin makes certain data publicly
available  on  a  distributed  ledger (see  Table  2 below).262 Most  notably,  these  data
include some DIDs and related DID documents. However, it should be mentioned that
the decision to publish such information on the  ledger is made by the owner of the
DID. No  peers — users in particular  — are obliged to store their  DIDs on the public
ledger.  As  a  matter  of  fact,  storing all  DIDs of  a  peer on the public  ledger would
undermine  one  of  Sovrin’s  core  design  philosophies,  as  having  private,  unique
relationships with each peer one connects with is a fundamental concept within the
architecture.263

Another characteristic that sets Sovrin apart from ABC4Trust and IRMA, is the usage
of  cloud agents.  One of  the  cloud agent’s goals is  relaying messages between  edge
agents. These messages may contain, albeit in an encrypted form, attributes or other
(personal) data. Furthermore,  cloud agents may offer users the ability to store their
credentials on the agency’s cloud platform. Cloud agents thus process attribute data, in
an encrypted form or otherwise.

Table 2: Overview of data that are stored on the public ledger

Stored on the ledger Not stored on the ledger

Public DIDs and related DID documents Private DIDs and related DID documents

Credential schemas Private (user) credentials and attributes

Credential definitions

Revocation registries

Agent authorisation policies

262 ibid 10.

263 Daniel Hardman, ‘How DIDs, Keys, Credentials, and Agents Work in Sovrin’ ch Connecting <https://sovrin.org/wp-
content/uploads/2019/01/How-DIDs-Keys-Credentials-and-Agents-Work-Together-in-Sovrin-131118.pdf>.
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6 ABC in the light of the GDPR
In chapter  3 (p.  22), the definitions used by the GDPR,  processing principles, and

legal grounds for  processing have been introduced. Thereafter, in chapters  4 (p.  35)
and  5 (p.  44),  the  workings  of  non—blockchain-based  and  blockchain-based  ABC
technology have been discussed.  These three chapters together make it  possible to
apply the GDPR on ABC technology.

This  chapter  will  provide  an  answer  to  the  first,  fourth  and  fifth  sub-question,
explaining  what  rights  data  subjects have,  as  well  as  to  what  extent  (non
—)blockchain-based technologies are able to honour these rights (see also section 1.1,
p. 9). First, it will be determined what personal data are being processed inside an ABC
system (section 6.1, p.  76), after which relevant  controllers and processors are being
identified (section 6.2, p. 82). Lastly, data subject rights will be discussed, and it will be
determined to what extent ABC systems are able to comply with these rights (section
6.3, p. 98).

6.1 Identifying personal data
Before taking a look at any other aspects of the GDPR, first it will be determined to

what extent personal data are being processed. For clarity, the term personal data is
defined as “any information relating to an identified or identifiable natural person”.264

Under this  definition,  the  natural  person is  called the  data subject.  An identifiable
natural person is one who

can  be  identified,  directly  or  indirectly,  in  particular  by  reference  to  an
identifier such as a name, an identification number, location data, an online
identifier or to one or more factors specific to the physical,  physiological,
genetic, mental, economic, cultural or social identity of that natural person.

In each of the sections below, one type of (potential) personal data will be discussed.
Where possible, relevant case law and opinions of data protection authorities will be
taken into account.

6.1.1 Attributes
The first type of data that will be looked at, are the attributes that users obtain and

disclose.  From chapter  5 (p.  44 et  seq.),  it  can be concluded that  an attribute can
contain various types of  data,  ranging from a user’s  full  name to a random value
jointly generated by a user and issuer. Typically,  the purpose of  an attribute is  to
depict a property of a specific user. Thus, in some sense, an attribute is related to the
user it tells something about. Whether the attribute is to be considered personal data

264 Article 4(1) GDPR.
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then depends on whether the user is “identified or identifiable”. The GDPR explicitly
states  that  a  name  can  be  used  to  identify  an  identifiable  natural  person.
Consequently, when an attribute contains the user’s full name, the attribute contains
data  on  an  identified  natural  person  insofar  the  full  name  alone  is  sufficient  for
singling out that individual. After all, then, the attribute identifies the person that it is
related  to.  This  particularly  is  the  case  when a  user  shares  such attribute  with  a
verifier. As soon as the verifier receives the attribute, it is able to identify the user that
initiated the disclosure session by its name. As such, the attribute constitutes personal
data. That is not to say that the attribute only becomes personal data after disclosure.
Even when the attribute is stored ‘at rest’ inside e.g. the IRMA app or on an edge agent,
it is related to the user, and moreover directly identifies the user.

While, according to the reasoning above, it is clear that an attribute is personal data
when it relates to an identified user, the situation gets more complex when trying to
determine whether an attribute relates to an  identifiable user. At the centre of this
complexity is the question of how it can be determined whether a user is identifiable.
The Breyer case sheds some light on this.265

The Breyer case is about a German, Patrick Breyer, who took legal action against the
Federal  Republic  of  Germany in its  role as operator of  public  websites of  German
institutions.266 On these websites, the German institutions provide topical information
to e.g. German citizens. The websites store dynamic IP addresses of their visitors to
protect against digital security threats. Based on the Data Protection Directive (DPD)267,
Breyer  sought  a  prohibitory  injunction  against  this  practice.268 While  the  Federal
Republic of Germany itself, in its role as provider of the online media services (i.e.
websites),  cannot  directly  identify  visitors  based on  their  dynamic IP  address,  the
Internet  Service  Provider  (ISP)  is  able  to  do  so.  The  German  Bundesgerichtshof
(Federal Court of Justice) referred the case to the Court of  Justice of the European
Union  (CJEU),  asking  two  questions.269 Only  the  first  question  is  relevant  for  this
section:

“Must Article 2(a) of Directive 95/46 […] be interpreted as meaning that an
[IP  address]  which  an  [online  media]  service  provider  stores  when  his

265 Judgement of 19 October 2016, Breyer v Bundesrepublik Deutschland, C-582/14, ECLI:EU:C:2016:779.

266 Bundesgerichtshof (= Federal Court of Justice, Germany) 28 October 2014, VI ZR 135/13.

267 Directive 95/46/EC of the European Parliament and of the Council of 24 October 1995 on the protection of 
individuals with regard to the processing of personal data and on the free movement of such data (Data Protection
Directive) [1995] OJ L 281.

268 Note that even though the GDPR supersedes the DPD, case law based on the DPD is still useful. There is an overlap 
between the DPD and GDPR. The definition of “personal data”, for example, is almost the same in both laws.

269 Breyer, C-582/14, ECLI:EU:C:2016:779, paragraph 30.
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website is accessed already constitutes personal data for the service provider
if a third party (an access provider) has the additional knowledge required in
order to identify the data subject?”

In essence, it is being asked whether data constitutes personal data when it cannot
be attributed to a specific individual without the help of another party. In relation to
this question, the CJEU states the following:270

“(40) […] it is clear from the wording of Article 2(a) of Directive 95/46 that an
identifiable person is one who can be identified, directly or indirectly.

(41) The use by the EU legislature of the word ‘indirectly’ suggests that, in
order to treat information as personal data,  it  is  not necessary that that
information alone allows the data subject to be identified.

(42)  Furthermore,  recital  26  of  Directive  95/46  states  that,  to  determine
whether a person is identifiable, account should be taken of all the means
likely reasonably to be used either by the controller or by any other person to
identify the said person.

(43) In so far as that recital refers to the means likely reasonably to be used
by both the controller and by ‘any other person’, its wording suggests that,
for information to be treated as ‘personal data’ within the meaning of Article
2(a) of that directive, it is not required that all the information enabling the
identification of the data subject must be in the hands of one person.

(44)  The  fact  that  the  additional  data  necessary  to  identify  the  user  of  a
website are held not by the online media services provider, but by that user’s
internet  service  provider  does  not  appear  to  be  such  as  to  exclude  that
dynamic  IP  addresses  registered  by  the  online  media  services  provider
constitute personal data within the meaning of Article 2(a) of Directive 95/46.

(45) However,  it  must be determined whether the possibility to combine a
dynamic  IP  address  with  the  additional  data  held  by  the  internet  service
provider constitutes a means likely reasonably to be used to identify the data
subject.

(46)  Thus,  as  the  Advocate  General  stated  essentially  in  point  68  of  his
Opinion, that would not be the case if the identification of the data subject
was prohibited by law or practically impossible on account of the fact that it
requires a disproportionate effort in terms of time, cost and man-power, so
that the risk of identification appears in reality to be insignificant.”

270 Breyer, C-582/14, ECLI:EU:C:2016:779, paragraph 40 et seq.
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The  CJEU subsequently  reasons  that  legal  channels  exist  for  the  media  services
provider, particularly in the case of cyber attacks, to seek contact with the competent
authority,  and  have  the  competent  authority  obtain  the  additional  (personal)
information required to initiate criminal proceedings.271 The court argues that, as a
consequence  of  this,  the  media  services  provider  has  the  means  which  may
reasonably likely be used to identify the visitors of its website, although it requires the
assistance of other parties (i.e. the competent authority and ISP) to do so.272 Therefore,
in the Breyer case, dynamic IP addresses are considered to be personal data.273

Taking the outcome described in the previous paragraph in consideration, whether
an attribute is personal data on an identifiable person, depends on the circumstances
under which the attribute is being processed. According to paragraph 46 of the CJEU’s
judgement cited above, legal prohibitions and efforts in terms of time, cost, and man-
power must be taken into consideration to determine if a user is identifiable. This is in
line with recital 26 of the GDPR, which states that “all  objective factors” should be
taken into account (such as costs and time). It additionally states that when doing so,
“the available technology at the time of the processing and technological developments”
should  be  taken  into  consideration  as  well.  Thus,  in  practice,  an  attribute  only
constitutes personal data if 

a) it is related to an already identified user (i.e. is “data relating to an identified
[…] natural person”)274,

b) the attribute itself identifies a user, and is thus “data relating to an identified
[…] natural person” as well,275 or 

c) it is reasonably likely that the attribute is being combined with additional data,
after which the user can be identified (i.e. is “data relating to an […] identifiable
natural person”, taking into account the paragraphs above)276.

6.1.1.1 Verifiable pseudonyms and jointly generated random values

ABC4Trust  implements  verifiable  pseudonyms and  jointly  generated  values  (as
explained in sections 5.1.4 (p. 49) and 5.1.3 (p. 48)). The main difference between those
two  features  and  any  other  attributes,  is  the  way  they  are  created.  A  verifiable
pseudonym is  derived from (and bound to)  a  private key,  and a jointly generated
random value is being constructed by a user jointly with an issuer, without the issuer

271 Breyer, C-582/14, ECLI:EU:C:2016:779, paragraph 47.

272 Breyer, C-582/14, ECLI:EU:C:2016:779, paragraph 48.

273 Breyer, C-582/14, ECLI:EU:C:2016:779, paragraph 49.

274 Article 4(1) GDPR.

275 Ibid.

276 Ibid.
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learning  its  actual  value.  From  a  practical  point  of  view,  however,  verifiable
pseudonyms and jointly generated randoms are very similar to any other attribute. A
user can disclose them to any verifier, and a verifier can validate that the attribute is
correct.  Furthermore,  verifiable  pseudonyms and  jointly  generated  randoms  are
related to a  user by being bound to his  underlying secret  key.  Such secret  key is,
presumably, only known by the user. As such, he can prove that the  pseudonym or
random value that is being disclosed, is his.

To  determine  whether  a  verifiable  pseudonym or  jointly  generated  random  is
personal data, the same criteria should be considered as those for other attributes. If a
verifiable pseudonym or random can be directly attributed to a natural person who
already has been identified, it  is clear that such  pseudonym or random constitutes
personal data. In other cases, whether it is  personal data depends on the reasonable
likelihood that the data are being linked to a specific person. As already discussed,
account should be taken of, among others, the costs and time required when doing so.

6.1.1.2 Encrypted attributes for inspection

In ABC4Trust, in some cases an inspector stores encrypted attributes which are to
be  decrypted  when  certain  conditions  apply  (see  section  5.1.6,  p.  52).  Only  the
inspector can decrypt these data. Whether these data are personal data, depends on
the decrypted attribute value. If the decrypted data cannot be (directly or indirectly)
related to an identified or identifiable natural person, the data are not personal data.
However, as the purpose of using an  inspector is to deanonymise a user in certain
situations,  sending  anonymous attributes  to  an  inspector would  be  of  little  use.
Therefore, in practice, an inspector probably primarily stores encrypted attributes of
which  the  decrypted  values  directly  relate  to  an  identified  or  identifiable  natural
person. As these data can be linked to such a natural person, they constitute personal
data.

6.1.2 Decentralised identifiers
As explained in section 5.3.4 (p.  71), Sovrin uses DIDs with which peers can set up

relationships with  one another.  These  DIDs are  unique for  each  relationship they
engage in. This ensures that disclosure sessions within a relationship cannot be linked
to disclosure sessions carried out in other relationships, unless attributes are disclosed
that enable  linkability (e.g. when a user discloses his full name or email address to
multiple peers). 

Whether a DID constitutes personal data, depends on the data that are shared by the
user in the relevant relationship. Before sharing any data at all, a DID is not personal
data. The DID is not (yet) related to an identified natural person, nor is it related to an
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identifiable natural  person.  However,  after  a user shared data that can be used to
(in)directly identify him, the DID itself becomes personal data as well. This is the case
because the verifier can relate the DID to an identifiable, or perhaps to an identified,
natural person. Moreover, from a technical perspective, subsequently linking a DID to
a specific individual probably would not be time-consuming or expensive. The data
required is readily available to the verifier. If  the same  DID would be used for all
sessions in a relationship with a certain verifier, the verifier would be able to combine
individual  attributes  that  it  has  collected over  time.  Consequently,  there  would be
some form of  linkability inside individual  relationships. To mitigate this, a user can
use anonyms (section 5.3.4.2, p. 72) to set up a new relationship for each session with
the same verifier. Thus, even though in practice a DID may constitute personal data,
this does not necessarily nullify unlinkability.

6.1.2.1 Public decentralised identifiers

Some peers may choose to store (one of) their DIDs publicly on Sovrin’s blockchain
(see section 5.3.4.1, p.72). In case the peer is an issuer, he has no choice but to upload
the  DID (and the corresponding  DID document) used for issuing credentials  to the
ledger.  The  reason  for  this  is  that  the  DID  document is  required  for  validating
disclosure  proofs  in  which  credentials  issued by  the  relevant  issuer  are  involved.
Although it is common for the role of issuer to be fulfilled by an organisation like a
bank, library, or university, natural persons can take the role of issuer as well. For
instance,  imagine  that  Alice  regularly  buys  products  through  eBay.  Whenever  a
transaction with a professional seller is successful, Alice uses Sovrin to give the seller a
positive rating. In this example Alice acts as an issuer, issuing a credential with an
attribute  that  displays  a  positive  rating  given  by  Alice.  The  seller  can  use  such
credential to build a reputation, and to show other (potential) customers that he is a
trustworthy salesman.

Although the scenario described above may not actually take place in practice, it is
not unthinkable that a natural person takes the role of issuer. As described in section
4.1.1 (p. 37), blockchains are considered to be immutable. Once data have been written
to a  blockchain, they cannot be easily altered or removed anymore. This raises the
question,  in  the  light  of  the ‘right  to  be forgotten’277,  inter  alia,  whether an issuer
public DID and DID document constitute personal data in case the issuer is a natural
person.

Typically, just like with non-public (i.e. private) DIDs, a public DID cannot be linked
to an identified or identifiable natural person until it has been used in a relationship

277 Article 17 GDPR.
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or,  in the case of  an issuer  DID,  has been involved in issuing a credential.278 This
means that up until that moment, the DID does not constitute personal data. However,
as soon as a credential has been issued, depending on the circumstances the DID may
be related to an identified or identifiable natural person. In case of the eBay example
above,  the seller  (called Bob) knows that  Alice has issued him the credential.  Bob
probably possesses additional information about Alice, like her phone number, place
of  residence  (i.e.  delivery  address  of  the  product  being  sold),  and  bank  account
number. Consequently, Bob is able to relate the  DID to a natural person (Alice) who
has  already  been  identified.  Moreover,  if  Alice  uses  the  same  public  DID  for  all
credentials she issues, not only Bob but also other peers may be able to relate that DID
to Alice. Using the same DID introduces linkability, as verifiers are able to determine
whether two credentials are issued by the same issuer. Regardless whether Alice uses
the same or multiple different public DIDs, as long as she is identifiable or identified,
her public DID is personal data, stored on Sovrin’s public ledger.

6.2 Identifying controllers and processors
In  this  section,  it  will  be  determined  who  the  relevant  data  controllers and

processors are in each of the ABC solutions discussed in chapter  5.  A  controller is
considered to be relevant  when its  status as  such contributes  to the discussion in
subsequent sections of this chapter. For the record, a data controller is

“the natural or legal person, public authority, agency or other body which,
alone  or  jointly  with  others,  determines  the  purposes  and  means  of  the
processing  of  personal  data;  where  the  purposes  and  means  of  such
processing are determined by Union or Member State law, the controller or
the  specific  criteria  for  its  nomination  may  be  provided  for  by  Union  or
Member State law.”279

In turn, a data processor is “a natural or legal person, public authority, agency or other
body which processes personal data on behalf of the controller”.280

It  must  be noted that  it  is  difficult  to determine upfront  whether an entity is  a
controller,  processor,  or  neither.  Whether  an  entity  is  a  controller or  processor
depends on the circumstances under which personal data are being processed. Subtle
differences  between  two  situations  could  lead  to  a  different  allocation  of

278 As will be discussed in section 6.2.5 (p. 91), in some situations a transaction endorser may be able to link a public 
DID to an identified or identifiable natural person. In such case, the DID constitutes personal data well before it is 
being written to the distributed ledger. However, whether this is possible depends on the way the transaction 
endorser provides its services.

279 Article 4(7) GDPR.

280 Article 4(8) GDPR.
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controllership. As such, the responsibilities of an entity under the GDPR should be
assessed on a case-by-case basis. The purpose of the sections below is to give insight in
how these responsibilities could be allocated. Understanding the legal role an entity
has  in  an  ABC  system  will  be  helpful  in  subsequent  sections  of  this  chapter.
Nevertheless, there will be cases in which the reasoning provided below does not hold
(e.g. because the entity’s role is slightly different than the one described below). For
such cases, a case-specific analysis is required.

6.2.1 Scheme managers
In section 5.2.4 (p. 63) it is explained that with IRMA, a keyshare server may be used

for increasing the security of a user’s account. The  keyshare is being maintained by
the scheme manager, and keeps a limited amount of data related to the user:

• The user’s  email  address,  if  and only if  the user chooses to share his email
address with the keyshare server.

• A hashed version of the user’s PIN code.

• An automatically generated username.

• A part of the user’s secret key. The other part of the secret is in possession of the
user himself.  The combination of  these  keys is  bound to  each of  the user’s
credentials.

• Who the issuer is that issued the attributes a user is about to disclose (including
the issuer’s public key).

In order to determine whether a  scheme manager is a  controller or  processor, it
first needs to be assessed to what extent it processes personal data (if any). As stated a
couple of times before, personal data are any information relating to an identified or
identifiable natural person. Because the email addresses stored by a scheme manager
are unique for each individual  user,  the question arises  whether such an address
constitutes information on an identified or identifiable person. As discussed in section
6.1.1 (p. 76), to determine whether a person is identifiable all objective factors (such as
legal prohibitions, financial costs, and the time required for identifying an individual
using  the  data  in  question)  need  to  be  considered.  Whether  an  individual  is
identifiable from the perspective of a  scheme manager thus depends on the entity
fulfilling the role of  scheme manager.  For example,  if  the entity acting as  scheme
manager possesses a data set that includes additional information on a user’s email
address,  the entity may be able to identify a user by combining the email address
stored on the keyshare with the additional data set.
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Although a  scheme manager may have access  to  a  larger  data  set  that  contains
information on specific email addresses, in practice this obviously will not always be
the case. The Privacy by Design Foundation, who is the acting scheme manager in the
public  IRMA  implementation,  probably  does  not  have  access  to  such  a  data  set.
Furthermore, the purpose limitation principle may forbid combining a keyshare email
address  with  such  data  set.281 The  question  that  is  then  left,  is  whether  an  email
address,  which  cannot  be  combined  with  additional  data,  is  data  relating  to  an
identified natural person. In other words: Can an email address, by itself, identify a
user?

According to the UK data protection supervisor,  the Information Commissioner’s
Office (ICO), an individual is considered to be identified or identifiable when he or she
can  be  distinguished  from  other  individuals.282 As  each  user  has  a  unique  email
address, the address can be used to distinguish that user from all other users that are
registered on the  keyshare server.  As such,  the email  address constitutes  personal
data.  For  confirming  that  this  is  a  valid  standpoint,  the  case  of  Bodil  Lindqvist  v
Åklagarkammaren i Jönköping is particularly useful.283 The relevant facts of the case
read as follows:

“(12) In addition to her job as a maintenance worker, Mrs Lindqvist worked
as  a  catechist  in  the  parish  of  Alseda  (Sweden).  She  followed  a  data
processing course on which she had inter alia to set up a home page on the
internet. At the end of 1998, Mrs Lindqvist set up internet pages at home on
her personal  computer  in order  to allow parishioners preparing for their
confirmation  to  obtain  information  they  might  need.  At  her  request,  the
administrator of the Swedish Church's website set up a link between those
pages and that site.

(13) Mrs Lindqvist also described, in a mildly humorous manner,  the jobs
held by her colleagues and their hobbies. In many cases family circumstances
and telephone numbers and other matters were mentioned. She also stated
that  one colleague had injured her foot  and was on half-time on medical
grounds.

(14) She removed the pages in question as soon as she became aware that
they were not appreciated by some of her colleagues.

281 Article 5(1)(b) GDPR.

282 Information Commissioner’s Office, ‘What Are Identifiers and Related Factors?’ (ICO) <https://ico.org.uk/for-
organisations/guide-to-data-protection/guide-to-the-general-data-protection-regulation-gdpr/what-is-personal-
data/what-are-identifiers-and-related-factors/> accessed 4 September 2019.

283 Judgement of 6 November 2003, Bodil Lindqvist v Åklagarkammaren i Jönköping, C-101/01, ECLI:EU:C:2003:596.
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(16) Mrs Lindqvist was fined by the Eksjö tingsrätt (District Court) (Sweden)
and appealed against that sentence to the referring court.”

One of the questions asked by the referring court to the CJEU, is the following:

�”(18) […] Is the mention of a person - by name or with name and telephone
number - on an internet home page an action which falls within the scope of
[Directive 95/46]? Does it constitute the processing of personal data wholly or�
partly  by  automatic  means  to  list  on  a  self-made  internet  home  page  a�
number  of  persons  with  comments  and  statements  about  their  jobs  and
hobbies etc.?”

Only the first part of this question is relevant for the issue at hand. The CJEU answers
this question in the affirmative, stating that

“(19) […]  the act of referring, on an internet page, to various persons and
identifying them by name or by other means,  for instance by giving their
telephone number or  information regarding their  working conditions  and
hobbies, constitutes the processing of personal data […].� ”

According to the answer provided by the CJEU, not only names can be used as a way
to identify an individual, but also telephone numbers can be used to do so. In essence,
telephone numbers are quite similar to email addresses. Both typically are unique for
a certain person (or, possibly, household), are used for communication purposes, and
oftentimes  can  be  used  to  distinguish  individuals  from  one  another.  As  such,  if
telephone numbers can be used to identify an individual,  so can email  addresses.
Furthermore, the scope of usage of such data by an individual is not limited to  just one
specific website or  keyshare. Phone numbers and email addresses are used outside
these systems as well, and consequently can be used not only to identify an individual
within these systems, but also in external ones. Taking both the viewpoint of the ICO
and the ruling of the CJEU into account, it can be concluded that an email address
constitutes personal data, and can be used to identify an individual.

Next to email addresses, the  keyshare server also stores a user’s username and a
hash of his PIN code. Furthermore, it keeps a part of the user’s secret key. All of these
data can, within the set of all users registered on the keyshare, be used to single out a
specific  user.  While  two  users  could,  in  theory,  have  the  same  PIN  code,  their
usernames would be unique.  Moreover,  the chance that  two users  have the exact
same secret key stored by the keyshare server, is rather small — especially in systems
with a relatively low number of users. Nevertheless, in contrast to an email address,
the username, PIN code, and secret key are only used within the IRMA ABC system.
The scope in which these data are used, is limited. If a user chooses not to share his
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email address with the keyshare, these data cannot be used to identify a user in other
systems  (e.g.  in  case  of  a  data  breach  involving  the  scheme  manager’s  keyshare
server). So, while inside IRMA the data can be used to single out an individual user
(even if the user does not share his email address), singling out is only possible within
the keyshare server.

The limited scope in which it is possible to single out an individual does, however,
not  mean  that  a  user’s  secret  key,  PIN  code,  and  username  are  unrelated  to  an
identified or identifiable natural person. As these data can be used for distinguishing
an individual from others that use the  keyshare server, the data are related to an
identified or identifiable natural person, and thus constitute personal data.

6.2.1.1 Controller or processor

To find out whether a scheme manager is a controller or processor under the GDPR,
it must first be determined which entity or entities decide the purposes and means of
the processing of personal data. A controller is the entity that determines the purposes
and means of the processing of  personal data.284 It  can do so alone, or jointly with
others. When it comes to finding out whether a party is a controller, the ICO states the
following (in relation to the at that time applicable DPD):285

“(16)  To  determine  whether  [an  entity  is]  a  data  controller  you  need  to
ascertain which organisation decides:

• to collect the personal data in the first place and the legal basis for
doing so;

• which items of personal data to collect, ie the content of the data;

• the purpose or purposes the data are to be used for;

• which individuals to collect data about;

• whether to disclose the data, and if so, who to;

• whether subject access and other individuals’  rights apply ie the
application of exemptions; and

• how  long  to  retain  the  data  or  whether  to  make  non-routine
amendments to the data.”

For each of these points, it is the scheme manager who makes the decision. Within
IRMA, the scheme manager decides to collect and process certain personal data about

284 Article 4(7) GDPR.

285 Information Commissioner’s Office, ‘Data Controllers and Data Processors: What the Difference Is and What the 
Governance Implications Are’ 6 <https://ico.org.uk/media/for-organisations/documents/1546/data-controllers-and-
data-processors-dp-guidance.pdf>.
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its users. To a certain degree, users can choose whether or not the scheme manager is
allowed to process certain personal data (i.e. email addresses), but when it comes to
the other data being processed (i.e. the concatenation of the user’s PIN and username,
and a part of the user’s secret key), the user has no choice but to allow such data to be
processed. The lack of a user’s choice in this matter is closely related to the way IRMA
is technically designed. If a scheme manager decides to use a keyshare, it becomes a
fundamental part of the ABC system that must be used by all users. Additionally, it
should be stressed that a scheme manager has the choice not to process the personal
data described above. It can do so by not incorporating a keyshare in its ABC system. A
keyshare is an optional component that aims to increase the trust verifiers can have in
disclosed  attributes.  Even  without  a  keyshare,  users  can  obtain  credentials  and
disclose their attributes to verifiers.

As the Privacy by Design Foundation  processes personal data, it has developed a
privacy policy.286 In the (Dutch version of the) privacy policy, the foundation states
which personal data it processes, the purposes of processing, and the legal grounds on
which  the  processing is  based  (which  is  the  user’s  consent). Furthermore,  the
foundation determines how users can gain insight in the personal data that are being
processed, and how users can stop the foundation from processing such data. Taking
this policy and the points in the previous paragraphs into account, the conclusion can
be drawn that a scheme manager is, in fact, the data controller.

6.2.2 ABC4Trust remote agent hosts
In ABC4Trust, a user is represented by a user agent (see sections 5.1.1 and 5.1.8.6 on

pages  46 and  57).  User agents enable user to obtain credentials and use them with
verifiers. User agents can run on a (local) device (e.g. smartphone) that is controlled by
the user, but can also be located on a remote server that is managed by a third party.
Although ABC4Trust does not go into much detail about how user agents exactly work,
presumably there are two reasons for preferring a remote user agent over a local one:

• The ability for a user to ‘hide in the crowd’: Multiple users can make use of the
same remote server and, as such, it is more difficult for a verifier to correlate
disclosure sessions by looking at IP addresses.287

• Accessibility and high availability of the user agent offered by the third party:
Users do not have to worry about setting up a local user agent themselves, and

286 Privacy by Design Foundation, ‘Privacy Policy’ (Privacy by Design Foundation, 24 January 2019) 
<https://privacybydesign.foundation/privacy-policy/> accessed 6 September 2019.

287 Disclosure sessions will be initiated from the server on which the remote user agent is hosted. Multiple users will 
make use of this server, and thus ‘share’ the same IP address. Therefore, a verifier cannot distinguish disclosure 
sessions from one user from those of other users — unless disclosed attributes identify the corresponding user.
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are  furthermore  able  to  connect  to  the  user  agent on  a  multitude  of  their
devices (as opposed to just one smartphone on which a local user agent would
be installed).

Regardless of the reason a user wishes to use a remote user agent, the entity hosting
the server(s)  on which the remote  user agent is  installed somehow needs to  have
access to and  process the user’s credentials.  Therefore, the host  processes personal
data. Because it is unclear what a remote  user agent exactly entails, it is difficult to
conclude upfront whether in each and every case the host is a controller or processor.
Nevertheless, it is likely that a third party hosting a remote user agent has developed a
business  model  around  it.  For  instance,  the  host  may  earn  money  by  placing
advertisements inside the  user agent’s user interface, or offer a subscription-based
service in which the user pays a fixed amount of money each month for gaining access
to features offered by the remote user agent.

Assuming that an entity indeed offers a remote  user agent as part of its business
model and, as a consequence, monetises the services it offers, the business model and
remote  user agent are closely intertwined. The aim of the remote  user agent is not
limited to merely offering a way for users to participate in ABC4Trust’s Privacy-ABC
architecture. From the perspective of the host, the primary goal of offering the  user
agent service is generating revenue. For this purpose, they must process the personal
data required for offering the user agent. Moreover, the host also decides the means
by  which the  data  are  being  processed.  It  decides  which  personal  data are  being
processed, as well as where the data are being stored, how long it is being stored, who
the data are being disclosed to, etc. Taking these points into account, and looking at
the opinion of the ICO as discussed in section 6.2.1.1 (p. 86), it can be concluded that an
entity hosting a remote  user agent as a service decides both the purposes and the
means of the processing of personal data. Therefore, the host is a data controller.

6.2.3 Inspectors
In  section  5.1.6 (p.  52)  it  is  explained  that  within  ABC4Trust’s  privacy-ABC

architecture, a trusted inspector may be used. When a user engages in a disclosure
session with a verifier,  the verifier may ask the user to send attribute data to  an
inspector. These data can, under prespecified circumstances, be used to identify the
user.

Even though the user sends his attributes to an inspector, the decision to do so is not
made all by himself.  Instead, it  is the verifier who ultimately determines a) which
inspector the user must share his attributes with, and b) which attributes the user
must share. The verifier is also the entity that decides under which circumstances the
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inspector shall reveal the attribute data. Although the user needs to agree with these
terms when disclosing attributes to the verifier, in practice the user may have little
influence on them. Therefore, in the end, it is the verifier who determines the purpose
of  processing certain (encrypted)  attribute data by inspectors:  Identifying the user
when  specific  conditions  apply.  By  telling  a  user  to  send  certain  attributes  to  an
inspector, the verifier also, albeit to a limited extent, determines the means by which
the data are being processed. Of course, the inspector determines how the data exactly
are being processed within its own systems. However, the inspector offers inspection
as a service to the verifier. It processes those data that the verifier tells it to process. In
essence,  processing  takes  place  on behalf of  the  verifier.  Therefore,  inspectors  are
processors, and verifiers are controllers.

6.2.4 Sovrin agencies
Whereas  ABC4Trust  uses  remote  user  agents,  Sovrin  uses  cloud  agents that  are

hosted by an agency (see section 5.3.2 on page 67). There is an overlap in functionality
in that cloud agents may have the ability to manage a user’s credentials, depending on
the  way  the  agency set  up  the  agent.  However,  cloud  agents serve  an  additional
purpose: forwarding messages between  agents. For instance, a message may travel
from a user’s edge agent to the receiver’s cloud agent, which in turn will send it to the
receiver’s edge agent. The messages being forwarded may contain personal data, like
DIDs and attributes. However, as all these messages are being encrypted, the agency
won’t  be  able  to  read  their  contents.  Therefore,  when it  comes  to  the  content  of
forwarded communication, agencies only process personal data that are encrypted. To
determine whether an agency is a controller or processor, it must first be determined
whether personal data that are encrypted still constitute personal data.

In principle, encryption is merely a pseudonymisation technique. With additional
data — the decryption key — it is possible to ‘reveal’ the original  personal data, and
(possibly)  attribute  the  data  to  a  specific  user.  If  encrypted  personal  data are
pseudonyms,  then by definition it  constitutes  personal  data.  What makes this  case
interesting, however, is that the agency does not have direct access to the decryption
key. Moreover, the  agency probably doesn’t even  want to have access to such a key.
ABC is build on cryptographic and organisational trust. If an agency was to purposely
decrypt messages without permission from the sender, the sender would lose trust in
the agency, and may decide to use another, competitive cloud agent. In particular for
agencies that have build a business model around the cloud agent that they offer, this
may have negative financial consequences, which hardly suits their interests.

If an  agency nevertheless wishes to decrypt messages, there are only two entities
from  which  it  can  obtain  the  decryption  key  (assuming  that  the  underlying

6.2 Identifying controllers and processors 89



cryptography is not flawed): the sender, and the receiver. Arguably, if privacy is a goal
of using ABC, it is in the interest of at least one of those parties, the user, to prevent the
agency from decrypting his messages. It is therefore unlikely that the user shares the
decryption key with the agency. If the agency cannot obtain decryption keys from the
user, only the other entity — which is assumed to be the receiver — can enable the
agency to  decrypt  the  messages.288 Assuming  that  the  agency and  receiver  are
different,  independent organisations (or different businesses,  associations,  etc.),  the
agency obtaining the decryption key from the receiver is equally unlikely to happen as
a user sending a decryption key to the  agency. The reason for this is similar to the
reason why agencies probably do not want to decrypt messages in the first place. If a
receiver sends a decryption key to the agency, this undermines the trust a user has in
the receiver. When the receiver is, for example, a verifier, the user may decide not to
do any future business  with that  verifier anymore (unless the  agency and verifier
successfully  hide  the  sharing  of  decryption  keys  from  the  relevant  users).
Furthermore, the act of decrypting the messages and storing (or otherwise processing)
the decrypted message may be in violation of the GDPR. Specifically the processing
principles may be infringed.289 It  is therefore not reasonably likely that the  agency
reveals and, as such, processes the personal data contained in a message.290

If the agency is not only acting as a ‘forwarder’ but simultaneously has the role of
receiver, the agency obviously is able to decrypt the messages. However, it gains this
ability by being the receiver; it is not for its role as an agency that it is able to decrypt
the messages. Furthermore, the purpose and data minimisation principles apply. As
such, the receiver is not allowed to further process personal data in its role as agency.

The  points  made  in  the  previous  paragraphs  do  not  detract  from  the  fact  that
agencies process pseudonymous  data that,  by  definition,  are  personal  data.
Furthermore, to a certain extent  agencies determine the purposes and means of the
processing of personal data. This is comparable to the situation of remote user agents
in  ABC4Trust.  Agencies,  just  like  hosts  of  remote  user  agents,  may  provide  their
services with the purpose of generating revenue. The way such organisations earn
their money and the  processing of (pseudonymous)  personal data are intertwined.
However,  the  difference  between  Sovrin  and  ABC4Trust  in  this  matter  is  that  in
Sovrin, on an inter-agent protocol level, processing operations may be standardised.291

288 Although the “other entity” is assumed to be the receiver, he may just as well be the sender. It is not particularly 
relevant whether the user is a sender or receiver. However, for readability, it is assumed the user is the one 
sending a message, and another entity (e.g. a verifier) is on the receiving end.

289 Article 5(1) GDPR.

290 Breyer, C-582/14, ECLI:EU:C:2016:779, paragraph 46.

291 See, for instance, https://forum.sovrin.org/t/standards-or-guidelines-on-the-functioning-of-sovrin-agents/32 and 
https://forum.sovrin.org/t/about-xdi-and-link-contracts/51/2 (accessed 13 September 2019).
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Although, as a consequence of this, the agency doesn’t completely control the means
by which personal data are being processed, it does control some aspects, like where
the  data are being stored, whether and how the  data are presented to users of the
service, whether it actually forwards messages to edge agents, etc. As such, the agency
must be treated as a controller insofar it actually determines the purposes and means
of processing.

6.2.5 Transaction endorsers
Transaction endorsers are organisations that on behalf of  transaction authors, ask

stewards to write data to the public  ledger (sect.  5.3.3, p.  68). Any  peer can take the
role  of  transaction  author,  for  example  when writing a  DID (and the  related  DID
document) to the  ledger that is used for issuing credentials. As concluded in section
6.1.2.1 (p.  81),  such public  DID may constitute  personal  data.  Nevertheless,  it  only
becomes personal data after it has been written to the ledger and has been used when
issuing a credential. Before that point, except from the issuer himself, no party can
relate the DID to the issuer. However, there is one exception. Depending on the way a
transaction endorser offers its services to transaction authors, a transaction endorser
may be able  to  link a  transaction to  a  specific natural  person.  For example,  if  an
endorser asks  monetary  compensation  (e.g.  transaction  fees)  from  an  author for
signing the data that are to be added to the  ledger, the  endorser may  process data
related to the author’s bank account (e.g. bank account number, name of the owner of
the bank account, etc.). Relating the signed data to an identified or identifiable natural
person then becomes fairly trivial. Depending on the circumstances, this may even be
useful. For instance, the  endorser may develop a web portal that allows  authors to
view  their  transaction history.  This  way,  authors can  see  what  is  stored  on  the
blockchain without needing to directly interact with it — which may be helpful if an
author,  at  some point  in  time,  does  not  have  access  to  the  software  required for
reading data from the blockchain.

Although, in some situations, an  endorser may be able to link a  transaction to an
individual, this is not necessarily the case for each  endorser. An  endorser does not
have to ask transaction fees, nor is it obliged to provide a web portal that gives insight
in the  author’s transaction history. Furthermore,  endorsers don’t have to implement
an authentication mechanism. It is possible that an endorser exists that does not know
whose  DID it  publishes  on the  chain.  Whether  a public  DID (and the  related  DID
document) constitutes personal data before it is being written to the public ledger, thus
really depends on the way the endorser set up the service it provides. If an endorser
does not  process any  personal data (i.e. no authentication mechanism is being used
and the  DID it  processes does  not  constitute  personal  data (yet)),  then it  is  not  a
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controller or  processor. However, if  personal data are being processed, the situation
changes.

Each  transaction endorser is  required to sign a legal agreement with the Sovrin
Foundation, called the Transaction Endorser Agreement (TEA).292 In this agreement, the
Sovrin Foundation grants the endorser permission to ask stewards to write data to the
blockchain. However, the agreement also places obligations on  endorsers to, among
others, endorse “[…] all transactions submitted to it by a transaction author unless it is
prohibited  to  do  so  by  the  terms  of  [the]  agreement”,  and  to  “maintain  effective
information  security  policies  and  procedures  and  systems  […]”.293 Furthermore,  by
signing the agreement,  endorsers allow the Sovrin Foundation to “audit and review
[the endorser’s] information security policies and procedures and systems to maintain
their continued effectiveness and determine whether adjustments are necessary […]”.294

By  including  such  provisions,  at  least  to  some  extent  the  Sovrin  Foundation
determines the means by which an  endorser processes personal data related to the
transaction  author.  However,  ultimately  it  is  the  endorser who  designs  the
procedures, policies, and systems when it comes to processing the personal data. The
Sovrin  Foundation  merely  requires  that  there  are  sufficient  security  measures  in
place, and that all valid transactions are accepted. The way an  endorser shapes the
services  that  it  offers to  transaction authors,  is  solely decided on by the  endorser.
Furthermore, the services offered by a  transaction endorser are primarily aimed at
transaction authors. Except to the extent provided by the TEA, the Sovrin Foundation
takes  no  part  in  any  of  this.  As  such,  the  endorser decides  the  means  by  which
personal data are being processed.

In the case of transaction endorsers, personal data are primarily processed to enrol
any entity in the Sovrin ecosystem that wishes to be an issuer. The Sovrin Foundation
has  designed  the  ABC  system  and,  while  doing  so,  determined  that  this  is  the
processing purpose, and that this purpose is to be fulfilled by transaction endorsers.
Transaction  endorser can  only  take  the  role  of  endorser if  they  indeed  process
personal data for this purpose. They cannot refuse doing so, as refusal would lead to a
revocation of the Sovrin Foundation’s permission to be an endorser. As such, it must
be concluded that while an endorser determines the processing means, the processing
purpose is determined by the Sovrin Foundation. Therefore, a  transaction  endorser
and the Sovrin Foundation are joint controllers, of which the relationship between is
formally  described in  the  TEA.  It  must  be  noted,  however,  that  an  endorser may
decide  to  process personal  data for  additional  purposes.  For  example,  in  case  an

292 Sovrin Foundation, ‘Transaction Endorser Agreement V1.1’ (n 241).

293 ibid 3.

294 ibid.

6.2 Identifying controllers and processors 92



endorser monetises its services by asking transaction authors to pay a fee for each DID
that is to be written to the  ledger, another  processing purpose would be generating
revenue.  This,  however,  does not detract from the fact  that the Sovrin Foundation
solely decides on at least one of the processing purposes.

6.2.6 Stewards
As explained at the start of section 5.3 (p.  66) and in section 5.3.3 (p.  68),  stewards

are  responsible  for  keeping  the  Sovrin  blockchain online.  Furthermore,  stewards
make sure that others can read data stored on the ledger and enable peers (or, more
specifically,  transaction endorsers) to write data to it.  For instance, when an issuer
wants her public DID and signing key to be written to the ledger, ultimately a steward
is the entity that writes the data to the  chain. As such  DID may constitute  personal
data, there are situations in which stewards process personal data.

Looking at the role of  stewards from a higher level of abstraction, in essence they
maintain a distributed database that contains the information required for Sovrin’s
ABC system to operate. This is quite similar to a situation in which a company uses a
service like Microsoft Azure Databases for its database needs.295 The difference is that
in the case of Sovrin, the distributed database is ‘open’ to the world in the sense that
anyone may read its contents. For the Azure database, although some data may be
publicly readable, it probably also contains data that are only accessible to the entity
that employed Microsoft Azure. For instance, when a social media company similar to
Facebook would use Azure, some data that users upload, like profile pictures or user-
to-user communications, are visible to everyone, while data like hashed passwords
can only be accessed by the social media company.

In the end, it is not Microsoft who determines the purposes and means of processing
of  personal  data.  Microsoft  just  offers  a  database  as  a  service.  For  them,  it  is  not
relevant whether the database contains personal data or not. They just get paid by the
social  media  company  for  offering  the  database  services  that  they  offer.  In  this
example, it is the social media company that determines the purposes and means of
the processing of personal data that are stored inside the database. The social media
company thus is the data  controller. Microsoft is merely a  processor,  processing the
database data on behalf of its client. In this regard, the processing is comparable to the
processing being  done  by  stewards, except  for  the  fact  that  stewards choose  to
maintain  a  specific  database  that  (most  probably)  contains  personal  data.  The
question to be answered is: To what extent do stewards determine the purposes and
means of processing personal data?

295 For more information about Microsoft Azure Databases, see https://azure.microsoft.com/en-us/product-categories/
databases/ (accessed 19 September 2019).
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A fundamental part of the  relationship between the Sovrin Foundation and each
steward is  the Sovrin Steward Agreement (SSA)296,  which is backed by the broader
Sovrin Governance Framework (SGF)297. The SSA is a legal agreement between both
parties  in  which  the  responsibilities  of  both  the  foundation  and  steward are
formalised. The third section of the agreement is particularly relevant when assessing
which entity determines the means of the  processing of  personal data stored on the
blockchain. This section contains, inter alia, the following provisions:298

“The Steward shall:

(a)  Operate,  maintain  and host  a  single  Node of  the  Sovrin Network (the
“Steward Node”) in compliance with the Sovrin Governance Framework and
otherwise conform to the content of the Sovrin Governance Framework as
applicable to the Steward.

(b)  With  regard  to  Steward’s  operation  of  the  Steward  Node,  only  run
software code that has been approved by the Sovrin Foundation as referenced
in the Sovrin Governance Framework.

(c)  Provide  such  performance,  security,  and  reliability  data  to  the  Sovrin
Foundation  or  to  the  public  as  required  by  the  Sovrin  Governance
Framework.

(d)  Provide  input  and  feedback  to  the  Sovrin  Governance  Framework
Working  Group,  as  reasonably  requested  and  necessary,  to  assist  in  the
development and public review of future versions of the Sovrin Governance
Framework.

(e) Provide input and feedback to the Sovrin Technical Governance Board, as
reasonably  requested  and  necessary,  in  the  development  of  the  technical
roadmap for the Sovrin Network and to assist in the testing, evaluation, and
improvement of the Sovrin Network.

[…] 

(h) With regard to the performance of its obligations under this Agreement,
including, without limitation, its operation, maintenance and hosting of the
Steward  Node,  implement  appropriate  technical  and  organizational

296 Sovrin Foundation, ‘Sovrin Stewards Agreement’ <https://sovrin.org/wp-content/uploads/Sovrin-Steward-
Agreement-V2.pdf>.

297 Sovrin Foundation, ‘Sovrin Governance Framework’ (Sovrin, 2019) <https://sovrin.org/library/sovrin-governance-
framework/> accessed 19 September 2019.

298 Sovrin Foundation, ‘Sovrin Stewards Agreement’ (n 296) 3.
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measures to ensure a level of security appropriate to the risk and provide
sufficient evidence of the same to the Sovrin Foundation upon request.”

Although per paragraphs (d) and (e) cited above stewards are able to influence the
means  by  which  a  node is  being run,  ultimately  it  is  the  Sovrin Foundation who
determines what software may be used by a  steward maintaining a  node.  Stewards
have influence on the means being used, but do not determine them. When it comes to
operating a  node,  deciding  which  means  are  to  be  used is  the  task of  the  Sovrin
Foundation (or, more specifically, the Sovrin Governance Framework Working Group
and Sovrin Technical Governance Board).

When it  comes to assessing which entity determines the purposes of  processing
personal data by stewards, the situation becomes somewhat more complex. Obviously,
the Sovrin Foundation has made the decision to process personal data on a blockchain
for providing the identity  services  to  users,  issuers,  and verifiers.  Nevertheless,  at
some  point  in  time,  a  steward has  decided  to  ‘donate’  time  and  (computational)
resources to the Sovrin project.  This  donation may serve a different purpose than
providing identity services. For example, the  steward may aim to create a futuristic
image around its commercial brand, hoping that (potential) customers see the steward
as an innovative organisation that is  actively involved in providing a public good.
However, this is not the purpose of the steward’s processing of personal data. Creating
a reputation is merely the purpose of getting involved in an (arguably) innovative
project. Whether or not  personal data are being processed, is not intertwined with
that purpose and, therefore, irrelevant. This is, again, quite similar to the example of
Microsoft Azure. However, where Microsoft offers a database as a service in return for
a monetary reward, stewards offer their service in return for being recognised as part
of the Sovrin ecosystem.

In conclusion, when it comes to running a node on the Sovrin network, stewards are
merely processors acting on behalf of the Sovrin Foundation. The Sovrin Foundation is
the controller, determining the means and purposes of processing. Stewards just bring
(parts of) these means into practice. This supports the statement that for permissioned
(private) ledgers, it is likely that a node is considered a processor, as the blockchain
network is controlled (or governed) by one or more centralised parties.299

6.2.7 Users
Users themselves process personal data that are related to themselves. For example,

users store their credentials on their personal smartphone or laptop, and may choose
(not) to disclose them to certain verifiers. In principle, it could be possible that a data

299 Finck (n 8) 101.
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subject is a controller with regard to his own personal data.300 The question whether a
user is a controller or processor, potentially adds another dimension to the user role.
Under  the  GDPR,  controllers and  processors are  given certain  obligations.  In  case
users are not merely data subjects, these obligations would apply to them as well.

When assessing which entity  determines  the  purposes  and means  of  processing
credentials, it must be concluded that it are the users who do so. Looking back at the
opinion of the ICO as cited in section  6.2.1.1 (p.  86), for each of the points it are the
users who make the decision.301 Although issuers determine which personal data can
be contained in a credential, users determine which of these data are collected. It also
are the users who determine that the data are collected in the first place, for what
purposes the data are being used (i.e. the ability to identify themselves), whether and to
whom disclose data  (i.e. to certain, user chosen verifiers),  etc.302 Of course users are
only able to make such decisions within the boundaries set by the ABC system that is
being  used.  However,  the  fact  that  there  are  boundaries  does  not  mean  that  the
purpose is not being determined by the user.

When it  comes to deciding on the processing means being used,  the situation is
quite  similar.  Although  limited  by  the  tools  offered  by  the  ABC  system,  users
determine the means by which they process their credentials. For example, users may
determine on which devices their credentials are being managed. In this regard, some
systems offer more freedom than others.  In IRMA, for example, currently only the
IRMA app can be used for managing credentials. Although within the app the user can
add, renew, and delete credentials, his influence on the means by which credentials
are  processed are limited. Furthermore, when a  keyshare is being used, the app is
probably being developed and distributed by the  scheme manager due to the app’s
dependency on the specific keyshare. Consequently, the user is forced to use the app of
the scheme manager. This, however, does not detract from the fact that the user is free
to decide on which devices the app is being installed, and how the data stored by the
app are being managed (e.g.  when it  comes to creating back-ups of  such data).  As
opposed to this ‘app lock-in’ in IRMA, in other systems, like Sovrin, multiple credential
management solutions may be  available.  For instance,  multiple organisations may
develop and offer (edge)  agents to Sovrin users. A user may then pick any of these

300 Cagla Salmensuu, ‘The General Data Protection Regulation and the Blockchains’ (2018) 1 Liikejuridiikka 27 
<https://ssrn.com/abstract=3143992>.

301 Information Commissioner’s Office, ‘Data Controllers and Data Processors: What the Difference Is and What the 
Governance Implications Are’ (n 285) 6.

302 There could, nevertheless, be situations in which the user is forced to disclose a certain credential to make use of, 
for example, a service provided by the verifier. However, there are also situations in which the user does have a 
choice when disclosing credentials, for instance when the same service is provided by multiple verifier.
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agents that best suits his needs. In such a system, the user has more control over the
means used when managing (i.e. processing) his credentials. 

Nevertheless, regardless the ABC system being used, the user is ‘in control’ of his
data, albeit within the boundaries set by the underlying ABC system. As such, users
are considered to be both data subjects and controllers.

It must, nevertheless, be noted that a user processing his own credentials may fall
outside the scope of the GDPR, as such processing may be carried out “by a natural
person  in  the  course  of  a  purely  personal  or  household  activity  and  thus  with  no
connection  to  a  professional  or  commercial  activity”.303 However,  in  case  the  user
processes  his  attributes in the course of  a professional  or  commercial  activity,  the
GDPR does apply, in which case the reasoning above applies as well.

It should also be mentioned that it is not unthinkable for situations to exist in which
another entity, e.g. a verifier, forces a user to use an ABC system for authentication. If
this is the case, the verifier determines the purposes while the user determines the
means of processing (insofar the user only process the personal data for that purpose).
In this sense, the user and verifier are joint controllers as they jointly determine the
purposes and means. Even though the verifier does not determine the means and the
user does not determine the purposes, according to the Article 29 Working Party this
does not rule out joint controllership.304 The determination of purposes and means
does  not  need to  be equally  shared.  However,  to  ensure  the  effectiveness  of  data
protection  law,  it  is  important  to  properly  allocate  the  data  protection  and  legal
responsibilities to each of the controllers, for instance by way of contract.305

6.2.8 Summary: controllers and processors
Multiple entities are involved in the ABC systems analysed in chapter 5 (p. 44). Each

entity fulfils one or more functions in these systems. Depending on the functionality
an entity provides, personal data are being processed. Based on section 6.2 (p. 82) and
in relation to the personal data that are being processed, Table 3 provides an overview
of all relevant data controllers and processors present in the ABC systems analysed. It
is  important  to  note,  again,  that  the  validity  of  the  table  below  depends  on  the
circumstances. As mentioned in section 6.2 (p. 82), for specific implementations of ABC
or  in  some  situations  in  which  ABC  is  being  used,  another  entity  than  the  one
appointed in the table below may be the (joint) controller or processor. Table 3 is only

303 Recital 18 GDPR.

304 Article 29 Working Party, ‘Opinion 1/2010 on the Concepts of “Controller” and “Processor”’ 19 
<https://ec.europa.eu/justice/article-29/documentation/opinion-recommendation/files/2010/wp169_en.pdf>.

305 ibid 18.
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valid for the cases described in section 6.2 (p. 82) above. For other cases, a situation-
specific analysis is required.

Table 3: Overview of controllers and processors in ABC4Trust, IRMA, and Sovrin. In the column
for joint controllers, the number of asterisks indicates whom an entity is a joint controller with.

Role Processor Controller Joint controller

Agencies ✓
Hosts of remote agents ✓
Inspectors ✓
Scheme managers ✓
Sovrin Foundation ✓ ✓*

Stewards ✓
Transaction endorsers ✓*

Users ✓ ✓**

Verifiers ✓ ✓**

6.3 Compliance
Under the GDPR,  data subjects  have various rights  that  they can invoke against

controllers. For instance, data subjects have the right to access their personal data that
are  processed by (or  on behalf  of)  a  controller,306 and have these  data  rectified if
they’re inaccurate.307 In this chapter, a closer look will be taken at such rights of the
data  subject.  It  will  be  assessed if  and to  what  extent  non—blockchain-based and
blockchain-based ABC technologies are able to honour these rights. While in previous
chapters  three  distinct,  specific solutions  — ABC4Trust,  IRMA,  and Sovrin  — have
been analysed,  the  assessment  in  this  chapter  will  be  one  with  a  higher  level  of
abstraction. Instead of looking at actual solutions, the two ‘high level’ categories “non
—blockchain-based” and “blockchain-based” ABC technologies will be the subject of
the analysis. Within the non—blockchain-based category, a distinction will be made
between permissioned and permissionless blockchains. ABC4Trust, IRMA, and Sovrin
will serve as reference points to determine what is possible in terms of compliance by
non—blockchain-based and blockchain-based ABC systems.

Table  4 below contains  an  overview  of  the  ability  of  ABC  systems  to  achieve
compliance with the GDPR in terms of data subject rights. In the table, three icons are
used to depict whether compliance can be achieved:

✓ indicates that it is, in principle, possible to achieve compliance by design.

306 Article 15 GDPR.

307 Article 16 GDPR.
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≈ indicates that compliance is possible to achieve, but that there are situations in
which achieving compliance is not a trivial task.

⨯ indicates that it currently is not feasible to achieve compliance.

In the sections below, each of the data subject’s right will be discussed, and it will be
explained whether achieving compliance is possible.

Table 4: Overview of the ability of ABC systems to honour data subject rights under the GDPR.

Name Article(s) of
the GDPR

Section No 
blockchain

Permissioned
blockchain

Permissionless
blockchain

Transparent 
information, 
communication, 
and modalities

12 6.3.1 (p. 100) ✓ ✓ ✓

Information 
provisioning

13, 14 6.3.1 (p. 100) ✓ ✓ ✓

Right of access 15 6.3.2 (p. 106) ✓ ✓ ✓
Right to 
rectification

16 6.3.3 (p. 108) ✓ ✓ ✓

Right to erasure 17 6.3.4 (p. 120) ✓ ✓ ≈

Right to 
restriction of 
processing

18 6.3.5 (p. 128) ✓ ✓ ⨯

Notification 
obligation 
regarding 
rectification, 
erasure, or 
restriction of 
processing

19 6.3.1 (p. 100) ✓ ✓ ✓

Right to data 
portability

20 6.3.6 (p. 130) ✓ ✓ ✓

Right to object 21 6.3.7 (p. 131) ✓ ✓ ≈

Right not to be 
subject to fully 
automated 
decision making

22 6.3.8 (p. 132) ✓ ✓ ✓
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6.3.1 Right to be informed
Under  the  GDPR,  controllers must  provide  certain  information  to  data  subjects

regarding  the  processing of  their  personal  data.308 This  information  includes,  for
example,  information  on  the  identity  of  the  controller,  the  purposes  for  which
personal data are being  processed, and the recipients or categories of recipients of
these  data (if  any).309 According  to  the  French  data  protection  supervisor,  the
Commission Nationale de l’Informatique et des Libertés (CNIL), it should be feasible to
achieve compliance with these provisions.310

When a  permissioned ledger is being used, like in Sovrin’s ABC system, this may
indeed be the case. It typically is clear who the responsible controller is as there is one
entity (or a consortium of entities) governing the  blockchain network. Usually,  this
controller is identifiable,311 and, depending on how the system has been designed, may
implement ways that enable data subjects to invoke their right of access. This is quite
similar  to  non—blockchain-based  ABC  systems  that  use  a  traditional  client-server
model, like IRMA. In particular for permissionless blockchain environments, however,
which entity is a controller cannot be determined in a generalised manner.312 Instead,
controllership must be assessed on a case-by-case basis. The entity who determines
the means and purposes of  processing may be different for each system.313 Below, in
the  sub-sections  of  this  section,  two frequently  used viewpoints  will  be  discussed.
However, as controllership can be different for each permissionless blockchain-based
system, it is not possible to determine upfront which of these viewpoints applies for
an undefined blockchain-based ABC system.

6.3.1.1.1 CNIL

For  permissionless ledgers,  many consider the  nodes to be the  controllers.314 The
CNIL,  however,  does  not.315 According  to  the  CNIL,  only  those  participants  in  the
network that have the right to write data to the chain and who decide to send data to

308 Article 12 GDPR; Article 13 GDPR; Article 14 GDPR.

309 Article 13 GDPR(1).

310 Commission Nationale de l’Informatique et des Libertés, ‘Blockchain’ 8 
<https://www.cnil.fr/sites/default/files/atoms/files/blockchain.pdf>.

311 Salmensuu (n 300) 13.

312 Michèle Finck and Directorate-General for Parliamentary Research Services, Blockchain and the General Data 
Protection Regulation (Panel for the Future of Science and Technology 2019) 52 
<https://op.europa.eu/en/publication-detail/-/publication/9b759744-be40-11e9-9d01-01aa75ed71a1>.

313 Note that although the singular of the term “entity” is used, a system may have more than one controller.

314 Finck (n 8) 100.

315 Commission Nationale de l’Informatique et des Libertés (n 310) 1.

6.3 Compliance 100



nodes for  validation,  are  controllers.316 More  specifically,  it  only  considers  a
participant to be a  controller when either a) the participant is a natural person and
the  personal data processing operations are related to a professional or commercial
activity,  or  b)  the  participant  is  a  legal  person  that  registers  personal  data on  a
blockchain. According to the CNIL, such participants are the entities that determine
the  purposes  and  means  of  processing.  Nodes on  the  blockchain that  validate
transactions are explicitly not considered controllers.317 They are not “involved in the
object of […] transactions [and therefore] do not define the purposes and the means of
processing”.318 Furthermore,  natural  persons  who  store  personal  data on  the
blockchain that  are  not  related  to  a  professional  or  commercial  activity,  are  not
considered  controllers either. If  such natural person nevertheless is the sole entity
who determines the means and purposes of  processing, then there is no  controller.
This  may undermine one of  the objectives  of  the  GDPR:  Protecting the rights  and
freedoms of natural persons,  particularly regarding their right to the protection of
personal  data.319 After  all,  especially  in  large-scale  permissionless networks,  an
individual’s  personal data are being  processed by a high number of unknown and
equally untrusted nodes. Especially if  nodes process the  data for a financial gain, as
for instance is the case in the Bitcoin and Ethereum blockchains,320 one can argue that
the data are processed for a commercial activity. In such case, the data are not solely
processed for a purely personal or household activity.321 Consequently, the processing
is  subject  to  the  GDPR.  As  individual  nodes determine  the  purposes  (“generating
revenue”) and means (the hardware and software being used) for the  processing, in
contrast to the opinion of the CNIL, the nodes could be seen as individual controllers
(see section 6.3.1.1.2 below).

However, even when  nodes are not considered to be  controllers,  in practice this
would not necessarily be an issue. It is unlikely that personal data stored on a public
permissionless blockchain serve  a  purpose  that  is  not  related  to  some  kind  of
commercial  or  professional  activity.  If  an ABC system would  use  a  permissionless
ledger, there is probably an entity involved that can be considered to be a controller.
For  instance,  if  a  verifier  (e.g.  a  for-profit  corporation)  requires  a  user  to  store

316 Note that a participant is not necessarily involved in running a node. In blockchain-based ABC, for example, an 
issuer would be considered a participant as the issuer has the right to write data (albeit indirectly) to the ledger, 
and (also indirectly) sends these data to transaction endorsers and stewards for validation.

317 Which is remarkable, as technically nodes do have the right to write data to the ledger and, depending on the 
node, send data to other nodes for validation.

318 Commission Nationale de l’Informatique et des Libertés (n 310) 2.

319 Article 1(2) GDPR.

320 EthHub, ‘Mining’ (EthHub, 22 August 2019) <https://docs.ethhub.io/using-ethereum/mining/>; Nakamoto (n 4) ch 6.

321 Article 2(2)(c) GDPR.

6.3 Compliance 101



personal  data on the public  permissionless blockchain in  order for  the  verifier to
deliver  a  service  to  that  user,  one  could  argue  that  the  verifier  determines  the
purposes and means of processing.322 The verifier should then be able to provide to the
data subject the additional information required by article 15(1) GDPR.

6.3.1.1.2 Nodes as controllers

One  could  argue  that  in  a  permissionless blockchain network,  nodes are  the
controllers.  With  Bitcoin,  for  example,  participants  that  run  nodes that  solve  the
cryptographic  hashing ‘puzzle’  (see section  4.1.2.1 “Proof of Work”, p.  39) receive a
monetary  reward  in  the  form  of  bitcoin  (the  cryptocurrency used  on  the  Bitcoin
network). Assuming that personal data are processed on Bitcoin’s network, owners of
nodes arguably determine the purpose of running a  node (and, consequently, of the
processing of  personal  data):  earning  money.  Furthermore,  they  also  choose  the
means used for running a  node. For instance,  node owners themselves choose what
hardware and software they use, and how they use such resources. This situation is
different from the case in which Microsoft offers a database as a service to one of its
clients. In the case of the Microsoft Azure example used in section 6.2.6 (p. 93), there is
an  agreement  between  Microsoft  and  its  client  that  describes  each  of  the  party’s
responsibilities. Microsoft literally processes personal data stored in the database on
behalf of its client. For nodes in a permissionless blockchain, this is not the case. Nodes
are “[…] not subject to external instructions, autonomously decide whether to join the
chain and pursue their  own objectives”.323 Nodes operate on their own. There is  no
other entity instructing them what to do or how to behave, except from the protocol
being  used  that  stipulates  how  nodes can  communicate  with  one  another,  how
consensus is achieved, etc. However, from a higher level of abstraction, this protocol is
merely a tool.324 The entity developing that tool does just that; it does not prescribe
how  the  tool  must  be  used  or  implemented.  This  is  similar  to  organisations  that
develop  ‘traditional’  database  systems  like  MySQL.325 While  they  do  create  the
software, they do not determine how and for what purposes the software must be
used.

322 The example used is a purely hypothetical one. Storing personal data on a large scale on a publicly accessible 
ledger would probably be considered bad practice, and is not in line with the processing principles as stipulated 
by the GDPR. Particularly article 5(1)(f) would be infringed. Usually, data on a blockchain are either encrypted or 
hashed (see also: Finck (n 8) 100.).

323 ibid.

324 EU Blockchain Observatory and Forum, ‘Blockchain and the GDPR’ 18 
<https://www.eublockchainforum.eu/sites/default/files/reports/20181016_report_gdpr.pdf?
width=1024&height=800&iframe=true>.

325 For more information about MySQL, see https://www.mysql.com (accessed 8 October 2019).
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If the status of being a controller implies any control over the personal data that are
being processed, then either no node — due to the lack of a node’s individual control
— or every  node would be a  controller.326 If one reasons that all  individual  nodes
indeed  are the  controllers,  this  would  have  affect  the  ability  of  permissionless
blockchains to comply with GDPR, as well as the GDPR’s general effectiveness.

First of all,  data subjects may find it  difficult to invoke their rights.  The right to
access, for instance, can be invoked against each individual controller (i.e. each owner
of  a  node)327.  However,  due  to  the  cross-jurisdictional  ambit  of  nodes,  forcing
individual  nodes to honour such rights may be difficult.328 Furthermore,  nodes may
decide to settle in a jurisdiction that best suits the owner’s interests. Even though the
GDPR may still apply outside the geographical borders of the EU (e.g. when personal
data of EU data subjects are  processed by a  controller outside the EU),329 in practice
enforcing the regulation may be challenging.

Second, even if a  node would want to enable a  data subject to exercise his or her
rights,  the  node may  be  technically  unable  to  fulfil  its  obligations.  For  example,
pursuant to article 14,  nodes need to provide certain information to  data subjects if
personal  data have  not  been  directly  obtained  from  these  subjects.330 If  an  entity
uploads  personal data of someone else to the  chain, it may be difficult for  nodes to
communicate with the relevant  data subject.331 This is the case, for instance, when a
data subject uses an intermediary for interacting with the ledger. Identification of the
relevant data subject by nodes is further complicated by the fact that, typically, only
hashed or encrypted data are stored in the  ledger (as mentioned in section  6.3.1.1.1
above (p. 100)).332 In such case, a node may be unable to tell whether the data subject’s
personal data are stored on the ledger in the first place.333 Nevertheless, on a protocol
level, it might at least be possible to solve the communication challenge. For instance,
as  demonstrated  by  Sovrin,  agents can  be  used  to  facilitate  the  communication
between users and other entities in the network. In a  permissionless blockchain, it
might  be feasible to implement a similar feature that  allows other entities  on the

326 Matthias Berberich and Malgorzata Steiner, ‘Blockchain Technology and the GDPR-How to Reconcile Privacy and 
Distributed Ledgers’ (2016) 2 Eur. Data Prot. L. Rev. 422, 424.

327 Hereafter, the term “node” also means “node owner” or “owner of a node”, in addition to the term’s technical 
definition as mentioned in the glossary (p. 137).

328 Finck (n 8) 58.

329 Article 3(2) GDPR

330 Article 14(1) GDPR.

331 Michèle Finck, ‘Blockchains and Data Protection in the European Union’ (2018) 4 European Data Protection Law 
Review (EDPL) 17, 28.

332 Finck (n 8) 100.

333 Finck (n 331) 30.
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network to get into contact with the user. Moreover, pursuant to article 11 GDPR, if the
purposes for which a node process personal data do not require identification of the
data  subject,  the  controller is  not  obliged  to  collect  or  process the  information
required  for  identification  solely  for  achieving  compliance  with  the  GDPR.334

Furthermore, if this is the case and  nodes are able to demonstrate that they cannot
identify the data subject, then the right of access, right to rectification, right to erasure,
right to restriction, and right to data portability do not apply unless the data subject is
able to provide the information required for the  node to identify him.335 Article 14
contains  a  similar  provision,  stating  that  if  it  is  impossible  or  requires
disproportionate effort to provide the information required by article 14(1) to 14(4)
GDPR, this information does not have to be provided.336 In a similar vein, in article 12
of the GDPR it is stated that “the controller shall not refuse to act on the request of the
data subject for exercising his or her rights under articles 15 to 22, unless the controller
demonstrates that it is not in a position to identify the data subject”.337 Consequently, if a
node is unable to reliably determine the identity of the  data subject, the  node may
refuse to act upon a data subject invoking his right to object and right to not be subject
to automated decision making. Nevertheless, if a data subject provides the additional
information required for the node to identify him, the node will have to honour the
data subject’s right pursuant to article 15 to 22 GDPR.

In conclusion, where individual nodes are seen as controllers, in theory it might be
possible  for  a  permissionless blockchain to  fulfil  its  communication  obligations
depending on the way the system has been designed. However, compliance might not
be trivial to achieve, primarily because nodes do not necessarily obtain personal data
directly from a relevant  data subject and because it may be impossible for  nodes to
verify whether personal data of the data subject are processed on the ledger.

6.3.1.1.3 Combining viewpoints

Data  stored  on  a  permissionless blockchain are  available  to  different  kinds  of
parties.  Any  entity  that  processes personal  data stored  on  the  chain for  its  own
purposes  and  that  determines  the  means  by  itself,  becomes  a  data  controller.338

Consequently, it might be possible that the viewpoints of both the CNIL and of those
saying that nodes are controllers, are valid. They are not mutually exclusive; multiple

334 Article 11(1) GDPR.

335 Article 11(2) GDPR.

336 Article 14(5)(b) GDPR.

337 Article 12(2) GDPR.

338 Jean Bacon and others, ‘Blockchain Demystified: A Technical and Legal Introduction to Distributed and Centralized
Ledgers’ (2018) 25 Rich. JL & Tech. 1, para 145.
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entities can be separate  controllers with respect to the same  personal data.339 Both
nodes and the participants referred to by the CNIL process personal data stored on the
chain.340 However, they do so for different, independently determined purposes. On an
ABC system’s  permissionless ledger,  the  participants  may  process the  data for  the
purpose  of  identifying  oneself  to  others,  whereas  the  nodes process the  data for
earning money (assuming that nodes are financially rewarded for their efforts).

The extent to which each individual  controller influences the processing means, is
limited. For example, participants may be able to decide to use a blockchain and may
be able to determine which software they use to interact with it,  but they have no
control over the way the data are processed after they’re added to the ledger. A node,
on the other hand, has no control over the way personal data are processed by other
entities  in  the  blockchain network,  but  does  have control  over  the  hardware and
software used for running the  node — at least in relation to its own processing. For
instance, if the  processing purpose of a  node is to achieve a certain financial profit,
then within the ensuing financial boundaries the  node owner is able to choose the
hardware that is used for running the  node. Both participants and nodes determine
the  processing purposes and means individually,  by themselves. They do not make
these decisions jointly with another entity. As such, they are not joint  controllers.341

Nevertheless, their choices are limited not only by virtue of the  processing purpose,
but  also  by  the  tools  (e.g.  network  protocols,  ASICs,342 etc.)  offered  by  those  who
develop or sell them. For instance, some tools might be too expensive or unsuitable for
achieving the  controller’s goals. However, this should not affect an entity’s status as
“controller” as the tools do not prescribe that and how they should be used. Ultimately,
a participant or  node himself determines what means are being used for processing
personal data.

Imagine a situation in which a participant (e.g. an intermediary) encrypts personal
data and uploads these  data to  a  permissionless ledger.  The intermediary thereby
processes ‘raw’  personal  data,  as  well  as  pseudonyms based  on  these  data  by
encrypting them.  Nodes, on the other hand, only  process pseudonyms related to the

339 For instance, see: Bart van Buiten, ‘Joint Controllers, or Separate Controllers?’ (LinkedIn, 15 May 2018) 
<https://www.linkedin.com/pulse/joint-controllers-separate-bart-van-buitenen> accessed 13 October 2019; Michael 
Gentle, ‘GDPR and B2B Channel Marketing’ (Medium, 29 November 2018) <https://medium.com/the-balance-of-
privacy/gdpr-and-b2b-channel-marketing-8f858d7d43c0> accessed 13 October 2019.

340 From this point onward, participants only include entities that have the right to write data to the chain and who 
decide to send data to nodes for validation. I.e. the term “participants” only includes those entities that are 
considered to be controller by the CNIL.

341 Article 26 GDPR.

342 Application Specific Integrated Circuit: An integrated circuit (as e.g. used in computational devices) designed for a 
specific use, for instance for solving cryptographic puzzles on the Bitcoin network.
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data  subject as  they  only  process personal  data in  an  encrypted  form.  If  the
intermediary is the entity that decides to send data to the  ledger, than, according to
the CNIL,  the intermediary is  the  controller.  Nevertheless,  as  nodes independently
determine the processing purposes and means, nodes could be considered controllers
as well.

In  this  situation,  a  data  subject may  invoke  his  rights  separately  to  both  the
intermediary  and  any  of  the  nodes.  For  instance,  pursuant  to  the  right  of  access
(which will be discussed in section  6.3.2 below), the intermediary should be able to
disclose  the  (raw)  personal  data it  processes to  the  data  subject,  as  well  as  the
additional information required by article 15(1) GDPR.343 It is able to do so within the
context of its processing purpose and means. Similarly, nodes should be able to hand
over the pseudonymous personal data to data subjects, and also provide the additional
information  required.  While  they  cannot  provide  more  information  than  in  the
situation  wherein  only nodes are considered  controllers (as  discussed  in  section
6.3.1.1.2 above (p. 102)), data subjects arguably have more control over their personal
data.  Data subjects can exercise their rights (as stipulated by the GDPR) in a more
complete manner, as now both participants and nodes must fulfil the obligations of a
controller. Nevertheless, the challenges described in section 6.3.1.1.2 (p. 102) remain.

6.3.2 Right of access
The first  data subject right that will be looked at, is the right of access. The GDPR

gives data subjects the right to retrieve confirmation from a controller as to whether
their personal data are being processed. If personal data indeed are being processed,
the controller must give the data subject access to these data, unless the controller is
exempt from doing so under article 11 GDPR.344 For example, if a (fictional) company
called SomeBank is  a  controller that  processes personal data related to Alice, than
Alice has the right to obtain confirmation from SomeBank that her personal data are
being processed.  The company must then also give Alice access to these data. It  is
possible that a controller does not process personal data themselves. SomeBank may
employ another company called, for instance, SomeInfra for running and maintaining
the  bank’s  IT  systems.  In  this  example,  SomeInfra  processes personal  data of
SomeBank’s  customers  (e.g.  Alice)  on  behalf  of  SomeBank,  for  example  when
configuring a database that contains customer information. SomeInfra thereby takes
the  role  of  processor.  Even  though  SomeBank  does  not  carry  out  the  processing

343 Insofar these are being processed at the time of invoking the right to access.

344 Article 15 GDPR.
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themselves,  under the GDPR SomeBank has  the  responsibility  of  enabling Alice  to
invoke her access rights.345

The right of access is not absolute. The right of a data subject to receive a copy of the
personal  data that  are  being  processed,  “shall  not  adversely  affect  the  rights  and
freedoms  of  others”.346 Recital  63  elaborates  on  this,  stating  that  such  rights  and
freedoms include “trade secrets or intellectual property and in particular the copyright
protecting the software [used by the controller or processor to honour a data subject’s
right to access]”.347 Furthermore, if  personal data related to another individual must
be disclosed in order to comply with the initial  access request,  the  controller may
refuse to provide access to these  personal data.348 However,  if  the other individual
consented to the disclosure of his or her personal data, or if it is reasonable to comply
with the access request even without consent from the other individual, the controller
must give the initial data subject access to his or her personal data.349 In determining
whether it is reasonable to disclose the personal data, all relevant circumstances must
be taken into account, “including:

• the type of information that [the controller] would disclose;

• any duty of confidentiality [the controller owes] the other individual;

• any  steps  [the  controller]  has  taken  to  seek  consent  from  the  other
individual;

• whether the other individual is capable of giving consent; and

• any express refusal of consent by the other individual.”350

In ABC systems — regardless whether blockchain technology is being — most of a
user’s personal data are stored on a local device of the user himself. Consequently, the
user has direct access to his  personal data that he, perhaps in his role of  controller
(see section 6.2.7, p.  95),  processes.351 In this regard, it won’t be an issue to honour a
user’s right of access. Nevertheless, depending on the ABC system being used, there

345 Information Commissioner’s Office, ‘Right of Access’ (ICO, 12 August 2019) s If we use a processor, does this mean 
they would have to deal with any subject access requests we receive? <https://ico.org.uk/for-organisations/guide-
to-data-protection/guide-to-the-general-data-protection-regulation-gdpr/individual-rights/right-of-access/> 
accessed 6 October 2019.

346 Article 15(4) GDPR.

347 Recital 63 GDPR.

348 Information Commissioner’s Office, ‘Right of Access’ (n 345) s What should we do if the data includes information 
about other people?

349 The phrase “his or her personal data” does not mean that the personal data are literally owned by the data subject.
Instead, this wording is used to describe that the personal data are related to the data subject.

350 Information Commissioner’s Office, ‘Right of Access’ (n 345) s What should we do if the data includes information 
about other people?
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may be personal data to which the user does not have direct access. This, for instance,
is the case in a system that uses an inspector-like future, where an organisation other
than the verifier processes attributes that can identify the related user. In such case,
the verifier is the controller (see section 6.2.3 (p. 88)). Therefore, it is the responsibility
of the verifier to give a user access to the attributes processed by the  inspector-like
organisation insofar no legal exemption applies (e.g. under article 11 GDPR).352 At first
sight, this may seem to be the case as, at this point, the verifier is typically unable to
identify the data subject. Having a data subject access request listed as a valid ground
for revelation by an  inspector,  is  probably not  the most privacy respecting option
because this means that the inspector would reveal the data to the verifier. Instead,
the verifier and inspector could have some form of agreement in place that enables a
user to request his personal data directly at the inspector. If it is feasible for a verifier
to engage in such an agreement, the verifier would not be exempt from honouring the
data subject’s right of access. Moreover, the identity of the user can then stay hidden
from the verifier while the user is still able to invoke his access right.

When the ABC system uses a  blockchain,  personal data may be  processed on the
distributed ledger. In principle, blockchain technology does allow for compliance with
a data subject’s right of access.353 This even is the case for permissionless ledgers if a)
nodes are  considered  to  be  the  controllers,  and  b)  nodes only  process encrypted
(pseudonymous)  data.  Nodes only need to provide access to the  personal data that
they process insofar they are able to identify the data subject.354 As the encrypted data
are the only personal data that they process, they only need to provide access to these
data. They do not need to provide the ‘raw’ unencrypted  personal data to the  data
subject.

6.3.3 Right to rectification
The right to rectification reads as follows:

“The data subject shall have the right to obtain from the controller without
undue delay the rectification of inaccurate personal data concerning him or
her. Taking into account the purposes of the processing, the data subject shall
have  the  right  to  have  incomplete  personal  data  completed,  including  by
means of providing a supplementary statement.”355

351 A user is a controller insofar the processing of personal data does no fall under the ‘household exemption’, as 
mentioned at the end of section 6.2.7 (p. 95).

352 Information Commissioner’s Office, ‘Right of Access’ (n 345) s If we use a processor, does this mean they would 
have to deal with any subject access requests we receive?

353 Finck and Directorate-General for Parliamentary Research Services (n 312) 72.

354 Article 11 GDPR.

355 Article 16 GDPR.
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This right  is  closely related to the  accuracy processing principle,  which states that
“every reasonable step must be taken to ensure that personal data that are inaccurate,
having regard to  the  purposes  for  which they  are  processed,  are  erased or  rectified
without delay”.356 In the GDPR there is, however, no definition being given for the term
“accuracy”. The Data Protection Act 2018 (DPA 2018), the data protection legislation of
the UK that is derived from the GDPR, however, does. It states that personal data are
inaccurate if they are “incorrect or misleading as to any matter of fact”.357 However,
according  to  the  ICO,  it  can  be  argued  that  if  incorrect  or  otherwise  misleading
personal data are recorded by mistake,  the record of the mistake by itself  may be
accurate.358 It  illustrates  this  statement  with  an  example.  If  a  general  practitioner
misdiagnosed  a  patient,  the  record  of  the  misdiagnosis  (which,  it  is  assumed,
constitutes or contains personal data) does show an accurate history of the patient’s
medical treatment. As long as the record contains the up-to-date findings, and explains
that the initial diagnoses was a misdiagnoses, the record arguably is still accurate.

In  the  GP  example,  the  combination  of  inaccurate  personal  data with  accurate
personal  data makes  the  record  itself  accurate.  The  misdiagnosis  by  itself  is  an
incorrect  representation  of  the  patient’s  medical  condition(s).  Due  to  this  lack  of
accuracy,  under  article  16  of  the  GDPR  the  patient  may  have  these  specific  data
rectified. However, by combining the misdiagnosis with a diagnosis that  is accurate,
the  record shows a  trail  of  medical  information  related  to  the  patient.  Under  the
definition of “accuracy” as used in the DPA 2018, this trail of medical information is
accurate: It  is correct and not misleading, as long as it  makes clear that the initial
diagnosis was incorrectly established. After all, if the record does not state that the
initial diagnosis was incorrect, the record does not provide an accurate description of
the patient’s medical history.359

6.3.3.1 Rectification in non—blockchain-based ABC systems

In ABC systems that do not rely on a blockchain, compliance with article 16 GDPR
should be achievable. It is often times clear who the controller is. Therefore, it is clear
whom  data subjects can invoke their right to rectification against. Furthermore, the
processing of  personal data is usually not distributed across multiple entities, but is

356 Article 5(d) GDPR.

357 DPA 2018, s (205)(1).

358 Information Commissioner’s Office, ‘Right to Rectification’ (ICO, 12 August 2019) s What should we do about data 
that records a mistake? <https://ico.org.uk/for-organisations/guide-to-data-protection/guide-to-the-general-data-
protection-regulation-gdpr/individual-rights/right-to-rectification/> accessed 14 October 2019.

359 It must be noted, though, that combining the old and new diagnosis, in some sense, leads to new information. 
Combining the data may be seen as additional processing with a purpose distinct from the initial processing 
purpose. Whether combining both diagnoses is lawful, is irrelevant for determining whether personal data are 
accurate.
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being carried out by the controller himself or is carried out on behalf of the controller
by an identified  processor. For instance, when a verifier requires a user to disclose
certain attributes that constitute  personal data, the verifier may be the  controller in
relation to the attributes that it obtains (and, as such,  processes). Assuming that the
user knows who the verifier is (e.g. the verifier might be a web shop selling a good to
the user), the user can contact the verifier and have inaccurate personal data rectified.
Similarly, when a user has stored credentials on his local device that contain out-of-
date  data (e.g.  because  a  user’s  mobile  phone  number  stored  in  a  credential  is
obsolete), he can delete the out-of-date credential from his phone and ask an issuer to
receive a new, up-to-date one.

Nevertheless, there are situations in which some caution is required when trying to
achieve compliance. For instance, when an inspection-like feature is being used, it is
assumed that a verifier is the controller while the inspector is merely a processor (see
section  6.2.3, p.  88).  As the GDPR stipulates that a user should exercise his right to
rectification vis-à-vis a controller (which, in this case, is the verifier), the ABC system
should be designed in such a way that the controller does not learn the values of the
attributes processed by the  inspector.  This  could be implemented,  for instance,  by
having verifiers to allow that users directly communicate with inspectors.

6.3.3.2 Rectification in blockchain-based ABC systems

As mentioned before, once data are stored on a  blockchain, they cannot be easily
modified or deleted anymore. For the right to rectification this may seem problematic.
However, the right does not necessarily imply that on all occasions incorrect personal
data must  be removed.  The article  explicitly  mentions  that  personal  data may be
rectified  “[…]  [t]aking  into  account  the  purposes  of  the  processing  […]”  and  “[…]
including by means of providing a supplementary statement”.360

In the context of ABC, when personal data are stored on a blockchain the processing
purpose is  at  least  somehow related to the  data subject’s  participation in the ABC
system. For example, consider an issuer uploading a public  DID and the related  DID
document to  the  permissioned Sovrin  ledger.  One  may claim that  the  purpose  of
processing these  personal data is  to enable an entity to issue valid credentials.  By
doing so, the entity can take the role of issuer. However, after data are added to the
ledger (irrespective  of  whether  these  data  concern  personal  data or  not),  the
processing of  these  data  may  serve  an  additional  purpose:  keeping  the  ‘chain  of
blocks’ on the  ledger intact. As soon as data on the  ledger were to be modified, the
hash of one or more blocks would change. Consequently, this would break the chain of
data blocks and affect the trustworthiness of the data stored on (the second part of)

360 Article 16 GDPR.
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the  ledger.  Furthermore,  modifying  an  issuer’s  public  DID and  DID  document
potentially  invalidates  credentials  that  were  issued  by  the  relevant  issuer.  For
instance,  when the public key inside the public  DID document would be modified,
credentials issued using the original public key pair cannot be validated anymore.

The reasoning in the previous paragraph may hold for specific personal data, like an
issuer’s public DID and DID document. For other types of personal data, it might not.
For example, if  one stored his living address publicly on a  ledger and, a couple of
months  after  doing  so,  moves  to  a  different  house  and  consequently  gets  a  new
address, the relevant  data subject may want to rectify the data stored on the ledger.
Depending on the context in which the  ledger is being used, keeping the out-of-date
data on it serves no purpose anymore other than to keep the  blockchain intact. For
instance, if the ledger is being used by a cadastre to keep a record of ownership, there
may still  be a legitimate  processing purpose. However, when the  ledger is used by
some  kind  of  system  in  which  people  can  share  their  personal  contact  details,
processing an out-of-date address may be of little use.

Processing of  personal data should be based on any of the six  processing grounds
stipulated by the GDPR.361 At first sight, however, in a blockchain-based ABC system it
may seem likely that processing of personal data is based on either the consent of the
data  subject362,  or  on  the  legitimate  interests  pursued  by  the  controller363.364

Nevertheless, it is possible that in certain situations processing is based on any of the
other  grounds  included  in  article  6  of  the  GDPR.  Before  discussing  the  right  to
rectification in the context  of  permissioned and  permissionless blockchains,  in the
sections below first the processing grounds regarding a data subject’s consent and the
legitimate interests of the controller will be discussed.

6.3.3.2.1 Consent

Consent is  defined  as  “any  freely  given,  specific,  informed  and  unambiguous
indication of the data subject’s wishes by which he or she, by a statement or by a clear
affirmative action, signifies agreement to the processing of personal data relating to him
or  her”.365 The  Article  29  Working  Party  has  published  guidelines  as  to  how  this
definition should be interpreted.366

361 Article 6(1) GDPR.

362 Article 6(1)(a) GDPR.

363 Article 6(1)(f) GDPR.

364 These processing grounds have already been briefly introduced in section 3.3.1 (p. 30) and section 3.3.6 (p.33).

365 Article 4(11) GDPR.

366 Article 29 Working Party, ‘Guidelines on Consent under Regulation 2016/679’ 
<https://ec.europa.eu/newsroom/article29/item-detail.cfm?item_id=623051>.
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First of all, “freely given” means that the data subject should have a real choice and
control. If a  data subject has no real choice, feels compelled to give  consent, or will
endure negative consequences if he does not consent, the consent is invalid.367 Consent
is  also presumed to be not-freely given if  it  is  a non-negotiable part of  terms and
conditions, or if the data subject is unable to refuse or withdraw his consent without
detriment.  Furthermore,  where  a  controller processes personal  data for  multiple
purposes,  the  data  subject must  consent to  processing for  each of  these  purposes
individually.368 If a  controller asks for ‘bundled’  consent in which a  data subject can
only (dis)agree with processing for all of the processing purposes combined, there is a
lack of freedom, which invalidates the consent.

Consent must be “specific”. The controller must specify the processing purpose, ask
consent for each individual processing purpose, and clearly separate the information
a  data  subject receives  about  the  personal  data processing  activities  from  other
information.369 It  is  allowed,  however,  to  ask  for  bundled  consent for  different
processing activities,  as  long  as  these  activities  serve  the  same  purpose.  The
requirement for  consent to  be specific,  is  closely related to the purpose limitation
principle.370 Together,  they act  as  a  safeguard against  the  widening or  blurring of
purposes after having received consent from the data subject.371

According to the Article 29 Working Party, in order for consent to be “informed” the
data subject must be provided additional information related to the processing of his
or her personal data.372 In addition to the information mentioned in article 13 and 14
of the GDPR, this includes at the least the following:

• the controller’s identity;

• the purpose of each of the processing operations that are based on consent;

• what personal data (or what type of personal data) are collected or otherwise
used;

• the existence of the data subject’s right to withdraw consent;

• where relevant, information about the use of the personal data for automated
decision-making;373

367 ibid 3.1.

368 ibid 3.1.3.

369 ibid 3.2.

370 Article 5(1)(b) GDPR.

371 Article 29 Working Party (n 366) s 3.2.

372 ibid 3.3.

373 In accordance with art. 22(2)(c) GDPR.
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• the  possible  risks  of  transfers  of  personal  data to  third  countries  or
international organisations due to the absence of an adequacy decision,374 and
the appropriate safeguards375.

On basis of the information provided by the controller, the data subject must be able
to easily identify the  controller and understand what he agrees to.  Controllers must
therefore ensure that clear and plain language is used.

Lastly, consent must be “unambiguous”. It must be given through an “active motion
or declaration”,  and is must be “obvious that the data subject has consented to the
particular processing”.376 In order to consent to processing, the data subject must have
taken a deliberate action prior to the processing of the personal data involved, e.g. by
providing  a  written  statement.  Such  statement  may  be  provided  electronically.
However,  consent obtained by having a  data subject agree with broader terms and
conditions for a service is  not  considered a clear affirmative action,  and therefore
does  not  constitute  valid  consent.  Likewise,  using  a  pre-ticked  checkbox  is  not
considered valid consent either.

Where  processing is  based  on  a  data  subject’s  consent,  the  burden  of  proof  to
demonstrate  that  the  data  subject has  consented to  the  processing of  his  or  her
personal data, lies with the controller.377 The obligation to demonstrate consent exists
for as  long as  the processing of  personal  data lasts.378 Whether it  is  feasible for  a
blockchain-based  ABC system to  comply  with  this  provision,  depends  on  who the
relevant controller is. It is difficult to tell upfront whether any of the nodes, an entity
governing the network, the  data subject himself, or another party is the  controller.
The entity who determines the purposes and means of  processing, depends on the
system and, moreover, may be different for each type of  personal data that is being
processed. In some cases, a controller may be close to anonymous. For example, in a
permissionless blockchain in  which  each  individual  node is  considered  to  be  the
relevant controller, the data subject and a node may not know each other. Therefore,
a node may find it difficult to obtain valid consent from a data subject. Moreover, as
each of the  nodes is a  controller by itself, the  data subject must give his  consent to
each of these individual nodes. In a large-scale system in which nodes frequently join
or leave the network, it may be challenging for a data subject to continuously provide
his  consent to each of them. In a  permissioned blockchain on the other hand,  the
entity governing the network may be considered to be the relevant controller. Consent

374 See also chap. 5 GDPR.

375 See art. 46 GDPR.

376 Article 29 Working Party (n 366) s 3.4.

377 Article 7(1) GDPR.

378 Article 29 Working Party (n 366) s 5.1.
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therefore only has to be provided to the governing party, as the nodes are processors
processing personal  data on  that  party’s  behalf.  Nevertheless,  the  differences  in
implementation of blockchain technology among different systems may be subtle. As
such, on some permissioned ledgers, merely providing consent to the governing entity
may be insufficient.

There is another reason that may cause a data subject’s consent as a legal processing
ground to be challenging: A data subject has the right to withdraw his or her consent
at any time.379 Withdrawing consent must be as easy as giving consent. Furthermore,
the  data subject should be able to withdraw  consent without detriment.380 Although
processing operations carried out before the data subject withdrew his or her consent
remain lawful (insofar they do not infringe the GDPR), the  controller must stop all
subsequent  processing operations.  However,  as  (personal)  data typically cannot  be
removed from a  blockchain, the  controller cannot stop  processing the  data subject’s
personal data without breaking the chain.381 Consequently, basing processing of such
data on consent is not recommended.382

Nevertheless,  the CNIL observes that there exist technologies that can make data
stored  on  a  blockchain practically  inaccessible.383 By  using  such  technologies,  a
controller can achieve similar (but not the same) effects of data erasure. For example,
when personal data on a blockchain are stored in an encrypted form, by removing the
decryption key the original  personal  data would no longer  be accessible (see also
section  6.3.4.2.1 below (p.  122)). However, when decryption keys are shared with a
high number of other parties, (guaranteeing) complete removal of these keys may be
difficult to achieve. In a similar vein, when a decryption key leeks out (e.g. in case of
an off-ledger security breach), it may be unclear whether decryption keys exist or not,
even after all  other ‘authorised’  parties remove them. Lastly,  when the underlying
encryption algorithm gets broken in the future,  for instance due to an increase in
affordable computational power, an adversary may be able to reconstruct the original
personal data.384 Therefore, even though technologies like encryption may help, they
hardly achieve the same result as when data are really deleted. Regardless, the CNIL
“strongly” recommends to not store clear text personal data on a  blockchain, and, if

379 Article 7(3) GDPR.

380 Article 29 Working Party (n 366) s 5.2.

381 Erasure of data from a blockchain will be discussed in section 6.3.4.2 (p. 121).

382 BakerHostetler, ‘Five Things Blockchain Companies Need to Know about the GDPR’ 3 <https://www.bakerlaw.com/
webfiles/Privacy/2018/Brief/Five-Things-Blockchain-Cos-Need-to-Know-About-GDPR.PDF>; Commission Nationale 
de l’Informatique et des Libertés (n 310) 9.

383 Commission Nationale de l’Informatique et des Libertés (n 310) 8.

384 Gerald Spindler and Philipp Schmechel, ‘Personal Data and Encryption in the European General Data Protection 
Regulation’ (2016) 7 J. Intell. Prop. Info. Tech. & Elec. Com. L. 163, para 52.
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one needs to store  personal data on a  chain, to use a cryptographic technology like
encryption.385

6.3.3.2.2 Legitimate interests pursued by the controller

Where processing  is  based on  the  legitimate  interests  of  the  controller or  third
party, the processing must be

“necessary  for  the  purposes  of  the  legitimate  interests  pursued  by  the
controller or by a third party, except where such interests are overridden by
the interests or fundamental rights and freedoms of the data subject which
require protection of personal data, in particular where the data subject is a
child.”386

The legitimate interests of a controller or third party might be a suitable processing
ground when a blockchain is  being used.387 To verify whether  this  is  the case,  the
balance between these interests and the interests of the data subject (including their
fundamental rights and freedoms) must be assessed.388 The ICO calls this assessment a
legitimate  interests  assessment (LIA),  which  consists  out  of  three  parts.  First,  the
legitimate interests must be identified. Second, in the light of these interests, it must be
determined whether the  processing of  personal data is really necessary. Lastly,  the
processing of personal data must be balanced against the interests and fundamental
right and freedoms of the data subjects involved.

What the interests of the controller are, depends on the ABC system and on who the
relevant  controller is. When in a  permissionless blockchain-based ABC system each
individual  node is considered to be a  controller, the interests may be different from
those of the entity that governs the  ledger in a permissioned system. In this section,
when it comes to blockchain-based ABC, it is assumed that it is in the interest of both
the controller(s) and all other entities in the network (e.g. nodes, a potential governing
entity,  users,  verifiers,  etc.)  to  keep  the  ledger functioning.  Without  a  functioning
ledger, the ABC system cannot be reliably used anymore. If,  for example, an issuer
public key is removed from Sovrin’s ledger, credentials issued using that key can’t be
used anymore. Moreover, as data stored on the chain have been modified, data stored
in subsequent blocks cannot be verified anymore as initially intended (i.e. by verifying
hashes). To prevent the ABC system from ‘falling apart’, the controller must continue

385 Commission Nationale de l’Informatique et des Libertés (n 310) 9.

386 Article 6(1)(f) GDPR.

387 Salmensuu (n 300) 26.

388 ibid 27; Information Commissioner’s Office, ‘Legitimate Interests’ (ICO, 24 April 2019) s How can we apply 
legitimate interests in practice? <https://ico.org.uk/for-organisations/guide-to-data-protection/guide-to-the-general-
data-protection-regulation-gdpr/lawful-basis-for-processing/legitimate-interests/> accessed 14 October 2019.

6.3 Compliance 115



processing a  data  subject’s  personal  data.389 In  non—blockchain-based  systems,  a
controller may use their  legitimate interests  as  a  legal  processing ground as  well.
However, due to the absence of  blockchain technology, it may be possible to remove
some  data processed by (or on behalf of) the  controller. The  personal data that are
being processed are not necessarily linked to other data that are being processed. This
cannot be said for personal data that are stored on a blockchain.

In  terms  of  necessity  of  processing personal  data with  regard  to  the  interest
mentioned in the previous paragraph,  it  is  evident that once data are stored on a
ledger they  can  typically  not  be  modified  anymore.  However,  the  fact  that  the
processing of personal data is required for the proper functioning of a blockchain, is,
by itself, not compelling enough. It must also be assessed whether there is another,
less intrusive way to advance the interests of the  controller (and/or third parties).390

This  not  only  means that  it  must  be determined whether the  personal  data really
should  be  processed,  but  it  also  means  that  alternatives  to  blockchain technology
should be considered. As blockchainless ABC systems exist (e.g. IRMA), the underlying
question is what the added value of a  blockchain is to an ABC system. Creating an
extensive list with strengths and weaknesses of  blockchain technology is slightly out
of the scope of this thesis, but strengths include, among other things, the existence of
an auditable data trail, the lack of single points of failure (SPOFs), and the ability to
have trust in a trustless network.391 Weaknesses of blockchain technology, on the other
hand,  include  a  lack  of  standardisation,  potential  compliance  issues,  and  the
immaturity  of  the  technology.  It  is  up  to  a  controller to  determine  whether  a
blockchain is the right tool for what he tries to achieve, both in terms of compliance
with the law and in terms of functionality that a distributed  ledger provides. When
alternative technology is available that satisfies the interests of the controller (or those
of a third party) while being less intrusive in terms of personal data processing, using
a blockchain fails the necessity test. Consequently, in such case the controller cannot
process the  personal  data on  a  blockchain based  on  article  6(1)(f)  of  the  GDPR.
However,  when  a  controller can  demonstrate  that  there  are  no  less  intrusive
technologies  available,  in principle,  processing can be based on the ground of  the

389 It must be noted, though, that some permissioned blockchain networks may support the re-hashing of data blocks.
In such networks, it is possible to modify data that have been stored on the ledger (see: Bacon and others (n 338) 
para 161.). Nevertheless, public keys of key pairs involved in issuing credentials may still be required to be 
processed as the usage of the relevant credentials depends on them.

390 Information Commissioner’s Office, ‘Legitimate Interests’ (n 388) s How can we apply legitimate interests in 
practice?; Lydia de la Torre, ‘Blockchain: Challenges and Solutions for Compliance with the GDPR’ (Medium, 20 
March 2019) s Lawful basis <https://medium.com/golden-data/blockchain-challenges-and-solutions-for-
compliance-with-the-gdpr-c354987f8fae> accessed 14 October 2019.

391 M Niranjanamurthy, BN Nithya and S Jagannatha, ‘Analysis of Blockchain Technology: Pros, Cons and SWOT’ ch 3 
<http://pdf.xuebalib.com:1262/2atj0JrIKMSx.pdf>.
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controller’s (or a third-party’s) legitimate interests (insofar the other two parts of the
LIA are being passed).

Lastly,  the impact  of  the  processing of  personal  data on a  data subject must  be
assessed.392 Among other things, the sensitivity of the  personal data to be  processed
should  be  considered,  as  well  as  the  foreseeability  of  the  processing by  the  data
subjects, the intrusiveness of the processing, the vulnerability of the data subjects, and
the safeguards that can be adopted to minimise the processing impact. ABC systems,
regardless of whether a blockchain is being used, typically try to limit the amount of
identifying information a user shares with others (e.g. verifiers). It would therefore be
good practice to not store attributes or directly identifying information, like a name or
address,  on  a  ledger or  in  a  publicly  accessible  database.  Instead,  insofar  this  is
possible, such information should be stored at a location that is controlled by the user
(e.g. inside the IRMA app on a user’s personal smartphone, or on an edge agent). By
doing so,  processing of  personal data by or on behalf of the  controller is limited to
these personal data required for the ability to use credentials, and the functioning of
related features like credential revocation. If  the  controller can convincingly argue
that the processing in their interests does not override the interests and fundamental
rights and freedoms of the  data subjects, and if the other two parts of the LIA are
being passed,  the  controller could use its  legitimate interests as a  legal  processing
ground.

6.3.3.2.3 Rectification of data on permissioned ledgers

At some point in time, personal data stored on a blockchain may become obsolete or
otherwise inaccurate. For instance, in an ABC system, an issuer may want to rotate
encryption keys or update his contact details stored on the ledger. In such case, on the
one hand, from the perspective of the issuer the data are not accurate anymore as
they are simply incorrect for the current state of affairs. On the other hand, from a
technical perspective, the data are still accurate as they construct a valid block (i.e. the
hash in the block’s header is valid for these exact data). Consequently, whereas the
issuer wants to update the data, other entities in the network want to keep the old
data ‘as is’ because, from their perspective, the data are accurate.

According to the accuracy principle,  inaccurate  personal data must be erased or
rectified  without  undue  delay,  “having  regard  to  the  purposes  for  which  they  are
processed”.393 As already mentioned in  6.3.3.2 (p.  110),  personal data stored on the
blockchain may be processed for multiple purposes. Whereas the processing purpose

392 Information Commissioner’s Office, ‘Legitimate Interests’ (n 388) s How can we apply legitimate interests in 
practice?

393 Article 5(1)(e) GDPR.

6.3 Compliance 117



may be related to enabling an entity to issue credentials, another purpose might be to
keep the blockchain intact, while yet another purpose might be to retain the usability
of credentials  that have been issued in the past (i.e.  by retaining old issuer public
keys).

It should be stressed that the processing purposes are truly distinct from each other.
The purpose limitation principle states that the  personal data must be “collected for
specified, explicit and legitimate purposes and not further processed in a manner that is
incompatible  with  those  purposes  […]”.394 Consequently,  any  processing by  (or  on
behalf of) a controller on a blockchain may only be carried out for purposes that are
specified, explicit, and legitimate. Although there might be other purposes for which
personal data on the  blockchain are being  processed, it  can be assumed that these
purposes  are  specified,  explicit,  and  legitimate.  After  all,  if  they  weren’t,  the
processing would be unlawful, and a discussion about what the right to rectification
entails would not be particularly relevant anymore.

6.3.3.2.3.1 Implementations of rectification functionality

In a  permissioned blockchain it may be possible to modify the data stored on it
insofar the underlying technology and network governance allow for the re-hashing
of blocks.395 In such case, after modifying data stored on the ledger, the hashes stored
in  the  block  headers  (see  section  4.1,  p.  35)  will  be  recalculated  and  updated
accordingly. Where the re-hashing of data blocks is not supported, one could, to some
extent, work around this limitation by only using the data stored in the most recent
block(s).396 For instance, if an issuer wants to change his public key, on a protocol level
it could be agreed upon to ignore old data blocks and only use the issuer’s public key
that has most recently been added to the blockchain.397 In regard to the purposes for
which the old key is being  processed, this might be lawful,  as a) all entities in the
network know that the old key is out of date and the new key should be used, b) the
blockchain remains intact as no existing data has been modified, and c) credentials
that  have been issued using the  old  key remain usable.  However,  this  only  holds
insofar the processing does not infringe other aspects of the GDPR. For example, the
processing purpose must be legitimate, and the processing must be based on a valid
legal ground.

394 Article 5(1)(e) GDPR.

395 Bacon and others (n 338) para 161.

396 Finck and Directorate-General for Parliamentary Research Services (n 312) 73.

397 At least for newly issued credentials that were signed using the new, corresponding private key. Verification of 
older credentials would still require usage of the old public key.
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For personal data that are not sensitive or do not infringe the interests, rights, and
freedoms of  data subjects, this might be an acceptable solution. However, in other
cases, the availability of personal data that are inaccurate might be problematic (from
the perspectives of both the controller and the data subject). While, depending on the
processing ground chosen by the  controller,  it  might  be lawful  to keep  processing
these data for one purpose, for another it might not. For instance, it might be lawful to
process incorrect personal data for the purpose of keeping the chain intact. After all,
from a technical  perspective,  the  data are still  accurate.  However,  it  might not be
lawful for the  personal data to be  processed for other purposes. In the light of such
other purposes, the controller should allow for the inaccurate data to be rectified. For
example, Sovrin proposed the idea of implementing tombstones (see section 5.3.3.2, p.
71).398 When tombstones would be used, Sovrin, the controller, would instruct nodes,
in their role as  processors, to not allow other entities to access data that have been
marked as obsolete (i.e.  data that have been “tombstoned”). Only authorised  nodes
would be able to continue processing these personal data for the purpose of keeping
the chain intact. Processing of tombstoned data for other purposes is restricted, both
by means of technology (i.e. by using  tombstones) and by means of law (i.e. by the
purpose limitation principle). After having tombstoned the data, the data subject may
add an up-to-date version of his or her relevant personal data to the ledger. While the
inaccurate  data have  not  been  deleted,  by  way  of  making  it  inaccessible  and
subsequently  adding  the  accurate  data  to  the  chain,  with  regard  to  the  other
processing purposes the inaccurate data have been rectified.

In certain situations, the fact that a  permissioned ledger is being governed by an
entity who, presumable, has the role of  controller, in principle makes it possible for
the controller to comply with a data subject’s right to rectification, e.g. by re-hashing
or  tombstoning  personal  data.  It  gets  (more)  challenging,  however,  when  the
processing of  inaccurate  personal  data becomes  unlawful,  for  instance  when  the
processing serves  no  legitimate  purpose  anymore.  In  such case,  the  relevant  data
should be deleted. If the data would not be erased, it stays stored on the blockchain
and  is  still  being  processed when  verifying  the  validity  of  the  chain.  Erasure  of
(personal) data on a blockchain will be discussed in section 6.3.4 below (p. 120).

6.3.3.2.4 Rectification of data on permissionless ledgers

Just like for a permissioned ledger, in a permissionless system on a protocol level it
could be agreed upon to only consider the most recent data stored on the chain to be
correct.399 By doing so,  data can be rectified by way of a supplementary statement.

398 Hardman, ‘DID Revocation on Hyperledger Indy’ (n 249).

399 Finck and Directorate-General for Parliamentary Research Services (n 312) 73.
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However, the data remain stored on the chain. This might be problematic if there is no
lawful processing purpose anymore for the processing of the inaccurate personal data.
Even if the processing would still be considered valid for the sole purpose of keeping
the chain intact, any processing for other purposes might be illegitimate. As no central
authority is present in a permissionless network, tombstone-like functionality will be
of little value. After all, anyone is able to run a node and, as such, obtain access to the
inaccurate personal data (effectively bypassing the security that tombstones ought to
provide).  Consequently,  for  permissionless ledgers,  tombstones are  not  a  suitable
solution for providing data protection by design as stipulated by the GDPR.400

Whereas on a  permissioned ledger design decisions may enable the re-hashing of
inaccurate  data  blocks,  on  a  permissionless blockchain this  may  be  difficult  to
implement  as  it  requires  coordination  between  all  nodes.401 Although  this  does
complicate the erasure of data from a blockchain, strictly speaking it does not affect a
controller’s  ability  to  comply  with  the  right  to  rectification.  After  all,  even  in  a
permissionless blockchain, a data subject can have his personal data rectified, even if
it’s only through a supplementary statement.

6.3.4 Right to erasure
Under  certain  circumstances,  data  subjects have  the  right  to  “obtain  from  the

controller the erasure of personal data concerning him or her without undue delay and
the  controller  shall  have  to  obligation  to  erase  personal  data  without  undue  delay
[…]”.402 This provision is, in some ways, related to the right to rectification, 403 and the
data minimisation and accuracy principles,404 which all may require — depending on
the circumstances — the erasure of personal data. The data subject’s right to erasure
particularly applies in case the processing of personal data is no longer necessary for
the initial processing purpose, or where a data subject withdraws the sole consent on
which the  processing is based.  Regardless the legal basis for the erasure of  personal
data, the immutability characteristic of  blockchains affects the relevant  controller’s
ability to comply with a data subject’s right to erasure. However, as will be discussed
in section  6.3.4.2 (p.  121),  there  are  ways  for  controllers  to  remove personal  data
stored on a blockchain, or to circumvent the applicability of the GDPR by anonymising
the personal data.

400 Article 25 GDPR.

401 Bacon and others (n 338) para 162.

402 Article 14(1) GDPR.

403 Article 16 GDPR.

404 Article 5 GDPR.
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6.3.4.1 Erasure in non—blockchain-based ABC systems

In  traditional  databases  or  data structures  (e.g.  in a  non—blockchain-based ABC
system), data are typically stored cryptographically independent of each other. If one
piece of data changes, from a data storage perspective, this has no consequences for
other  data.  For  example,  if  a  scheme  manager removes  an  issuer  (including  the
issuer’s  public  key(s))  from  its  database,  this  does  not  affect  any  of  the  other
information that are stored in the database. Of course, removing an issuer from the
system results in credentials issued by that issuer to become unusable as their validity
cannot  be  verified  anymore.  However,  on  a  storage  level,  the  scope  of  erasure  is
limited to the piece of data that is being erased. While removal is arguably not in the
best  interest  of  the  users  that  own  credentials  issued  by  the  removed  issuer,
compliance with the right to erasure can be achieved without ‘breaking’ the complete
system.  The consequences  of  erasure  are  limited  to  a  specific group of  users  and
verifiers that use credentials of a specific former issuer.

6.3.4.2 Erasure of data in blockchain-based ABC systems

In section 6.3.3.2 (p. 110) two ways to remove data from a ledger already have been
discussed. These include the following:

• By storing data in an encrypted form, and by deleting the decryption key when
the data must be erased (p. 114);

• By deleting the data to be removed from a block, and recalculating the hashes
of that and subsequent blocks (p. 118).

In the sections below, these methods will be examined, as well as other techniques
that enable  data subjects to remove their  personal data from a distributed  ledger.
Even though, as it turns out, data technically can be deleted from a blockchain, one of
the main features a blockchain is supposed to provide, is an auditable and somewhat
immutable data chain.405 By implementing ways to erase data, these features are being
undermined. Therefore, controllers that consider using a blockchain should carefully
think about what features they need a blockchain to provide. If the controller needs to
frequently modify data that are being stored (which, when personal data are being
processed, arguably is the case due to legal obligations), alternative database solutions
may be more useful.406

405 Wattana Viriyasitavat and Danupol Hoonsopon, ‘Blockchain Characteristics and Consensus in Modern Business 
Processes’ (2019) 13 Journal of Industrial Information Integration 32, 34; Deepak Puthal and others, ‘The 
Blockchain as a Decentralized Security Framework [Future Directions]’ (2018) 7 IEEE Consumer Electronics 
Magazine 18, 2.

406 Koens and Poll (n 31) 2.
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6.3.4.2.1 Erasure using encryption

The CNIL states that when data are stored on the blockchain in an encrypted form,
deleting the relevant decryption key may achieve a result that is close to erasing the
data  from  the  chain.407 However,  strictly  speaking,  the  data  have  not  really  been
erased: The encrypted data are still present on the ledger. Although some argue that
disabling access is sufficient to comply with the right to erasure,408 according to the
CNIL additional  evaluation is  required to determine whether removing decryption
keys is sufficient to comply with the right to erasure.

At  first  sight,  deleting  the  decryption  key  required  for  relating  the  data  to  an
identified  or  identifiable  natural  person  may indeed erase  the  personal  data,  and
would  therefore  be  a  viable  solution  for  both  permissioned and  permissionless
blockchains alike.  Encrypted  personal  data are  pseudonymous,  at  least  from  the
perspective of those who have access to the decryption key.409 With additional data —
the decryption key — the encrypted data can be attributed to a natural person. By
definition, pseudonymous data are personal data.410 When the decryption key is being
deleted,  the  encrypted  data  cannot  be  combined  with  that  key  anymore.  As  a
consequence, the data can no longer be related to a natural person, and, as such, do
not constitute  personal data. Whether this reasoning is valid, however, depends on
whether a relative approach or an absolute approach is being used when determining
whether data are personal data. The difference between these two approaches will be
discussed in section 6.3.4.2.1.1 below.

6.3.4.2.1.1 Anonymisation by encryption

Some  academics  have  argued  that  encrypted  personal  data may  be  treated  as
anonymous data by those who do not have access to the decryption key, or for who it
is otherwise not reasonably likely to relate the encrypted personal data to a natural
person.411 Interpreting the scope of the term “personal data” in such a narrow way is
also referred to as the relative approach. If, under the relative approach, the controller
(e.g. individual nodes in a permissionless network) only processes encrypted personal
data for which it  is  not reasonably likely that the  controller relates it  to a specific
natural  person,  the  encrypted  data  are  not  considered  personal  data but  rather

407 Commission Nationale de l’Informatique et des Libertés (n 310) 8.

408 Salmensuu (n 300) 24.

409 Spindler and Schmechel (n 384) para 44.

410 Article 4(5) GDPR; Information Commissioner’s Office, ‘What Is Personal Data?’ (ICO, 23 September 2019) s Is 
pseudonymised data still personal data? <https://ico.org.uk/for-organisations/guide-to-data-protection/guide-to-the-
general-data-protection-regulation-gdpr/what-is-personal-data/what-is-personal-data/#pd4> accessed 17 October 
2019.

411 Spindler and Schmechel (n 384) para 45.
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anonymous  data.  Consequently,  as  the  GDPR  only  applies  to  situations  in  which
personal data are being processed, the GDPR does not apply to such processing by, or
on  behalf  of,  the  ‘controller’.412 Nevertheless,  the  encrypted  data  undisputedly
constitute personal data to those that have access to the decryption key.413 Moreover,
even the potential possibility for another entity to lawfully obtain access to that key,
would  be  sufficient  for  identifying  the  related  data  subject.414 The  possibility  of
avoiding the GDPR by implementing “anonymisation by encryption” would then be
“very  restricted”.415 Even if  a  controller would,  at  some point  in  time,  successfully
implement anonymisation by encryption, future technological developments can be
challenging for the implementation to be effective. As mentioned at the end of section
6.3.3.2.1 (p.  111),  an increase in computational power or improved algorithms may
reduce the effectiveness of cryptographic protocols that previously provided sufficient
security guarantees.416 As soon as the encrypted data can (or are reasonably likely to)
be attributed to a natural person, the data become personal data again, which means
that the GDPR applies.

Contrary to the relative approach, under the  absolute approach data are  personal
data if there is at least one entity for which it is reasonably likely that it relates the
data  to  a  specific  natural  person.417 Anonymisation  by  encryption  would  be  more
difficult  to  implement  because  it  is  likely  that  some entity  will  always  be  able  to
decrypt the data, either by having access to the decryption key or by having access to
other resources required for doing so.418 In this regard, encryption is rather a technical
and organisational measure that prevents unauthorised parties from  processing the
raw, unencrypted personal data. 

Currently,  at  the  time  of  writing,  it  is  unclear  whether  an  absolute  or  relative
approach  should  be  used  and,  therefore,  it  is  unclear  whether  anonymisation  by
encryption is a realistic way for a controller to ‘circumvent’ the GDPR’s applicability.
Regardless,  for  blockchains both  the  absolute  and  relative  approaches  could  be
problematic.

Both  approaches  require  that  in  order  for  data  to  be  anonymous,  one  or  more
entities must not have direct or indirect access to the decryption key.419 In practice,

412 Article 2 GDPR; Article 3 GDPR.

413 Spindler and Schmechel (n 384) para 45.

414 ibid 50.

415 ibid.

416 ibid 52.

417 ibid 46.

418 Other resources are, for example, time, money, and computing power.

419 Regarding “one or more”: The exact criterion depends on whether the absolute or relative approach is being used.
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this might be difficult to achieve to a high degree of certainty. Even when a  key has
been (thought to be) deleted, it may be difficult to be sure that it actually does not exist
anymore. This is especially the case when a decryption key has initially been shared
with multiple (untrusted) parties. However, it probably is not necessarily required to
actually have each copy of the decryption key deleted.  Pseudonymous data are to be
considered data on an identifiable natural person.420 When determining whether a
person is identifiable, “account should be taken of all the means reasonably likely to be
used […] to identify the natural person directly or indirectly”.421 In other words, if there
are no means reasonably likely  to be used to identify the natural person directly or
indirectly,  the natural  person is  not  identifiable.  For  encrypted  personal  data,  this
implies that if it is not reasonably likely that the decryption key or other means are
used to  identify  the  related  user,  the  user  is  not  an  identifiable  natural  person.
Consequently, the encrypted data are no longer  personal data, and the GDPR would
not apply to the processing thereof. Nevertheless, at some point in time, a decryption
key  may  get  compromised  or  the  encryption  technology  being  used  becomes
vulnerable to attacks. If this happens, it might be the case that the encrypted data do
constitute  personal data, for instance because it is likely that some adversary does
relate  the  unencrypted  data  it  obtained  to  a  natural  person.  As  the  ledger is
considered to be immutable,  the  personal  data will  be stored on the  chain for an
undefined period. During this time, the unencrypted  personal data are accessible to
those that posses the know-how to decrypt. As such, for achieving compliance with the
right to erasure by trying to ‘circumvent’  the GDPR all  together,  in the long term,
anonymisation by encryption is not a particularly suitable solution.

6.3.4.2.2 Erasure by re-hashing

As briefly mentioned in section  6.3.3.2.3.1 (p.  118),  in a  permissioned ledger the
blockchain could be designed in such a way that allows for the re-hashing of blocks.422

Re-hashing would  not  only  enable  data  subjects to  exercise  their  right  to  have
personal data rectified, but also, on a data storage level, allow for their personal data
to be completely removed from a blockchain. A governing entity could demand from
nodes to  have  personal  data removed  when  a  data  subject requests  erasure.  For
instance, in the case of Sovrin, such a demand could be part of the Sovrin Steward
Agreement  (section  6.2.6,  p.  93).  Whenever  a  data  subject provides  a  request  for
erasure, the relevant personal data would be removed from the block in which they
are stored, after which the hashes of that and subsequent blocks are recalculated. To
ensure  that  no  malicious  actor  can  use  the  ‘request  for  erasure’  functionality  to

420 Recital 26 GDPR.

421 Ibid.

422 Bacon and others (n 338) para 161.
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remove arbitrary data from the  ledger,  data subjects will somehow need to identify
themselves to the entity that is responsible for removing the personal data from the
chain. One way to achieve this would be to tie ‘ownership’ of data in a block to a data
subject’s public key pair. When a data subject wants to have his or her personal data
removed from a block, the ownership over that data can be verified using the private
key  that,  presumably,  only  the  data  subject has  access  to.  This  particular
authentication mechanism does, however, not work when an entity other than the
data subject has uploaded personal data of that data subject to the chain, or when the
data subject has lost his private key. In such situations, the data subject will have to
authenticate himself using other means. Which exact means are the most suitable,
will depend on the circumstances.

While the ability to recalculate hashes of blocks might be a viable solution when a
permissioned ledger is being used, in permissionless systems it might not. It is unclear
how those  who participate  in  a  permissionless blockchain network would  comply
with an erasure request.423 The network would need to reach consensus with regard to
the removal of  the data.  Theoretically,  nodes could agree  — by way of contract or
protocol — to periodically apply erasure requests by forking the blockchain. However,
especially in large-scale networks, it might be difficult to coordinate this. Moreover, as
in  permissioned ledgers,  some  form  of  data  subject authentication  is  required  to
prevent  an  adversary  from  erasing  arbitrary  data.  As  nodes in  a  permissionless
blockchain are equally untrusted by one another, depending on the consensus model
being used, a data subject might need to authenticate himself to each individual node
separately.424 While it might me feasible to implement authentication using a public
key pair on  the  protocol  level,  off-chain authentication (for  instance  when a  data
subject lost his private key) might be difficult to achieve.

6.3.4.2.3 Erasure using FPLE 

Functionality-preserving  local  erasure  (FPLE)  enables  nodes to  locally  remove
personal data from the blockchain while retaining the ability to store and validate
most of the other blocks on the chain.425 The technology uses a local erasure database
for each individual node. This database contains references to the data that should be
erased.426 All referenced data will be removed from the node’s local copy of the ledger,
but does not affect the data stored by other  nodes in the network. To maintain the

423 ibid 162.

424 Guy Zyskind, Oz Nathan and others, ‘Decentralizing Privacy: Using Blockchain to Protect Personal Data’, 2015 IEEE
Security and Privacy Workshops (IEEE 2015) 184 <https://doi.org/10.1109/SPW.2015.27>.

425 Martin Florian and others, ‘Erasing Data from Blockchain Nodes’, 2019 IEEE European Symposium on Security and 
Privacy Workshops (IEEE 2019).

426 ibid 3(A).
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node’s ability to verify blocks, the node ignores blocks that have not been validated yet
by other nodes and whose validation depends on the erased data. However, if another
block’s validity depends on the erased data but has been validated by others, the node
assumes that the block is valid as well. In other words, the node trusts the majority of
the other nodes in the network in that they would not allow invalid blocks to exist.

FPLE, in some sense, enables individual nodes to comply with the right to erasure. If
a data subject invokes this right against a node, the node is able to erase the personal
data required and, as such, stop processing that  data. However, FPLE does not solve
the whole problem. The  personal data of the  data subject remain available on the
‘global’  chain, and consequently are still  being  processed by  other  nodes. If  a  data
subject wants to remove his or her personal data from the global ledger, a request of
erasure will need to be sent to each individual  node. In  permissionless systems, in
practice,  this  might  be  difficult  to  achieve  due  to  the  anonymity  and  cross-
jurisdictional ambit of  nodes. Moreover, if the majority of the  nodes in the network
would erase the same data from their local copy of the ledger, this might cripple the
trustworthiness of the blockchain as the majority of the nodes is not able to verify the
complete  chain anymore.  Nevertheless,  the  authors  of  the  article  state  that  global
erasure is possible insofar nodes can reach off-chain consensus.427 In a permissioned
ledger there is off-chain consensus about how the system must be used (e.g. by using a
contract like the Sovrin Steward Agreement). This implies that FPLE could be used to
remove data from the complete chain.

In summary, FPLE allows individual nodes in a permissionless network to achieve
compliance with the  data subject’s right to erasure. However, it does not enable the
data subject to effectively use this right as FPLE is  local  in scope.  Nevertheless,  in
permissioned blockchains, FPLE might provide a suitable solution.

6.3.4.2.4 Erasure using block states

Another way to make data on the  blockchain erasable, is by implementing block
states.428 The proposed solution uses a modified version of the block header discussed
in section 4.1 (p. 35), and includes the following fields:429

• Block state, with a value of either “0” or “1”;

• Public key of the owner of the block;

• Hash of the previous block in the chain;

427 ibid 6(B).

428 Artus Vranken <https://medium.com/p/fc51e663d047/responses/show> accessed 14 October 2019.

429 Note: It is unclear whether this method has been formally described in other literature. Although effort has been 
made to find other sources describing the proposed solution, no other relevant sources have been found.

6.3 Compliance 126



• An encrypted hash of the block when the block state would be set to “0”;

• An encrypted hash of the block when the block state would be set to “1”;

• The hash of the two encrypted hashes above.

Each block has the state “0” or “1”. A state that equals “0” indicates that the block is
not available (i.e. is deleted), while a state that equals “1” indicates that the block is
available. When a block is initially created, the state defaults to “1”.

When a data subject creates a block that contains personal data related to him, he
also creates a public key pair. The private key of this key pair is used to encrypt a hash
that takes as input a) the block state with the value “1”, b) the  hash of the previous
block, c) the public key that corresponds to the data subject’s private key, and d) the
block’s  content  (which  contains  the  data  subject’s  personal  data).  The  resulting
encrypted  hash value is stored in the field that contains the encrypted  hash for the
block with block state “1”. When someone wants to validate the block, he can do so by
decrypting that hash using the data subject’s public key, and recalculating the hash for
the block with a state that equals “1”.

Next, the  data subject carries out the same  hashing and encryption operations as
described in the previous paragraph, but a) uses the value “0” for the block state field,
and  b)  uses  arbitrary  (non-personal)  data  as  the  block’s  content.  The  resulting
encrypted  hash is stored in the field reserved for the encrypted  hash for the block
with the state “0”.  After doing so, this encrypted  hash together with the encrypted
hash described in the previous paragraph, will be hashed again.

The data subject is now able to remove his  personal data from the  ledger. He can
accomplish this by replacing the content of the block with the arbitrary (non-personal)
data that he chose, and changing the block state value to “0”. The latter step ensures
that other entities in the network know which encrypted hash to use when validating
the block.

Block states could be used in both permissioned and permissionless blockchains, as
they do not depend on (the absence of)  a governing entity.  Where each individual
node is considered to be a  controller, the advantage of block states is that the  data
subject does  not  have  to  contact  each  individual  node to  have  his  personal  data
erased. However, when a data subject loses access to his private key or when he does
not remember the exact arbitrary data that should be placed in a block that he wants
to  erase,  the  block  becomes  immutable  again.  Moreover,  block  states  place  the
responsibility of removing  personal data with the  data subject; the  controller is not
involved in the removal of the  data subject’s data. The GDPR, in contrast, arguably

6.3 Compliance 127



holds  the  controller responsible  for  making  sure  that  personal  data are  being
erased.430 While this does not  necessarily make usage of block states unlawful,  the
controller is legally responsible when a  data subject is unable to erase his  personal
data.

6.3.5 Right to restriction of processing
Under various circumstances, data subjects have the right to restrict the processing

of personal data by or on behalf of a controller.431 This is the case, among others, when
the  data subject contests the accuracy of the  personal data, or when a  data subject
does not  want the  data to be erased but wants to restrict  the usage of these  data
instead.432 The  latter  seems  to  imply  that  while  the  processing of  the  data are
restricted, storage of the data is still allowed. The ICO confirms that this indeed is the
case.433 In this regard, the right to restrict processing is subtly different from the right
to erasure.

In non—blockchain-based systems in which a central database is used or where the
data subject himself controls which entities can access his personal data, a controller
may  find  it  feasible  to  comply  with  the  right  to  restriction.  This  is  because  the
controller is typically able to control who can access these data, e.g. by having entities
who  require  access  to  authenticate  themselves.  In  systems  that  use  a  blockchain,
compliance might be more difficult to achieve due to the distributed nature of the
system. In particular in  permissionless ledgers,  the effectiveness of a  data subject’s
right to restriction may be reduced if each  node is an individual  controller. In such
case, if the data subject wants to invoke his right to restriction, he may be required to
do so against each individual node separately.

Before  discussing  the  right  to  restriction  in  blockchain-based  systems,  first  the
application of the right  to restriction in traditional  databases will  be discussed.  In
certain situations a data subject can invoke his right to restrict  processing. When he
does, the controller may store the personal data but is not allowed to further process
them unless an exception applies.434 However, in a traditional non—blockchain-based
system, to be able to effectively store the data, it may be required that the data are still
being  processed without  being  merely  stored  ‘at  rest’.  For  example,  it  might  be
necessary to create or restore a back-up, or to transfer the data to another system (e.g.

430 Article 17 GDPR.

431 Article 18 GDPR.

432 Article 18(1) GDPR; Article 18(2) GDPR.

433 Information Commissioner’s Office, ‘Right to Restrict Processing’ (ICO, 12 August 2019) s Can we do anything with 
restricted data? <https://ico.org.uk/for-organisations/guide-to-data-protection/guide-to-the-general-data-protection-
regulation-gdpr/individual-rights/right-to-restrict-processing/> accessed 19 October 2019.

434 ibid.
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as part of a maintenance procedure). On a technical level, this may require that the
data are sent over a public network, for example when the controller uses a remote
back-up site.  In such case,  the  personal  data are not  only  stored but  also actively
processed. The GDPR does seem to allow for such processing to be carried out as such
operations are directly related to the ability to reliably store the data. Moreover, the
GDPR explicitly allows the controller to temporarily move the data to another system
to prevent the processing of these data for other purposes.435

In a blockchain-based system, the ability to store data depends on the validation of
these data by  nodes, and the transfer of data from one  node to other  nodes. If in a
traditional system additional processing operations are allowed to ensure the effective
storage of data, then in blockchain-based systems such operations must be allowed as
well  insofar  these  systems  are  comparable.  Whereas  in  a  traditional  storage
environment, among others, the creature, restoration, and transfer of back-ups may
be an integral part of the system’s design to ensure data availability, in blockchains the
validation of data and distribution of data among nodes are used for the purposes of
data availability and integrity. As such operations are intertwined with the ability to
store  the  data,  nodes on  the  network  must  retain  the  ability  to  perform  these
operations. If  nodes are not allowed to validate and share data anymore, the storage
system does not properly function anymore because the availability and integrity of
these and other data cannot be guaranteed. Therefore, when a  data subject invokes
his right to restrict  processing, it should be lawful for  nodes to  process the relevant
personal data for the purpose of reliably storing these data on the ledger.

It is suggested that methods should be implemented that can be used to restrict any
further processing.436 In addition to temporarily transferring restricted personal data
to another system, examples mentioned by the GDPR are to make the data unavailable
to others, or to temporarily de-list the data (from e.g. a public web site).

As discussed in section  6.3.3.2.3.1 (p.  118), a  permissioned ledger might be able to
implement  tombstone-like functionality.  By doing so,  data for which the  processing
are restricted remain stored on the  ledger and  nodes are still  able to validate the
whole chain. However, the data become inaccessible to other entities in the network.
This prevents those entities from processing these data for other purposes. While this
solution might work for permissioned ledgers, in permissionless ledgers there are no
straightforward means that halt the processing of data.437 FPLE and block states may,
to some extent, be helpful (see section 6.3.4.2.3 (p.  125) and section 6.3.4.2.4 (p.  126)).

435 Recital 67 GDPR.

436 Ibid.

437 Finck and Directorate-General for Parliamentary Research Services (n 312) 79.
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However, they do not completely prevent further processing. FPLE, for example, does
allow an individual node to prevent the further processing of restricted data, but does
not restrict the  processing by other  nodes (and other entities) in the network. Block
states, on the other hand, does restrict the network-wide processing by (temporarily)
removing the data. However, under some circumstances the data may need to remain
available.438 In such scenarios, block states are too strict, and therefore unsuitable.

6.3.6 Right to data portability
The GDPR grants  data subjects the right  to data  portability,  which is  defined as

follows:

“The data subject shall have the right to receive the personal data concerning
him or her,  which he or she has provided to a controller,  in a structured,
commonly used and machine-readable format and have the right to transmit
those data to another controller without hindrance from the controller to
which the personal data have been provided […]”439

The right to data portability only applies if the processing is carried out by automated
means, and only if the  processing is based on  consent or on a contract pursuant to
article 6(1)(b) GDPR.440 Moreover, the right to data portability may not affect the rights
and freedoms of others.441 The right to data portability also gives the data subject the
right to have personal data directly transmitted from one controller to another, unless
it is not technically feasible (for the controller) to do so.442

For non—blockchain-based ABC systems implementing functionality to comply with
a  data  subject’s  right  to  data  portability  will  probably  not  be  problematic.  The
controller has access to the  personal data that a  data subject, at some point in time,
wishes to ‘export’.  As such, the  controller should be able to deliver these  data in a
structured, machine-readable format. Similarly, according to the CNIL, for blockchains
it typically should not be an issue to honour a data subject’s right to data portability
neither.443 As in non—blockchain-based ABC systems, the controller has access to the
personal data that it should export.

438 For instance, restricted data may need to remain available to a controller when the controller needs to verify the 
accuracy of personal data due to a data subject contesting said accuracy (see article 18(1)(a) GDPR).

439 Article 20(1) GDPR.

440 Ibid.

441 Article 20(4) GDPR.

442 Article 20(2) GDPR.

443 Commission Nationale de l’Informatique et des Libertés (n 310) 8.
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6.3.7 Right to object
A  data subject has,  in specific situations,  the right  to object  to the  processing of

personal data.444 This is,  inter alia,  the case if  processing is based on the legitimate
interests of the controller or those of a third party, “unless the controller demonstrates
compelling grounds for the processing which override the interests, rights and freedoms
of the [data]  subject  or for the establishment,  exercise or defence of  legal  claims”.445

However, if the data are processed for direct marketing purposes, the controller must
stop  processing these  data even if  it  thinks that  there are compelling grounds for
continuation of processing for such purposes.446 Although in an ABC system personal
data are not  necessarily  processed for direct  marketing,  it  is  not  unthinkable that
situations exist in which a  data subject invokes his right to object. If a  data subject
does, then this would be a legitimate ground for a  data subject to base the right to
erasure  on.447 The  right  to  erasure,  in  the  context  of  blockchain-based  and  non—
blockchain-based ABC, has been discussed in section 6.3.4 (p. 120). As storing personal
data is  an  activity  that,  by  definition,  is  within  the  scope  of  the  umbrella  term
“processing”, the only way for a  controller to comply with a  data subject’s right to
object is by removing the relevant personal data from the ledger. Consequently, from
a  processing perspective, if a  controller can comply with the  data subject’s right to
erasure, he can also comply with the right to object because the purpose of both of
these rights is to erase personal data and, by doing so, to stop the processing thereof.
However,  the  GDPR  additionally  requires  a  controller to  communicate  certain
information about the right to object to the  data subject. Some systems may find it
difficult to do so (see section 6.3.1 (p. 100)).

Compliance with the right to object can also be achieved if a controller can provide
compelling  grounds  for  the  processing that  override  the  interests,  rights,  and
freedoms of  the  data subject.  When it  comes to  blockchains, it  is  unclear whether
processing to keep the  chain intact is considered to be a valid ground.448 It might be
necessary to consider this on a case-by-case basis, as each blockchain may processes
different  kinds  of  personal  data.  On a  blockchain that  is  used  in  an  ABC system,
however, it is unlikely that special categories of personal data are being processed.449

444 Article 21 GDPR.

445 Article 21(1) GDPR; Finck and Directorate-General for Parliamentary Research Services (n 312) 82.

446 Information Commissioner’s Office, ‘Right to Object’ (ICO, 30 August 2019) s Direct marketing 
<https://ico.org.uk/for-organisations/guide-to-data-protection/guide-to-the-general-data-protection-regulation-gdpr/
individual-rights/right-to-object/> accessed 19 October 2019.

447 Article 17(1)(c) GDPR.

448 Finck and Directorate-General for Parliamentary Research Services (n 312) 82.

449 Special categories of personal data are those that are listed in article 9(1) GDPR. These include, among others, 
genetic data, religious or philosophical beliefs, and data related to a data subject’s race or ethnic origin.
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Sovrin, for instance, only stores pseudonyms on its ledger (see section 5.3.8 (p. 75) in
combination with section 6.1.2.1 (p. 81)). Presumably, the processing of these data has
little impact on the data subject. When the data subject objects to the processing, the
controller might  argue that  its  own interests  (and those  of  the  other  users  of  the
system) override the interests, rights, and freedoms of the data subject. However, the
requirement for a data subject to base his objection on “grounds relating to his or her
particular situation” makes it difficult (if not impossible) to conclude upfront whether
the interests of the  controller (and potentially those of others) always overrides the
interests and rights of the data subject.450 Even though the processing is essential for
the availability and integrity of other information stored on the blockchain, it is not an
impossibility that a situation exists wherein the interests of one or more data subjects
are considered more important than those of others. For instance, in 2018 it has been
discovered that child porn has been hidden on Bitcoin’s  ledger.451 The existence of
such  kind  of  personal  data on  a  ledger may  make  it  difficult  for  a  controller to
successfully argue that the interests and rights of the victims are subservient to those
of the controller and of other users of the ledger. The ability for a controller to erase
personal data from a blockchain is therefore not only of important for compliance
with the right to erasure, but might also be required for complying with the right to
object. In this regard, the ability for an ABC system to comply with the right to object
does not differ from it’s ability to comply with the right to erasure.

6.3.8 Right not to be subject to fully automated decision making
Pursuant to article 22 of the GDPR, data subjects have the right to not “be subject to

a decision based solely on automated processing, including profiling, which produces
legal effects concerning [the data subject] or similarly significantly affects him or her”.
This does not apply if the automated decision making is necessary for entering into, or
for the performance of, a contract between the data subject and the controller,452 nor
does it apply if the data subject gave his explicit consent for the automated decision
making.453 Furthermore, if it is authorised my EU or EU member state law to which the
controller is  subject,  the  right  is  not  applicable  either.  Nevertheless,  if  automated
decision making is allowed, the  controller must implement sufficient safe guards to
protect the interests,  rights,  and freedoms of the  data subjects.454 Furthermore, the

450 Article 21(1) GDPR.

451 Samuel Gibbs, ‘Child Abuse Imagery Found within Bitcoin’s Blockchain’ (The Guardian, 20 March 2018) 
<https://www.theguardian.com/technology/2018/mar/20/child-abuse-imagery-bitcoin-blockchain-illegal-content> 
accessed 21 October 2019.

452 Article 22(1) GDPR.

453 Article 22(2) GDPR.

454 Article 22(3) GDPR.
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data subject has the right to express his viewpoints, to contest the decision, and to
have a human involved in the decision making process.

When  discussing  automated  decision  making  in  the  context  of  blockchain
technology,  the  concept  of  so-called  smart  contracts frequently  gets  mentioned.455

Smart contracts are agreements between two entities that do no trust each other.456

These agreements are automatically enforced by the consensus model that is being
used by the underlying blockchain, without the involvement of a trusted authority. It
can be argued that smart contracts produces a ‘decision’ in which it is not necessary
for  human  intervention  to  be  involved.457 Therefore,  if  such  decision  places  legal
effects on the  data subject, or if the decision otherwise significantly effects the  data
subject,  article 22 of the GDPR applies.  According to the CNIL, in  blockchain-based
systems compliance with this article should be possible to achieve if the ability for
data subject’s to exercise their rights is allowed by the smart contracts.458

In ABC systems, generally there is no need for (solely) automated decision making to
take place. In fact, most decisions are made outside these systems. The personal data
that are being processed, are only processed for the purpose of making them available
to entities other than the  data subject. For instance, in IRMA, an issuer’s key in the
database of a scheme manager is stored and made publicly available so that verifiers
are able to verify attributes disclosed by users. Similarly, in Sovrin, public  DIDs are
only stored on the  ledger to establish a public  identity in the network.  Processing
operations like these do not involve automated decision making. As such, article 22 is
not particularly relevant for ABC systems. It should, nevertheless, be mentioned that
personal data stored by an ABC system can be involved in automated decision making
that  takes  place  in  an  external  system.  For  example,  a  verifier  may  use  a  user’s
attributes in its own systems that are used in an automated decision making process.
However, this system, and, consequently, the lawfulness of the decision making, falls
outside the scope of this thesis.

455 For instance, see: Finck and Directorate-General for Parliamentary Research Services (n 312) 83; Robert Herian, 
‘Regulating Disruption: Blockchain, GDPR, and Questions of Data Sovereignty’ (2018) 22 Journal of Internet Law 1 
and 8, 13; de la Torre (n 390).

456 Nicola Atzei, Massimo Bartoletti and Tiziana Cimoli, ‘A Survey of Attacks on Ethereum Smart Contracts’, Principles 
of Security and Trust (Springer, Berlin, Heidelberg 2017) 1 <https://doi.org/10.1007/978-3-662-54455-6_8>.

457 Finck and Directorate-General for Parliamentary Research Services (n 312) 83.

458 Commission Nationale de l’Informatique et des Libertés (n 310) 10.
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7 Conclusion
Section 3 to 6 provide the answers to the sub-questions listed in section 1.1 (p. 9). For

clarity, these are defined as follows:

1. What principles and rights are defined by the GDPR that should be
complied with by ABC technology?

2. How does non–blockchain-based ABC technology work?

3. How does blackchain-based ABC technology work?

4. To what  extent  are  non—blockchain-based  ABC systems able  to  honour
data subject rights?

5. To  what  extent  are blockchain-based  ABC systems able  to  honour  data
subject rights?

By having an answer to these questions, the research question can be answered as
well. The research question is defined as follows:

What GDPR compliance challenges does blockchain-based ABC technology
face compared to non–blockchain-based ABC technology when it  comes to
data subject rights?

Table 4 in section 6.3 (p. 98) has a key role in providing the answer to this question,
as  it  gives  an  overview  of  which  data  subject rights  non—blockchain-based  and
blockchain-based ABC systems are able to comply with. As the table illustrates, non—
blockchain-based ABC systems could be designed in such a way that compliance can
be achieved. For  blockchain-based ABC systems, however, achieving full compliance
can be  challenging.  Challenges  are  primarily  related  to  the  data  subject’s  right  to
erasure,  right  to  object,  and  right  to  restriction  of  processing.  Moreover,  for
permissionless blockchains it is currently not clear which entities are to be considered
controllers, although in this thesis it is argued that both participants (as explained by
the CNIL) and nodes should be treated as controllers in relation to the personal data
that they individually and independently process.

As for  the right to erasure and right to object,  difficulties to comply are mainly
caused by restrictions when it comes to modifying (and erasing) personal data stored
on a distributed ledger. While it should be possible to design a system in such a way
that  data  can  be  modified,  for  instance  by  using  FPLE  or  block  states,  there  are
circumstances  in  which such solutions fail.  If,  for  example,  when block states  are
being used the data subject loses access to his private key or forgets the new data that
should substitute the initial personal data stored in a block, his personal data cannot
be modified or removed anymore, possibly infringing his right to erasure. Moreover,
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when  it  comes  to  the  right  to  restrict  processing,  in  permissionless blockchains
controllers may  be  unable  to  implement  sufficient  safeguards  that  prevent  the
processing of personal data for purposes other than the mere storage of these data.

In contrast to permissionless ledgers, permissioned blockchains may find it feasible
to honour a data subject’s right. The primary reason for this is that in a permissioned
blockchain network, an entity (or consortium of entities) is present that governs the
network. As such, the network not only relies on on-chain technical consensus, but
uses some form of off-chain consensus as well (e.g. by using an agreement between
the governing entity and network nodes). As the governing entity is typically the party
that has the role of  controller and simultaneously is able to have some control over
the network, the controller may be able to implement ways to modify data stored on
the ledger, and to implement safeguards that prevent further processing of  personal
data in case a data subject invokes his right to restrict processing. For instance, FPLE
may be a feasible solution to completely remove data from a  permissioned chain,
while tombstones may be used to technically restrict the processing of personal data
for  non-storage  purposes.  Nevertheless,  as  immutability  of  data  (or,  rather,  the
existence  of  an  auditable  data  trail)  is  one  of  the  main  features  provided  by
blockchain technology.  If  a  controller needs a  system in  which data  can be easily
modified without detriment on a storage level, he should reconsider the usage of a
blockchain, as in such case other storage solutions may prove to be more useful.

In conclusion, whereas it is possible to design non—blockchain-based ABC systems
in such a way that they face no challenges in achieving compliance with data subject
rights, this cannot be said for all  blockchain-based systems. While compliance with
such  rights  may  be  feasible  to  be  achieved  in  a  properly  designed  permissioned
ledger,  in  permissionless ledgers achieving  compliance  is  currently  not  feasible.
Consequently, in terms of compliance, it is recommended for a controller to not use a
permissionless blockchain.
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8 Discussion and future work
The research that has been carried out, made it possible to give an answer to the

research question.  The differences  in  challenges  in  terms of  compliance  by  non—
blockchain-based  and  blockchain-based  ABC  technology,  have  been  identified.
Moreover,  some solutions  have been found to  (partly)  overcome these  challenges.
Nevertheless, it is difficult (if not impossible) to generalise the results to all existing
ABC systems, as subtle differences in implementation can be the deciding factor when
determining whether compliance can be achieved.  This does not,  however,  detract
from the  usefulness  of  the  results.  The research  results  can,  in  any  case,  provide
guidance when assessing whether a (blockchain-based) ABC system is able to honour
data subject rights under the GDPR.

That does not mean, however, that the research has no shortcomings. First of all, the
research that has been carried out was quite narrow in scope in that only data subject
rights were part of the analysis. Therefore, in the future, one may want to assess the
ability of (blockchain-based) ABC technology to comply with other obligations that the
GDPR places  on  controllers and  processors.  Alternatively,  one may want  to  take  a
closer look at solutions that enable a data subject to more effectively invoke his rights.
For  instance,  regarding  the  right  to  erasure,  future  research  could  focus  on  an
effective  implementation  of  block  states  in  order  to  provide  a  reliable  way  for
personal data to be removed from the chain.

A second shortcoming of the research that has been carried out, is that, due to time
constraints, a large part of chapter  6 (p.  76) has not been reviewed by someone else
(i.e.  the first  supervisor).  Independent insights  and feedback would probably have
benefited the discussion in this chapter.  Nevertheless,  the results  discussed in this
section do remain useful.
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9 Glossary
This chapter contains a list of definitions of frequently used terms. The goal of this

chapter is to give the reader a quick overview of what each term means in the context
of this thesis. As some terms are too complex to define in one sentence, their exact
meaning is  more thoroughly  explained in other sections  of  this  document.  Where
appropriate, references to these sections are included. Furthermore, definitions may
be loosely or fully based on other works. For terms for which this is the case, the
related external work will be referred to in a footnote.

Agency - A service provider that hosts
cloud agents.459 (sect. 5.3.2, p. 67)

Agent —  In  Sovrin:  A  software
program or process used by, or acting on
behalf  of,  a  peer to  interact  with  other
agents,  the  Sovrin  ledger,  or  other
distributed  ledgers.460 Not to be confused
with the concept of user agents as used in
ABC4Trust. (sect. 5.3.2, p. 67)

Agent  authorisation  policy —  A
cryptographic  data  structure  stored  on
the  Sovrin  ledger,  containing  a
cryptographic accumulator that includes
keys of all agents allowed to act on behalf
of a certain user.461 (sect. 5.3.7, p. 74)

Anonym — A DID used exactly once, so
it cannot be contextualised or correlated
beyond that single usage.462 (sect.  5.3.4.2,
p. 72)

Anonymous data  — Data that do not
relate  to  an  identified  or  identifiable
natural  person,  or  cannot  be  used  to

459 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 2.

460 ibid.

461 Tobin (n 253) 9.

462 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 2.

identify the  data subject.463 (sect.  3.1.2, p.
23)

Attribute — A property of a user.464 An
attribute may or may not directly identify
a user.465

Attribute-based credential (ABC) — A
collection of  attributes related to a  user.
Attribute-based  credentials  are  typically
used  for  privacy-preserving  user
authentication by only sharing attributes
that do not directly identify the user. (ch.
5, p. 44)

Availability — Property of information
that it is being accessible and usable on
demand by an authorised entity.466

Blockchain — A (typically distributed)
database comprised of blocks of data. The
data blocks form a chain in which each
block is linked to a previous block using a
hashing algorithm. (sect. 4.1, p. 35)

463 Recital 26 GDPR.

464 Bart Jacobs and Gergely Alpár, ‘Attribute-Based 
Authentication’ 13 
<https://www.sos.cs.ru.nl/applications/courses/privac
y2015/PI_lecture7.pdf>.

465 ibid 14.

466 International Organization for Standardization (n 
85).
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Chain — Synonym of “blockchain”.

Cloud agent — An agent that is hosted
in  the  cloud.  It  typically  operates  on  a
computing device over which the user of
the  agent does  not  have direct  physical
control, and/or cannot directly physically
access.467 (sect. 5.3.2, p. 67)

Confidentiality — Property  of
information that it is not made available
or disclosed to unauthorised individuals,
entities, or processes.468

Consent — Any freely  given,  specific,
informed and unambiguous indication of
the  data  subject by  which  he  signifies
agreement to the  processing of  personal
data relating to him or her.469 (sect.  3.3.1,
p. 30)

Controller — The party or parties that,
alone  or  jointly  with  others,  determine
the purposes and means of the processing
of personal data.470 (sect. 3.1.3, p. 24)

Credential  definition — In  Sovrin:  A
machine-readable  definition  of  the
semantic structure of a credential based
on  one  or  more  schemas.  Credential
definitions  are  stored  on  the  Sovrin
ledger, and must include an issuer public
key.471

Credential  specification — In  ABC-4-
Trust’s  Privacy-ABC  architecture:  A
machine-readable  definition  that

467 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 4.

468 International Organization for Standardization (n 
85).

469 Article 4(11) GDPR.

470 Article 4(7) GDPR.

471 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 5.

specifies the structure of a credential, as
well  as  which  attributes  the  credential
contains  and  how  these  attributes  are
encoded.  Similar  to  a  credential
definition. (sect. 5.1.2, p. 47)

Cryptocurrency — A form of currency
that  only  exists  digitally,  that  relies  on
cryptography  to  prevent  counterfeiting
and fraudulent  transactions,  and uses  a
decentralised  system  for  recording
transactions and issuance of new units.472

Cryptographic  accumulator —  A
mathematical function that takes a list of
elements as an input, and outputs a fixed
length  value  that  is  considered  to  be
‘unique’ for the specific input. (sect. 5.3.6,
p. 73)

Data  subject —  The  identified  or
identifiable  natural  person  to  which
certain  personal data relates. (sect.  3.1.1,
p. 23)

Decentralised  Identifier  (DID) — A
globally  unique  identifier  developed
specifically  for  decentralised  systems.  A
DID  is  associated  with  exactly  one  DID
document.473 (sect. 5.3.4, p. 71)

DID  document —  The  machine-
readable  document  to  which  a  DID
points.  A  DID  document  describes  the
public keys, service endpoints, and other
meta data associated with a  DID. A DID

472 Merriam-Webster, ‘Cryptocurrency’ 
<https://www.merriam-webster.com/dictionary/crypt
ocurrency> accessed 24 April 2019.

473 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 7.
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document is associated with exactly one
DID.474 (sect. 5.3.4, p. 71)

Distributed  ledger —  Synonym  of
“blockchain”.

Edge agent — An agent that operates at
the edge of the network on a local device,
such as a smartphone, tablet, laptop, etc.
The device owner usually has local access
to the device and can exert control over
its use and authorisation.475 (sect. 5.3.2, p.
67)

Full node — A  node that stores a full
copy of a certain blockchain.

Hash — The output of a hash function.

Hashing — The process of using a hash
function to create a hash.

Hash function — A function that takes
as input an arbitrary amount of bits (or
bytes),  and  then  converts  it  to  a  fixed-
length output of bits (or bytes).476

Inspection — In  ABC4Trust’s  Privacy-
ABC  architecture:  The  act  by  which  an
inspector deanonymises  disclosed
attributes. (sect. 5.1.6, p. 52)

Inspector — A  trusted  entity  that  is
capable  of  deanonymising  disclosed
attributes  under  specific  circumstances.
(sect. 5.1.1, p. 46)

474 ibid 8.

475 ibid 9.

476 Bruce Schneier, Niels Ferguson and Kohno 
Tadayoshi, Cryptography Engineering: Design 
Principles and Practical Applications (John Wiley & 
Sons 2010) 77.

Integrity — The  property  of
information  that  it  is  accurate  and
complete.477

Issuer — The natural  or  legal  person
issuing credentials to users.

Issuer-driven  revocation —
Credential revocation in which the issuer
is  responsible for  revoking a credential.
Revoked  credentials  cannot  be  used
anymore with any verifier. (sect.  5.1.7, p.
54)

Keyshare  server –  A  component
maintained  by  a  scheme  manager.  A
keyshare  is  used  for  enhancing  the
security  of  IRMA’s  user  authentication
process. (sect. 5.2.4, p. 63)

Ledger — Synonym of “blockchain”.

Lightweight node — A node that only
stores  the  block  headers  of  blocks  that
are part of a certain blockchain.

Linkability —  The  property  of  two
items  of  interest  (e.g.  messages,
identifiers,  etc.)  that  from  an  attacker’s
perspective,  it  can  sufficiently  be
determined whether they are related to
one another.478

Node — A  computer  or  other  device
that  stores  a  full  or  partial  copy  of  a
certain blockchain and optionally creates
new blocks that are to be appended to the
blockchain.

477 International Organization for Standardization (n 
85).

478 Pfitzmann and Hansen (n 16) 11.

9 Glossary 139



Observer  node  — A  node that
maintains a read-only copy of the Sovrin
ledger.479

Pairwise pseudonymous data — Data
that  are  not  registered  on  the  Sovrin
ledger,  but  is  only  known  by  the  two
parties in a  relationship.480 (sect.  5.3.4, p.
71)

Peer — An entity that uses the Sovrin
ledger,  and  that  is  able  to  engage  in  a
relationship with other peers.

Permissioned blockchain —  A
blockchain network  in  which
participation  is  administered  by  a
governing  entity.481 Only  authorised
entities are able to run a node. (sect. 4.1.3,
p. 42)

Permissionless blockchain —  A
blockchain network  in  which
participation  is  not  administered  by  a
governing  entity.482 Anyone  is  able  to
participate  in  the  network  and  run  a
node. (sect. 4.1.3, p. 42)

Personal  data — Any  information
relating  to  an  identified  or  identifiable
natural person.483 (sect. 3.1.1, p. 23)

Processing — Unless stated otherwise,
and  unless  talking  about  anonymised
data: Any operation or set of operations
that is performed on personal data or sets
of personal data.484 (sect. 3.1.1, p. 23)

479 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 17.

480 ibid 39.

481 Finck (n 8) 15.

482 ibid 14.

483 Article 4(1) GDPR.

484 Article 4(2) GDPR.

Processor —  A  party  that  processes
personal  data on  behalf  of  the
controller.485 (sect. 3.1.3, p. 24)

Pseudonym —  Personal  data that  are
processed in such a manner that without
additional information, the personal data
can no longer be attributed to a specific
natural person.486 (sect. 3.1.2, p. 23)

Relationship —  A  cryptographically
verifiable  communications  channel
established  between  two  DIDs
representing  two  peers and  their
associated  agents.  Relationships  may  be
used to exchange credentials  or  for any
other  communications  purpose.
Relationships  may  be  encrypted  and
decrypted  using  the  public  key  pair  for
each  DID.  A  relationship  may  be
temporary or it  may last  as  long as  the
two  peers desire  to  keep  it.  Two  peers
may have multiple relationships between
them.  However,  each  relationship  must
be between a unique pair of DIDs.487

Revocation  authority — The  entity
responsible  for  revoking  issued
credentials,  so that they cannot  be used
any longer. (sect. 5.1.1, p. 46)

Revocation  registry —  A
cryptographic  data  structure  stored  on
the  Sovrin  ledger,  containing  a
cryptographic accumulator that includes
all unrevoked credentials.488 (sect. 5.3.6, p.
73)
485 Article 4(8) GDPR.

486 Article 4(5) GDPR.

487 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 4, 
Connection.

488 ibid 22.

9 Glossary 140



Schema —  A  machine-readable
definition  of  the  semantics  of  a  data
structure. Schemas are used to define the
attributes used in one or more credential
definitions.489

Scheme manager — An independent,
non-profit  organisation  that  determines
the rules for the other user roles in IRMA.
Additionally,  the  scheme  manager  is
responsible  for  the  software  and
hardware  required  by  IRMA’s  ABC
implementation. (sect. 5.2.1, p. 58)

Steward — An organisation approved
by  the  Sovrin  Foundation  to  operate  a
node, maintaining  a  copy  of  the  Sovrin
distributed ledger.490 (sect. 5.3, p. 66)

Supervisory  authority —  An
independent  public  authority  which  is
established  by  a  EU  member  state
pursuant  to  article  51  GDPR.491 (sect.
3.2.7.2, p. 30)

Tombstone — A mark associated with
a  transaction that  indicates  that  the
transaction should not be revealed to an
entity  requesting  read  access.
Tombstones may be  either  node-specific
or ledger-wide. (sect. 5.3.3.2, p. 71)

Transaction — A data record that is to
be written to,  or  already stored on,  the
Sovrin ledger. (sect. 5.3.3, p. 68)

489 ibid.

490 ibid 31.

491 Article 4(21) GDPR.

Transaction  author —  The  entity
initiating  a  transaction on  the  Sovrin
ledger.492 (sect. 5.3.3, p. 68)

Transaction  endorser —  An
organisation  authorised  to  authorise  a
transaction by digitally signing it, so that
it will be accepted by a  steward.493 (sect.
5.3.3, p. 68)

Unlinkability — The property  of  two
items  of  interest  (e.g.  messages,
identifiers,  etc.)  that  from  an  attacker’s
perspective,  it  cannot  sufficiently  be
determined whether they are related to
one another.494

User — The natural  person who uses
attribute  based  credentials  to
authenticate himself to a verifier.

User agent — In ABC4Trust’s Privacy-
ABC  architecture:  The  software  entity
that  represents  the  human  user and
manages  his  credentials.495 Not  to  be
confused  with  the  concept  of  agents as
used in Sovrin. (sect. 5.1.1, p. 46)

Verifiable  pseudonym —  In
ABC4Trust’s  Privacy-ABC architecture:  A
value  derived  from  a  secret  key.  The
derived value is  comparable to a public
key.  A  user  can  use  such  verifiable
pseudonym to re-authenticate by proving
that  he has access  to the corresponding
secret key. (sect. 5.1.3, p. 48)

492 Sovrin Foundation, ‘Sovrin Glossary V2’ (n 230) 32.

493 ibid.

494 Pfitzmann and Hansen (n 16) 11.

495 Bichsel and others (n 19) 142.
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Verifier — The natural or legal person
to  which  a  user authenticates  himself
using attribute based credentials.

Verifier-driven  revocation —
Credential  revocation  in  which  the

verifier is  responsible  for  revoking  a
credential.  The  scope  of  credential
revocation is limited to a specific verifier
or set of verifiers. (sect. 5.1.7, p. 54)
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