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Abstract. There are a lot of file sharing technologies in the world with each of 

them their own characteristics. However, finding the right technology that sup-

ports file sharing, file synchronization, file downloads, file back-ups, and is, in 

addition, secure and privacy friendly, is much harder. We aim to develop a solu-

tion as a preparation for a world disk where it would be possible for two individ-

uals to trade free space to, for example, remotely back up one’s data securely and 

privacy friendly.  

We have analyzed several file sharing technologies and came to the conclusion 

that three of them would form the best basis for future research. The three that 

came up best are Interplanetary File System, Tahoe-LAFS and BitTorrent Sync. 

From these three, we found out that Tahoe-LAFS is the best one that fits our end 

solution and we analyzed this technology in greater detail: we looked at the ar-

chitecture, access control, fault tolerance, cryptography and privacy. 

With regard to privacy, we found out that Tahoe-LAFS, by default, does not 

hide IP addresses in order to protect the privacy of their users. However, they 

developed a way to run Tahoe-LAFS over I2P or over TOR (both anonymization 

networks) in order to support anonymous file downloads. 

We also looked at other limitations and found out that an owner of a file does 

not have any control (e.g. locking a file or blocking access for specific nodes) 

when he/she shared access rights with others. To solve this, we came up with a 

solution containing a whitelist which only the owner can write, and all of the 

storage servers can read in order to provide a flexible way to manage access con-

trol. We also looked at another solution, which is less flexible: re-encryption. 

This solution makes it possible for users with write rights to re-encrypt the con-

tents of a file in order to “obfuscate” the contents of the file, making it impossible 

for others to read.  

Keywords: Peer-to-Peer, Client-Server, File Sharing, File Synchronization, 

disk-space trading, file back-up, file replication, file sharing protocols, file sys-

tems, Tahoe-LAFS, Privacy in File Systems. 
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1 Introduction 

Looking for decent software that offers file synchronization, file back-up and file shar-

ing can be quite hard due to the amount of solutions and technologies that can be found 

on the internet. It becomes harder to find such software that is also secure, and even 

harder if it also has to be privacy friendly. That is what this paper is about: analyzing 

and comparing existing technologies in order to come up with the best privacy friendly 

and secure solution that supports, among other things, file synchronization, file back-

ups and file sharing. 

1.1 Problem statement 

Assume the following case: two individuals own some storage which they are not using 

entirely. Let’s say: both of the individuals own a 500GB storage device, while they only 

use a maximum of 250GB. Furthermore, suppose both users want to create an external 

back-up of their data. In order to create that back-up, they buy or rent storage elsewhere, 

while those two individuals have matching demands: they both seek 250GB of storage 

to back-up their data. This isn’t very efficient, as both parties need another 250GB of 

storage to create a back-up of their data. 

A more efficient solution would be to offer a technology that makes it possible for 

these individuals to “trade” storage, meaning that the first individual can create a back-

up on the storage device of the second individual and vice versa. This prevents a waste 

of storage and money and due to the trading mechanism, there is no one who can abuse 

this system (space-for-space). Generalizing this idea leads to a “World Disk”. This the-

sis tries to come up with a design for a technology that is secure and privacy friendly, 

and forms a solid basis for the World Disk. The technology has to support, among other 

things, the following functionalities: 

─ File synchronization; 

─ File back-up; 

─ Anonymous downloads; 

─ File sharing. 

This leads us to the following research question: 

“What is the best file sharing technology for our purpose, and how to improve it?” 

1.2 Reading guide 

Section 2 describes background information and describes the terminology used in the 

rest of the paper. This section provides the reader background information about the 

subject, i.e. it explains, for example, what (types of) file sharing exists and what file 

synchronization is. Section 3 analyzes multiple technologies for file sharing and file 

synchronization, and tests them individually against a framework that is created based 

on the problem statement to come up with a selection at the end. Section 4 picks the 

best technology that is found in section 3, and gives an elaborate analysis about this 
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technology. Section 5 analyzes the privacy aspects of this best technology, and comes 

up with solutions that could be implemented to improve the technology. It ends with 

section 6 that gives conclusions and describes future work. Section 7 contains appen-

dices in which the first appendix (7.1) is an analysis and comparison of multiple file 

sharing technologies. The second appendix (7.2) analyzes three of the best technologies 

found in section 3 in detail, and gives a more detailed comparison which is input for 

section 4. 

All sections consist of theoretical and literature study. There is no empirical part in 

this thesis; every piece of information is based on online sources and theoretical / aca-

demical papers. 

1.3 Related work 

Related work includes papers and sources that are used to describe certain technologies 

(such as papers and sources that are referenced in section 3). However, there is no re-

search (yet) about how these technologies could fit in an end solution as described 

above. In addition, the technology that came out best for our purpose (Tahoe-LAFS), 

isn’t even completely described / summarized in one paper, as the main academic paper 

for this technology is missing a lot of information. Their docs are also a puzzle where 

one has to dig in to find specific information. In this respect, this is the only work (as 

far as we could find) that analyzes Tahoe-LAFS in detail, containing the necessary in-

formation. 
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2 Background 

This section gives some background information before actually analyzing different 

existing technologies. The paper “Receiver anonymity within a distributed file sharing 

protocol” (“Solo Schekermans”, 2019) analyzes existing software (e.g. Google Drive) 

and dives deeper into security and privacy aspects of BitTorrent and BitTorrent Sync, 

while this paper analyzes existing technologies in general and tries to come up with the 

best solution/technology regarding file sharing. One can simply name a file sharing 

party, but what are the technologies to make those file sharing services possible? We 

will discuss some background information in this section, and investigate the technol-

ogies behind the services in the next section (section 3) and how they are used. The 

paper of Solo Schekermans looks at existing solutions which might use one of the tech-

nologies described in this section. 

This section is purely to get an idea of what protocols exists, and how they operate / 

what they do. File sharing & syncing consists of two types: client-server (aka cloud 

based) and Peer-to-Peer (P2P). 

2.1 What are file synchronization & sharing services? 

File syncing & sharing services are services that make it possible to share files between 

multiple clients/peers. Authorized clients can store files on a remote server in which 

other clients can retrieve it and vice versa. This allows multiple clients to access (and 

modify) the same (shared) file. 

This process can be either centralized (using the cloud-based client-server model), 

or decentralized (using P2P). When using the centralized model, files are stored on a 

central server from which clients can retrieve the file. In the case of a decentralized 

model, no central (cloud) server is involved. Instead, clients store files on someone 

else’s networked device (peer) that is part of the P2P network. Other (authorized) users 

that are part of the same P2P network, can download the file from that specific peer. 

More about these two types in the next paragraphs. 

File synchronization & sharing services are services where a dedicated sharing di-

rectory is used (in a virtual sense) to update files on each user’s networked devices1. 

The synchronization services’ purpose is to make sure that files in multiple locations 

are updated via certain rules. There are multiple types of file synchronization2: 

• One-way file synchronization (also called mirroring) 

─ This means that data is shared one-way. When updating a file, the file is copied 

from a source to one or more target locations. However, the other way around 

does not happen. Hence the term mirroring: the source is mirrored to the target. 

• Two way file synchronization 

─ Two way file synchronization ensures that one file is identical on two locations. 

If a client updates a file on location 1, it also gets updated on location 2 (and vice 

 
1  From https://en.wikipedia.org/wiki/Peer-to-peer 
2  From https://www.tgrmn.com/web/kb/item78.htm 



7 

versa, also for deleting). This makes sure that the file on location 1 and the file on 

location 2 are identical / in sync. This differs from one way synchronization, as 

in one-way synchronization the file is synchronized only from location 1 to loca-

tion 2. In two way file synchronization, modifying a file on any location, will 

update the file on other locations too. 

Files can be shared using one or two way file synchronization, to keep the files in sync 

on different locations. However, this is not strictly necessary. For example, in case of 

backing-up a file, one doesn’t really use file synchronization protocols. Instead, the 

file(s) gets copied to another location and stays there until authorized user(s) remove it. 

Sharing itself is thus not necessarily linked to file syncing, but the combination exists 

in where a file is placed on multiple locations for e.g. file collaboration. In this case, 

the two way file synchronization protocol facilitates that both parties have the same 

identical file that they are working on together. 

2.2 What is (centralized) cloud based file syncing & sharing? 

Cloud based syncing & sharing is centralized and over the internet based file syncing 

& sharing. In cloud based syncing & sharing (client-server model), a central server 

(possible more than just one) is used where clients communicate with. The central 

server manages the files stored on that server. Clients can send requests to this server 

(e.g. a request to read a file), in which the server responds (e.g. with a status code and 

when access granted, the content of the file). 

2.3 What is P2P file syncing & sharing? 

P2P is the opposite of the centralized cloud-based client-server architecture [22]. In the 

centralized client-server architecture, nodes can act as a server or as a client, but not 

both. In the client-server model, the server is a central server to store data on so that 

others can download/upload data from/to it. In P2P technologies, a node can act both 

as a server and a client. There is no central server for file storage involved in P2P net-

working as the network consists of connected devices (peers) where peers can be a 

server, client or both. There can still be a central server involved (though not neces-

sarily), e.g. to maintain a peer list so that peers can find each other, but this still differs 

from the client-server model as the purpose of the server is not to store data of us-

ers/nodes, but to store a lookup table for peers to make it easier to find each other. 

In P2P file sharing, files are distributed and shared using such a P2P network3. So, 

instead of downloading content from a central server, one can download content from 

another peer (node) which itself is a connected device within the P2P network. The files 

a server-node has shared are indexed on directory servers. This does not mean, how-

ever, that a P2P network cannot be cloud based or that the P2P network cannot use a 

client-server model. The most important thing, is that in P2P filesystems, the filesystem 

is distributed without centralized control or hierarchy, where no nodes are privileged 

 
3  From https://en.wikipedia.org/wiki/Peer-to-peer_file_sharing 
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and where nodes can act both as a server and as a client [26]. It is thus possible, that a 

P2P filesystem runs over the public internet with decentralized nodes representing 

server-nodes and client-nodes (or both), meaning that this P2P network is also cloud 

based. 

2.4 What is file back-up and how does it fit in file sharing & 

synchronization? 

File-backup is closely related to one way file synchronization. However, it is not the 

same. In file-backup, one copies file(s) to another location, in which the other location 

contains an exact copy of the original file(s). After editing/removing the original file, 

the file on the back-up location doesn’t get modified, i.e. it stays there, and isn’t modi-

fied at all. This means that the user can retrieve the file in case, for example, he/she 

accidentally removes the file. So, in file-backup, the file gets synchronized to another 

location, but only once instead of continuously. One doesn’t want a file to be modified 

on both locations, while the purpose was to back-up that file, as this means that both 

his/her original and copy are modified. 

2.5 File systems 

A file system is a system that controls the way data is stored and retrieved. There are 

different types of file systems. A file system can be used just as simple as on a local 

storage device, but there are also (distributed) network file systems. The latter uses 

network protocols in order to let connected devices communicate with each other within 

a local area network. 

A file system differs from a file synchronization protocol. Every storage device con-

tains a file system. File synchronization happens between multiple file systems. In case 

of a distributed (network) file system, central storage servers (within the network) are 

used from which files are stored & retrieved. File synchronization can than e.g. provide 

solutions to have some sensitive documents synchronized between multiple (LAN) 

storage servers. 

In this paper, network file systems are not very relevant as the focus lies on file 

synchronization, file back-up and file sharing over internet, not only over the local area 

network. However, several distributed network file systems will be researched in order 

to see how they work, and to decide whether the technologies contain useful infor-

mation / ideas for our end-solution. 

2.6 File systems versus file synchronization versus file sharing 

File synchronization is a functionality that is built on top of a file system. In order to 

provide decent file synchronization, a couple of functionalities should be provided, 

such as file versioning and monitoring the contents / state of a file (or files in case of 

two way synchronization) to compare it against (the same) files on other locations. 

This is not standard functionality for a file system, as a file system is purely meant 

to control the way of accessing and storing/retrieving data. File synchronization could 
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add these functionalities on top of a file system. File synchronization differs from file 

sharing as well, as for file sharing it doesn’t necessarily mean that the filesystem (or a 

layer on top of this) is monitoring file contents / states in order to synchronize changes 

with other locations. File sharing could be as simple as sending an e-mail with a file 

(which is thus shared). If one of the two parties modify this file, the other party will 

have a different version which is not automatically synced from the party that changed 

the file. 
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3 Existing technologies regarding file sharing 

This section is based on appendix 7.1 in which multiple file sharing technologies are 

analyzed amongst a framework that is based on the desired functionalities that we desire 

in our end solution 4. This section gives a brief summary of each relevant technology 

based on our research in appendix 7.1 and ends up with a conclusion. 

NFS 

NFS is a P2P network file system that allows connected devices within a local area 

network to communicate with each other. Note that it is a network file system, and not 

approachable from the internet. It distinguishes two types of nodes; a client and a server 

node. Clients can store and retrieve data from (centralized within the LAN) server 

nodes. Nodes can act both as a client and as a server. 

 There are a few downsides of this protocol: 

─ No encryption of stored data; 

─ No two way file synchronization; 

─ It is a network protocol; thus not optimized to run over the public internet; 

─ No anonymity (identification by Client ID). 

SMB 

SMB is a P2P, application-layer, file sharing network protocol. SMB uses a client-

server approach over the LAN where the server-peers are decentralized. Additional 

technology (called DFS) can be used to combine a set of SMB file shares into a distrib-

uted file system. There are multiple implementations created by different parties, for 

example by Oracle and Microsoft. The upside of this protocol, compared to NFS, is that 

it supports anonymity of the sender/requester/client by setting the impersonation level 

to anonymous within the SMB configuration. 

There are, however, a few downsides of this protocol: 

─ No encryption of stored data; 

─ Requires the use of DFS in order to support file synchronization; 

─ It is a network protocol; thus not optimized to run over the public internet. 

BitTorrent 

One of the current’s most popular P2P file sharing protocols, is BitTorrent. Compared 

to SMB and NFS, this protocol is not a protocol that runs over LAN, but instead over 

the public internet using a P2P network. Downloading a file happens through the client 

downloading a torrent file. A torrent file contains information (metadata & tracker in-

formation) about how the client can eventually download his/her data. Trackers are 

centralized servers containing many torrent sessions in which for each session, it keeps 

track of the peers participating in that particular torrent session. While the trackers are 

centralized, actually downloading the data happens through a P2P network. The client 

 
4  See: Problem statement 
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can request a peer list from the tracker for which these peers in the peer list can be used 

to download the desired data. The distribution of content itself, is still P2P. 

 The group of peers (the peer list) that are connected to a torrent file, is called the 

swarm. The client that wishes to download a file, downloads chunks of the entire file 

from different peers in the network. When a client connects to a torrent file, this client 

will join the swarm and all of the other peers in the swarm will be able to also download 

chunks from the just joined client. BitTorrent distinguishes two types of peers: leeches 

(peers with no or some of the data, and they will download chunks that they don’t yet 

have, and upload chunks that they already have), and seeds (peers with all the data 

downloaded already, but who remain in the swarm to help other peers. Note that they 

do not perform download actions as they already downloaded all of the chunks of the 

desired file, but instead, these peers help the other peers in the swarm by making the 

chunks of the file available for them to download). 

 The downsides of this protocol: 

─ It is not a file synchronization protocol, instead it is purely based on file distribution; 

─ It is also not a protocol that offers solutions for back-up and file replication; 

─ There is no end-to-end encryption; 

─ There is, by default, no encryption in transit, but the most BitTorrent software im-

plemented solutions for this; 

─ No encryption of stored data; 

─ BitTorrent uses centralized trackers; 

─ There is no authentication of users which makes anonymous downloads possible, 

however, by default, the client that wishes to download a file is not anonymous as 

the client’s IP is not hidden. 

The paper “Receiver anonymity within a distributed file sharing protocol” (“Solo 

Schekermans”, 2019) analyzes BitTorrent in detail and comes up with some solutions 

regarding privacy improvements. 

BitTorrent Sync 

BitTorrent Sync is a modified version of the BitTorrent protocol. In fact, it supports the 

complete opposite of BitTorrent. BitTorrent Sync is a file synchronization & sharing 

protocol which allows both one way and two way file synchronization. BitTorrent Sync 

also lays the focus on confidentiality and privacy by performing authentication, en-

crypting the communication, supporting encrypted file storage and more. It supports 

remote data storage, in which this data can be encrypted to support storing confidential 

data on remote (untrusted) locations. 

 To support file synchronization, BitTorrent Sync relies on secrets (keys). These se-

crets are unique, 33-byte, identifiers that identify a shared folder within the network. 

For the purpose of readability, these secrets are encoded. The protocol distinguishes 

three types of secrets to manage user access to folders, namely a read & write secret, a 

read-only secret and an “encrypted read-only secret”. The latter makes it possible to 

create encrypted remote P2P replications to remote servers, in which the (remote) re-

ceiving server doesn’t have the capability to decrypt the data. 
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 BitTorrent Sync can be both used on the LAN and over the public internet. For the 

former, no tracker or relay server is needed. For the latter, one might choose to use a 

tracker in order to sync files over the public internet. In case of sharing secrets with 

others (granting them access to the shared folder), one can specify specific permissions 

to the secret one is going to share in the form of sharing a link instead of the secret 

directly. For example, whether the other user would be able to read & write files, or to 

prevent them from writing granting them read-only access. This allows some flexible 

configuration of access control. This link is indirectly linked to the secret, and a Bit-

Torrent Sync server makes sure that the link is not distributed more times than the 

amount one configured. This, however, adds some trust of a third party as the BitTorrent 

Sync server can learn a lot about one’s file using links, for example the temporary key 

that is used to connect to the folder owner. 

 Downsides of the protocol: 

─ Not well (scientific & academically) documented and not open source; 

─ One needs the Resilio Sync client in order to use the protocol, which makes it harder 

to create an own implementation of BitTorrent Sync; 

─ In case of sharing links with others to grant others access to a shared folder, one has 

to trust the BitTorrent Sync server for not storing sensitive data about the shared 

folder. However, this can be circumvented by pasting the link directly in the client 

instead of in a browser; 

─ Trackers can be used and is enabled by default for finding other peers (for which one 

is sharing files with); 

─ No anonymity is achieved as IP addresses are always visible in this protocol. One 

cannot download files anonymously for example. 

AFS 

AFS is a distributed (client-server) network file system. A set of trusted servers is used 

to serve a location-transparent file name space to clients. AFS is designed for a campus-

wide file system which students can use. AFS is very flexible, as it is optimized for a 

non-static amount of users. 

 Downsides: 

─ No encryption of stored data; 

─ No encryption in transit; 

─ No end-to-end encryption; 

─ No support for two way file synchronization; 

─ It is a network protocol; thus not optimized to run over the public internet; 

─ No anonymity; everyone is authenticated and traffic is sent unencrypted. 

Tahoe-LAFS 

Tahoe-LAFS is an open source, decentralized, P2P cloud storage system for file sharing 

using a client-server approach. The reason why it is P2P, is that there is no centralized 

storage and privileged nodes, and there is no centralized control or hierarchy as well 

[26]. Any node can become a server, client or both. The idea of Tahoe-LAFS is that 

clients can use storage server-nodes to store their data. This process is as follows: a 
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client wants to store a file. This file gets encrypted by the client software and is then 

broken up into segments. These segments are then ‘erasure coded’ into blocks. For each 

storage server, one block of each segment is stored. This group of blocks that is stored 

on a server is called a share. The server has no knowledge to decrypt these chunks, i.e. 

everything up until storing the actual file on the server, is a trusted process. Storage 

servers are considered untrusted, and don’t have the ability to do anything with these 

files, other than making the server unavailable. But due to the erasure coding, only a 

few shares are needed to reproduce the entire file, i.e. typically only a few servers of 

the total amount of servers have to be approached to request shares. 

 In Tahoe-LAFS, there are two types of files: mutable and immutable files. Each of 

these types have their own set of capabilities. A capability is a short (min. 96 bit) ASCII 

string which encodes the access rights to a particular file. Each file has their own capa-

bilities, meaning that a specific capability is linked to just one file. Each immutable file 

has two capabilities: a read-cap and a verify-cap where the read-cap encodes the right / 

the ability to decrypt the file and read the contents, and the verify-cap allows others to 

verify the integrity of the file, without being able to see the plaintext content. An im-

mutable file also has a read-cap (read-only-cap) and a verify-cap, and has a read-write-

cap in addition which allows the wielders (users with access to that particular cap, hold-

ers) to write the file. Writing a file is done by encrypting the file with the encryption 

key (a hash of the read key and a salt), and then sign, among other things, the root hash 

of the Merkle Hash tree. 

 Downsides: 

─ In order to support anonymous downloads, a Tahoe-LAFS client has to be config-

ured to run over I2P or over TOR in order to hide one’s identity. It will be slower 

and quite some configuration is needed, but it is doable. Anonymity is not provided 

by default. 

IPFS 

IPFS is a P2P, distributed file system protocol which can be compared to a single Bit-

Torrent swarm (recall: a BitTorrent Swarm is the network of nodes that are all con-

nected to the same torrent). IPFS is designed to exchange objects that are within one 

Git Repository, hence the comparison with BitTorrent swarms. Objects represent files 

or other data structures. This protocol is designed with the aim to combine the most 

successful P2P systems, into one P2P file system. The objects (IPFS objects) can be 

stored by so-called IPFS nodes in local storage. That object can be transferred to other 

nodes that are connected to that particular node. 

 In IPFS, nodes advertise to each other what they want to download (written in their 

want_list). Note that “each other” means every node that is connected to a particular 

Git repository. Nodes store the want_list of other nodes and check whether they have 

something to offer by comparing it to this node’s have_list. If this node has something 

to offer to another node, they start exchanging data. Note that other nodes must have 

something in return to offer, otherwise they are not exchanging data, but just ‘donating’ 

data. To prevent a dead protocol, if a node has nothing to offer to all of the other nodes 

that are connected to the same Git repository, this node starts downloading pieces that 
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other nodes have on their want_list, in order to exchange these pieces of data afterwards 

for pieces that are on this particular node’s want_list. 

 Files on the IPFS network consists of blocks, where each block and file contain a 

cryptographic hash. IPFS makes sure that there are no duplicates in the network by 

comparing hashes. All nodes in the network only store data in which they are interested 

in (except in the case described earlier, when a node has nothing to offer). A node asks 

the network to find a unique hash of the block that a node wants to download (is on this 

node’s want_list). 

 This protocol is still in an early stage. The academic information about IPFS is broad 

and does provide a really good background. However, sources that describe practical 

implementations often contradict with the technical specs described in the paper [2]. 

 Downsides: 

─ A node has a node ID, that doesn’t change normally. This means, that if a node enters 

a network and then leaves, the nodes of that network will probably already know the 

node ID of the node that just left, giving them access to files of this node. This can 

be circumvented by changing the keypair for every new session, resulting in a fresh 

new node ID; 

─ It is, like BitTorrent, a file distribution protocol, and not a file synchronization pro-

tocol; 

─ Practical implementation is not as clear as the theoretical information is. One exam-

ple is encryption, the theoretical paper states that there is an object-level cryptog-

raphy present in IPFS, while sources about the practical implementation state that it 

is still missing (see 7.1 for the sources); 

─ There is no encryption of stored data; 

─ There is not yet support for anonymity solutions, as IPFS is not an anonymity net-

work. IP addresses of the internal and external network are visible by all nodes that 

know that particular node ID, even when this node is not in the session anymore (can 

be circumvented by creating a fresh keypair per session). 
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3.1 Conclusion  

Based on the analysis of the technologies above, it can be concluded that those proto-

cols work significantly different. Most of the technologies are P2P, where one uses 

authentication and encryption, and the other does not care about both of them, while 

others are cloud based. There are even combinations possible. If we have to decide 

which protocols would be best for our purpose, two/three of them would suffice 5: 

• BitTorrent Sync; 

─ Is reliable, and offers the functionality we want. The only thing that is missing, is 

anonymity and privacy. This technology is further researched in the paper “Re-

ceiver anonymity within a distributed file sharing protocol” (“Solo Scheker-

mans”, 2019), which also describes how to improve privacy and anonymity in the 

BitTorrent Sync protocol. 

• Tahoe-LAFS; 

─ Seems a good candidate. Tahoe-LAFS offers encryption of files, encryption of 

the connection and did a good job of making the protocol reliable and well con-

figurable. Tahoe-LAFS can be modified to run over an anonymized network. The 

only thing missing in Tahoe-LAFS, is authentication of the user/client. 

• IPFS. 

─ While IPFS is still in an early stage, the theory behind it is promising. The idea 

behind combining factors of other P2P networks is very smart and well docu-

mented. However, it is not yet ready to fully operate as it is still in development 

(according to their website) 6. Another thing is that it doesn’t support file syn-

chronization and back-ups (yet). When these functionalities are added and well 

documented, this might be a good candidate. But, as it is still in an early stage and 

not (yet) well documented, it won’t be useful for the timeframe of this paper. A 

last thing is that, how it works right now, it is mainly a file distribution protocol 

like BitTorrent, without support (yet) for syncing functionalities and privacy en-

hancing technologies to e.g. hide one’s IP address. 

  

 
5  Based on the problem statement in which is specified what the end-solution should look like 
6  IPFS website: https://ipfs.io/ 

https://ipfs.io/
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4 Tahoe-LAFS 

In section 3, we concluded that there are three technologies that could be helpful for 

designing our end solution, i.e. BitTorrent Sync, Tahoe-LAFS and IPFS. 

However, Tahoe-LAFS seems to have all functionalities we want built in the proto-

col. Appendix 7.2 shows a detailed analysis of IPFS, Tahoe-LAFS and BitTorrent Sync 

which concludes that Tahoe-LAFS is better for the purpose of the thesis compared to 

the other two. This section therefore analyses Tahoe-LAFS in detail, and describes 

properties and shortcomings of the Tahoe-LAFS file system. 

In order to describe Tahoe-LAFS, we did not only use the paper [29], but also a lot 

of information from the docs 7. The paper only provides limited information and misses 

some important aspects that are mentioned in the docs. 

Tahoe-LAFS is a free, open source and decentralized cloud storage system for secure 

and distributed long-term storage. It can be used for, among other things, backup appli-

cations. LAFS in Tahoe-LAFS stands for Least Authority File System, and means: 

“each user or process that needs to accomplish a task should be able to perform that 

task without having or wielding more authority than is necessary” [29]. The goal of the 

Tahoe-LAFS protocol is to provide users a storage system that is secure, privacy 

friendly and distributed. 

Tahoe-LAFS is a combination of the P2P and the client-server model approach. In 

Tahoe-LAFS, data is stored on storage servers, which are nodes that are configured as 

a server. These storage nodes are distributed, and the list of storage nodes is dynamic. 

Client-nodes can store data on those storage nodes. 

In Tahoe-LAFS, there are two types of servers, namely the storage server and the 

“introducer”. The storage server, obviously, is used to store data on from users. Storage 

servers advertise their location by telling it to the introducer 8. The introducer broad-

casts the location to all clients. This introducer itself has a location. In order to announce 

the presence of this introducer to storage servers and clients, the introducer has to man-

ually deliver this location. This can be done by e.g. sending an e-mail to all new storage 

servers in the storage grid, in which the storage grid is a group of storage servers9. The 

introducer node is thus responsible for getting the other nodes talking to each other10. 

Besides storage servers announcing their presence to the introducer, storage servers 

also announce their available space (which can be used for server selection, see 4.2). 

Their architecture docs also clearly explain the usage of the introducer:  

 

 “Nodes learn about each other through an “introducer”. Each server connects to 

the introducer at startup and announces its presence. Each client connects to the intro-

ducer at startup, and receives a list of all servers from it. Each client then connects to 

every server, creating a “bi-clique” topology. In the current release, nodes behind NAT 

boxes will connect to all nodes that they can open connections to, but they cannot open 

 
7  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/ 
8  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/servers.html 
9  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/about.html 
10  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/running.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/servers.html
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/about.html
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/running.html
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connections to other nodes behind NAT boxes. Therefore, the more nodes behind NAT 

boxes, the less the topology resembles the intended bi-clique topology.” 11 

 

Storage nodes, general clients and introducers are part of a grid. A grid (not storage 

grid!) is a set of storage nodes, client nodes and introducers. On creating a client node, 

the client has to specify the location of the introducer node (which can be received by 

e-mail from the introducer node upon joining for example). If all introducer nodes fail, 

new clients will not be able to join as they will not be able to discover the storage 

servers. The grid, however, will continue to function normally for all already joined / 

existing users12. Note that this creates a single point of failure in which a new client 

would not be able to connect to the introducer and thus would not be able to connect to 

any storage servers. The docs state two ways of reducing the danger9. The first one is 

that the introducer is defined by a hostname and a private key. This hostname and pri-

vate key are easy to move to a new host in case that the original introducer fails. The 

second danger reduction measure, is that even if the private key is lost, clients can be 

reconfigured to use a new introducer. 

Introducer nodes are not a necessary thing to have within a grid. One could also use 

the grid without any introducers. The list of storage server nodes are then distributed in 

another way. A node can be both a server node (introducer or storage) and a client node. 

In this case, a client can download shares from storage servers, but also offers disk 

space to other nodes. 

When a client wants to upload a file to the storage servers, the client first encrypts 

the file. This results in a ciphertext. This ciphertext then goes through an erasure coding 

process; a process in which a ciphertext is split up into multiple smaller pieces, but in 

such a way that a few of these pieces are sufficient to reproduce the entire, bigger ci-

phertext. These pieces are called segments. These segments are then “erasure coded” 

into a number of blocks. One block of each segment is then sent to the storage servers. 

The group of blocks on a storage server is called a “share”. 

When a client wants to download the file (e.g. to modify it), the client downloads 

the shares from a couple of storage servers as not all shares are needed to reproduce the 

ciphertext. The specific amount of shares that are needed, is explained in section 4.2. 

The process of storing a file is also illustrated in figure 1 (with some complexity re-

moved). The client encrypts a file using, for example, the Tahoe-LAFS web API. After 

encryption, the ciphertext gets erasure coded and stored on the storage servers. 

Tahoe-LAFS can be used, among some others, from a web browser, (S)FTP tools 

and from the command line. Clients can download pre-packed versions for e.g. Win-

dows, but also build Tahoe-LAFS themselves using Python13. There is, therefore, no 

special software / client needed in order to run Tahoe-LAFS. 

 
11  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html 
12  https://blog.torproject.org/tor-heart-tahoe-lafs 
13  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/INSTALL.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html
https://blog.torproject.org/tor-heart-tahoe-lafs
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/INSTALL.html
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Fig. 1. Storing a file in Tahoe-LAFS 

Tahoe-LAFS has several subparts in their protocol in order to achieve all of the above. 

These subparts of the Tahoe-LAFS protocol, are: 

1. Access control; 

2. Fault tolerance; 

3. Cryptography; 

4. Freshness of mutable files & directories. 

We will first discuss the architecture of Tahoe-LAFS in order to give a basic under-

standing of the different layers that Tahoe-LAFS has (4.1). We will then discuss the 4 

subparts that are mentioned above separately in detail (4.2-4.5). Section 5 looks at im-

provements for Tahoe-LAFS by analyzing and improving privacy & anonymity (5.1-

5.2) and by trying to list and solve limitations of Tahoe-LAFS (5.3). Note that we are 

not analyzing file synchronization in detail here. See section 6 (conclusions & future 

work) why we made this decision. 
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4.1 Architecture 

Tahoe-LAFS consists of three layers14: 

─ Key-value store layer; 

─ Filesystem layer; 

─ Application layer. 

The information in this section is based on the Tahoe-LAFS docs, as the paper does not 

distinguishes between these layers and misses some information that is present in their 

docs. 

4.1.1 Key-Value store 

The lowest layer, the first layer, is the key-value store layer, and is designed for the 

capabilities (see 4.2). The key of a key-value pair is a capability, which are short ASCII 

strings. The value of the key-value pair are sequences of data bytes. This data is en-

crypted and distributed to a number of nodes. Performance can depend on the size of 

the value. This key-value store layer doesn’t include human-meaningful names. Capa-

bilities are self-authenticating, resulting in that adversaries that don’t know a capability, 

will not be able to perform actions on the file linked to that capability. 

4.1.2 Filesystem 

The second layer, the middle layer, is the decentralized file system. This file system is, 

according to their docs, a directed graph where the intermediate nodes are directories 

and the leaf nodes are the files. A leaf node just contains data. The only metadata a leaf 

node has, is the length in bytes. This layer adds human-meaningful names on top of the 

key-value store layer. 

 The key-value store layer contains information about the actual bytes for example 

that are inside files. The filesystem layer contains information about directory names, 

file names and metadata. (human-readable) pathnames are mapped to pieces of data in 

this layer. As mentioned above, the filesystem is a directed graph. This graph is a graph 

of directories. Each directory contains a table. Information that is stored in this table, is 

information about the children, which can be either directories or files. The reference 

of such a child, is the capability (see 4.2). This means that every directory child in the 

table has two capabilities assigned, namely the read-write and the read-only capability. 

4.1.3 Application 

The third layer, the top layer, is the application layer. This layer consists of applications 

that are using the file system. The docs name one example, namely Allmydata.com, 

which is a backup service that periodically copies file from a local disk to the decen-

tralized file system. 

 
14  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html
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4.2 Access control 

4.2.1 Intro. 

File systems need some sort of access control in order to decide which users are allowed 

to take which actions on particular files or directories. Tahoe-LAFS achieves this 

through using capabilities. A capability is a unique identifier (a short ASCII string15) 

that is linked to a file or directory, and encodes the access rights of that particular file 

or directory. For files, Tahoe-LAFS distinguishes two types: immutable & mutable 

files. Each of this type has their own set of capabilities. A user can perform actions on 

a file depending on what capability he/she knows. Knowing a capability of a file or 

directory is sufficient to proof that the wielder can perform certain actions on that par-

ticular file or directory. The types of files are described below together with their set of 

capabilities. 

4.2.2 Details. 

A capability in Tahoe-LAFS is defined as: “a short string of bits which uniquely iden-

tifies one file or directory” [29]. An owner of an object (file/directory) knows this iden-

tifier, which is necessary and sufficient to gain access to that object. In order to keep 

this secure, these strings need to be short enough in order to be convenient to store and 

transmit, but this string also has to be long enough to be unguessable. The paper states 

that therefore, the string length needs to be at least 96 bits, which should be long 

enough. 

So, Tahoe-LAFS uses capabilities for access control. Tahoe-LAFS consists of files 

and directories. For files, Tahoe-LAFS distinguishes two types: mutable and immutable 

files. 

For mutable files applies that their contents can be changed. For immutable files 

applies that they can only be written once upon creation and are read-only afterwards. 

In order to have access control, each type of file has its own set of capabilities. Im-

mutable files have two capabilities, namely the read capability and the verify capability. 

The read capability grants the ability to read the contents of a particular version of that 

file, most likely the latest version16. The verify capability grants the ability to check the 

integrity of that file, without the ability to read the contents. 

Mutable files have three capabilities. As for the immutable files, mutable files have 

the read capability (called read-only capability for mutable files) and the verify capa-

bility. In addition, immutable files also have a read-write capability which specifies that 

a user can both read and write to that particular file. Deleting a file appears to be hard 

to find information about. The only source we could find, is a blog on the torproject 

website17. They state, that in order to delete a file, one just has to forget / delete the 

capability string. Tahoe-LAFS storage servers have a built-in garbage collector, which 

clean up unreferenced shares. We couldn’t come up with other sources that verify / 

counter this statement. 

 
15  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html 
16  See capabilities: https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html 
17  See sharing capabilities: https://blog.torproject.org/tor-heart-tahoe-lafs 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html
https://blog.torproject.org/tor-heart-tahoe-lafs
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So far, we have discussed the types of files and the corresponding capabilities for 

each type of file: 

─ Mutable file; 

• Read-write capability; 

• Read-only capability; 

• Verify capability; 

─ Immutable file; 

• Read capability; 

• Verify capability. 

When a file is created, all of the capabilities that belong to that file are also created. So, 

every immutable file has two capabilities, and every mutable has three capabilities. Ac-

cess control depends on what capabilities are known by users. If a user knows the read-

write capability (a unique 96-bit string) of a mutable file, that particular user is able to 

write to that file. In other words, the owner of a file knows the capabilities of that file. 

This owner can delegate access to other users by sharing a particular capability (unique 

string) of a particular file. For example, the owner can share the read-write capability 

of a mutable file with someone else granting the other user rights to also modify that 

file. 

Users who know capabilities of certain files, can share the capability with others. 

Sharing this capability is as simple as sending the unique (at least 96-bit long) string to 

another user. As mentioned at the top of this section, knowing the capability (the 96-bit 

unique string) is enough to perform the right linked to that capability. 

Capabilities can also be diminished by users knowing a capability. This sounds 

vague, but simply means that from a read-write capability of a mutable file, a read-only 

capability and a verify capability can be produced. Another example: from a read ca-

pability of an immutable file, a verify capability can be produced. However, the other 

way around is not possible, meaning that it is not possible to produce a read capability 

for an immutable file from a verify capability of that file. In section 4.4, we show how 

the keys/secrets are produced and why and how lower permission keys can be produced 

from higher permission keys. 

There is one capability that both file types have in common, namely the verify capa-

bility (verify-cap). The purpose/requirement of this cap is that it has to allow the wielder 

to check the integrity of the corresponding file without giving any information about 

the plaintext. This is very useful in back-up systems, as it allows one, for example, to 

share the verify-cap with a back-up service in order to allow the back-up service to 

check if a file is still correctly stored (by checking integrity) without altering or reading 

the contents. 

The requirement of the read capability (read-cap) for immutable files and the read-

only capability (read-only-cap) for mutable files is that it has to give the ability to read 

the plaintext of a file and, in addition to reading contents, also the ability to verify the 

integrity. Another requirement is that the wielder/holder of a read(-only)-cap to a file 

can diminish the capability to produce a verify-cap to that file. Section 4.4 shows how 

this is implemented in Tahoe-LAFS. 
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Next to the read and verify cap, there is also a read-write capability (read-write-cap). 

This capability is only relevant for mutable files, as immutable files cannot be al-

tered/edited. The requirement of this read-write-cap is that it allows the holder/wielder 

to alter the contents of a file and produce a read(-only)-cap to that same file. This pro-

duced read(-only)-cap can then be used to reproduce a verify-cap. 

Important (and trivial) is that someone who knows a capability is not able to go up 

in permissions. E.g., someone who knows a read-only-cap, is not able to reproduce the 

read-write-cap of the same file. This is also why mutable files have asymmetric crypto 

requirements on capabilities, while immutable files have symmetric crypto require-

ments on the capabilities. 

Capabilities for directories are not explained at all in the paper. Therefore we use 

information from the docs to describe how directories work. The directory structure in 

Tahoe-LAFS is a directed graph of nodes18. Each directory consists of a set of name-

entry pairs. The name in this case is a child name which is a directory entry. The entry 

is in this pair is either a file or another directory. If one shares a read-only capability 

with another person of a given directory, this person will also have read-only rights to 

all of the children. This person, however, will not be able to perform write operations 

on the directory and its children (i.e. transitive read-only access). 

A directory can be interpreted as a mutable file. Mutable files have the same capa-

bilities and properties as directories (more about mutable files in 4.4). Just like mutable 

files, directories have secret keys, have three capabilities etc… Each directory has an 

RSA keypair, in which the owner(s) of the write-capability knows the private key. The 

owner(s) of the read-capability know the public key. Below two example capabilities 

of directories: 

URI:DIR2:swdi8ge1s7qko45d3ckkyw1aac%3Aar8r5j99a4mezdojejmsfp4fj1zeky9gji

gyrid4urxdimego68o 

 URI:DIR2-

RO:buxjqykt637u61nnmjg7s8zkny:ar8r5j99a4mezdojejmsfp4fj1zeky9gjigyrid4urxdi

mego68o 

The first one is a read-write capability. The second one is a read-only capability. Figure 

2 also shows an example directory in Tahoe-LAFS. One directory contains the three 

capabilities and the children. 

 As can be seen, directories are identified and located by using URI’s, which are 

formed based on certain capabilities. This also holds for files; each file and directory is 

described by a URI. The lowest layer, the key-value store layer, is responsible for map-

ping these URI’s to data (see 4.1). See also the docs19 which specifies how a URI should 

look like. 

 

 
18  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/dirnodes.html 
19  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/uri.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/dirnodes.html
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/uri.html
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Fig. 2. Example directory in JSON format 20 

4.3 Fault tolerance 

4.3.1 Intro. 

Tahoe-LAFS is a fault tolerant protocol. It offers storage of files, distributing its con-

tents over several servers such that the original contents of the file can be reconstructed, 

even if a fraction of the servers fail. This redundancy is achieved using so-called erasure 

codes [29]. Erasure codes are an efficient coding technique that allows the ciphertext 

of a file of b bits to be split into N shares such that the original contents of the ciphertext 

can be reconstructed given at least K different shares. Whenever Tahoe-LAFS wishes 

to store a file, it is split into N shares which are stored on multiple servers. It is usually 

the case that each share is stored on a separate server, but in some cases it might occur 

that a single server holds multiple shares of a single file. The paper does not further 

specify when this might be the case, but our guess is that this might occur when there 

are not enough available storage-servers in the storage grid 21. Whenever Tahoe-LAFS 

wishes to read a file, it tries to collect at least K different shares of the file in order to 

reconstruct its contents. The strength of the erasure codes process, is based on the eras-

ure coding parameters, which are further explained below. 

4.3.2 Details. 

In order to configure this erasure coding, which happens on every write, one has to 

configure erasure coding parameters. The writer of the file chooses these parameters. 

The writer has to configure the following parameters: 

─ N, which is the total number of shares that will be written; 

─ K, which is the number of shares to be used on read. 

The information in this part is based on the docs; the paper does not describe this in 

detail, they even do not mention the division into segments at all. Each time a file is 

written and each time a file is uploaded, the file gets encrypted (see 4.4) and the result-

ing ciphertext is then broken up into segments22. It might be the case that the last seg-

ment is shorter, as it is the last part of the file. After the division into segments, each 

segment gets “erasure-coded” into a number of blocks. One block of each segment is 

 
20  From https://www.digitalocean.com/community/tutorials/tahoe-lafs 
21  We also mean storage servers that don’t have enough space available 
22  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-encoding.html 

https://www.digitalocean.com/community/tutorials/tahoe-lafs
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-encoding.html
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then sent to a server. A server thus collects multiple blocks; one of each segments to be 

precisely. The term “share” is thus a collection of blocks on a server. Figure 3 (at the 

bottom of this section) illustrates this process. The total amount of shares is N, so N 

shares of the ciphertext will be created. The file will be recoverable if and only if a total 

of K shares are retrieved.  

Erasure coding is applied on the ciphertext, i.e. the encrypted file. A hash of the 

encryption key is used to form the storage index. This storage index is used for two 

purposes: server selection and to index shares within the storage servers. Server selec-

tion is quite a complex process; encrypting a file, encoding it and sending/uploading 

the shares to some servers. But to which ones? The paper does not describe anything 

about server selection. Therefore, the docs will be used to explain this process23. The 

storage index is used as a mechanism to consistently permute the set of server nodes by 

sorting them. Sorting is done by hashing the storage index plus nodeID: 

 𝐻(𝑠𝑡𝑜𝑟𝑎𝑔𝑒_𝑖𝑛𝑑𝑒𝑥 +  𝑁𝑜𝑑𝑒𝐼𝐷) 

Each file gets a different permutation. Server selection is done in several steps: 

1. The first step is to remove servers from the permuted list that do not have enough 

space to store a share of the file. This information is known, because when the stor-

age servers announced their presence to the introducer nodes, they also announced 

the available space.  

2. The second step is to ask the servers if they are already holding a share of that file. 

This information is saved as it is also needed at a later stage. Note that these servers 

are not removed from the permuted list! 

3. The third step is to query to the remaining servers (on the permuted list) whether 

they want to hold a share of the file. Tahoe-LAFS does this by sending an 

𝑎𝑙𝑙𝑜𝑐𝑎𝑡𝑒_𝑏𝑢𝑐𝑘𝑒𝑡𝑠() query to each server (in turn) containing the number of the 

share. The response of the server can be either yes or no. In the case of no, it might 

be the case that this server has no space available. Servers did announce their avail-

able space on entering the network to the introducer, but in the meantime, it could 

be already full. In the case a server refuses (by returning no), the next server of the 

permuted list will be queried. In addition to returning an answer, the servers also 

return in their response whether they already hold shares of that file. This process 

continues until all shares are linked to a server. 

These three steps result in a table. This table contains mappings from share number to  

server. After these steps, the encoding and push phase starts (which is the erasure cod-

ing process and uploading the shares on the servers). In some scenarios this will result 

in ending up with multiple shares of the same file on a single server. This occurs when 

there are less writable servers than not yet stored shares.  

When a server crashes (or is unreachable for any other reason), it is removed from 

the permuted list. This means that from now on, this node is not queried anymore for a 

particular file. If a server, where shares are stored of a particular file, has suffered a 

failure, the share becomes unavailable. Tahoe-LAFS built a tool, called the “File 

 
23  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html
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Checker” (according to their architecture docs), that periodically counts the number of 

shares that are still available for a given file. A second tool they built, is called the “File 

Verifier”. This verifier can download the ciphertext of a given file and integrity check 

this. A third tool that they built, is called the “File Repairer”. If the checks above of the 

File Checker and the File Verifier result in possible data loss because shares became 

unavailable for example, this File Repairer can be used which will regenerate and re-

upload the shares that appear to be missing. The File Repairer, however, will not be 

able to read contents of a file for example; it does not get the full capability of a file. 

The File Repairer only downloads the ciphertext, regenerates shares that appear to be 

missing and then re-uploads these shares to new storage servers. 

In the Tahoe-LAFS docs24, they also mention a third parameter (besides N and K), 

namely the “Happy” parameter. The happy parameter needs to have a value between N 

and K: 

 𝐾 <=  𝐻𝑎𝑝𝑝𝑦 <=  𝑁 

The Happy parameter is not explained in the paper and thus we used the docs to explain 

the parameter. Tahoe-LAFS has built a so-called health check. This health check is built 

to check whether a file upload can be considered as successful or not. There are two 

different versions of this health check: one for mutable files & directories, and one for 

immutable files. For immutable files, the Happy parameter is used. An upload is con-

sidered successful, when the Happy condition is satisfied. Satisfying the Happy condi-

tion assures that the shares of a particular file is distributed among enough servers, such 

that if a few of them fail, it will not affect availability. Mutable files and directories, on 

the other hand, are “health checked” in a different way. In this case, all erasure encoded 

shares are checked whether they are successfully placed on the grid during the upload 

phase. Note that this is a weaker health check than the one for immutable files which 

uses the Happy parameter. This check for mutable files and directories does not provide 

information about server selection; doing this check does not give any information 

whether all (or a majority of the) shares are stored on one single server or not. It thus 

does not detect whether availability might be at risk if a server fails where shares of 

that particular file are stored. Tahoe-LAFS states that it hopes to extend the Happy 

parameter to also work for mutable files and directories. 

To clarify how the parameters work, we will give one example. When one configures 

N=10 and K=3, it means that there is a total of 10 shares (of a particular file) that the 

protocol has to place on servers. At least 3 shares are needed to reproduce the file, i.e. 

erasure decode the shares back to its original content, the ciphertext. If Happy=7, for 

example, an immutable file upload is considered to be successful if and only if the 

shares are distributed on at least 7 different servers. A file becomes unavailable if the 

protocol fails to retrieve at least 3 shares (in our example) of the file we are trying to 

retrieve. Note that the value N decides the overhead. Configuring N to be a very high 

number, means that there are more Merkle hashes (see 4.4) and that more nodes are 

contacted to retrieve and store shares. 

In order for parameters N and K to work, constraints are defined for these variables: 

 
24  https://tahoe-lafs.org/~warner/tahoe-reliability/docs/configuration.txt 

https://tahoe-lafs.org/~warner/tahoe-reliability/docs/configuration.txt
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 1 <=  𝑁 <=  256 (1) 

 1 <=  𝐾 <=  𝑁 (2) 

The constraint of the maximum length of N (256) is because Tahoe-LAFS uses Reed-

Solomon codes. A Reed-Solomon code is an error correcting code operating on a block 

of data. Tahoe-LAFS configured Reed-Solomon codes to run over GF(28). In other 

words, data is treated as a set of finite field elements which, in Reed-Solomon, are 

called “symbols”. One example: assume a block of 2048 bytes, which is 16384 bits. 

Using Reed-Solomon codes, this block is treated as a set of 2048 8-bit symbols. Each 

of the symbols is a finite element of GF(28). Tahoe-LAFS stated that they chose Reed-

Solomon because it offers optimal storage overhead, citing their argument: “exactly b 

blocks of erasure code data (plus metadata – the index number of each block) are nec-

essary to decode a b-block file”. 

Tahoe-LAFS uses zfec as Reed-Solomon implementation as it is the fastest imple-

mentation of other Reed-Solomon implementations, as shown in paper [17]. The Ta-

hoe-LAFS paper and their docs do not describe how it works at all. From the Python 

website, we found out that zfec is largely based on fec 25, which stands for “forward 

error correction” [14]. The improvement of zfec compared to fec, is that zfec added the 

Python API, refactored the C API and did a few clean-ups and optimizations of the 

core. The last thing zfec added, was a command-line tool, which is called zfec. For more 

information about fec, we refer the reader to the paper [14]. 

 

 
25  https://pypi.org/project/zfec/ 

https://pypi.org/project/zfec/
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Fig. 3. Erasure-coding process of a file26 

  

 
26  From: https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-encoding.html  

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-encoding.html
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4.4 Cryptography 

4.4.1 Intro.  

Cryptography in Tahoe-LAFS is used to implement the capabilities discussed in section 

4.2. Each capability has certain requirements. The details of these requirements can be 

found in the details section. For example, a verify capability’s requirement is that it has 

to allow the wielder to check the integrity of the file while not learning anything about 

the plaintext. 

As there are two types of files, namely immutable and mutable files, the crypto that 

is used is also divided into two parts: crypto for immutable files and crypto for mutable 

files. For immutable files symmetric crypto is used, while for mutable files, asymmetric 

crypto is used. 

4.4.2 Details.  

In order to describe the crypto in detail, we divide this section into 4: 

1. Cryptography preliminaries; 

2. Immutable files; 

3. Mutable files; 

4. Directories. 

The first part states some cryptographic preliminaries as, for example, a lot of hashing 

is done in this protocol, but they all use the same hashing algorithm. The cryptographic 

preliminaries describe what we mean with hashing in the rest of the section for example. 

The second and third part describe how and what crypto is supporting mutable and 

immutable files. In other words, how are the capabilities supported by crypto. The 

fourth and last part describes how directories works, as for so far, we only covered files. 

1. Cryptographic preliminaries 

There are three cryptographic preliminaries to describe in this section which are used 

in mutable files, immutable files and directories. The three cryptographic preliminaries 

are: 1) hashing, 2) merkle tree and 3) encryption. 

In the next few subsections, “secure hash” (denoted by H) always means that it is 

hashed using SHA256d. The “d” in SHA256d means that it is a SHA256 hash in a 

SHA256 hash. In other words: 

 𝑆𝐻𝐴256𝑑(𝑀) = 𝑆𝐻𝐴256(𝑆𝐻𝐴256(𝑀)) (1) 

Meaning, SHA256d is the SHA256 hash of a SHA256 hash of a message. 

In addition to this, there is also a tag prepended to the input that is specific for the 

purpose of the hashing. This prevents using a secure hash function for two different 

purposes to result in the same hash. This is, for example, useful to ensure that, citing 

from the paper: “the root of a Merkle Tree can match at most one file” [29]. Therefore, 

we define a secure hash function using SHA256d with a tag as: 

 𝐻t(𝑀) = 𝑆𝐻𝐴256(𝑡; 𝑀) (2) 



29 

 Ĥt(𝑀) = 𝑆𝐻𝐴256(𝑆𝐻𝐴256(𝑡; 𝑀)) (3) 

Where t is the tag, M is the message.  

The second one in the list is the Merkle Tree. When “Merkle Tree” occurs in the 

text, a binary Merkle Tree is meant that uses SHA256d as its secure hashing algorithm. 

A binary Merkle Tree, is a hash tree in which every leaf node is labelled with the hash 

of a data block. Every non-leaf node, on the other hand, is labelled with the crypto-

graphic secure hash of the labels of its child nodes. A drawing of such a tree can be 

seen in figure 4. As can be seen in this drawing, every leaf node is labeled with a hash 

of a data block (L1, L2, L3, L4), while every non-leaf node is labeled with a hash of the 

labels of the corresponding child nodes. The Merkle Tree in Tahoe-LAFS uses one tag 

for the secure hash function to generate an internal node from the children and another 

tag for the secure hash function to generate a leaf. This leaf is a segment of the file that 

the tree covers. How Merkle Trees are applied within the Tahoe-LAFS protocol, will 

be explained in the next subsections. The purpose of this Merkle Tree, is to ensure that 

data blocks that are received from other peers, are received unaltered, so without integ-

rity violations (and it also prevents fake blocks27 sent by ‘lying’ nodes). It allows veri-

fication of the correctness of a subset of data without requiring all of the data28. As 

Merkle Trees are vulnerable to second preimage attacks, causing an attacker to create 

a file (other than the original) with the same Merkle Hash root [1], purpose based tags 

are introduced, as mentioned earlier in this subsection. 

For every time Encryption occurs, the third in the list, Tahoe-LAFS means AES-128 

in CTR mode (AES encryption with a 128 bit key using the Counter mode).  

 

 
27  See https://en.wikipedia.org/wiki/Merkle_tree 
28  See file encoding: https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html 

https://en.wikipedia.org/wiki/Merkle_tree
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html
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Fig. 4. Merkle Hash Tree 

2. Immutable files 

Immutable files differ from mutable files, as immutable files can only be written once; 

upon creation. There is no read-write-cap, there is only a read-cap and a verify-cap that 

regulate access control for a particular (immutable) file. As mentioned before, and be-

cause immutable files do not have a read-write-cap, symmetric crypto is sufficient to 

satisfy the requirements of immutable files (see 4.2). 

The process of creating an immutable file is as follows: 

1. A client chooses a symmetric encryption key that is used to encrypt the file, and 

encrypts the file using the chosen key; 

2. Then the client has to choose and configure the erasure coding parameters K & N 

(According to the docs, a clients can configure the Happy parameter as well, see 

4.3); 

3. The third step is to split the ciphertext (plaintext encrypted with symmetric key cre-

ated at step 1) into N pieces; this process is called “erasure coding the ciphertext” as 

described in section 4.3; 

4. The last step is to distribute these shares among different servers, in which servers 

are chosen using the method described in section 4.3. 

Each capability of immutable files (i.e. read-cap & verify-cap) has their own way of 

constructing the capability. The verify-cap is derived from the ciphertext, by using se-

cure hashes. The verify-cap makes it possible to check the integrity of a file without 

being able to produce the plaintext. Tahoe-LAFS states two problems regarding file 

validity: 
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1. When writing a file, the file is split up into N shares (as described in section 4.3) and 

distributed among different servers. However, when an integrity check fails, the cli-

ent does not know which of the (erasure code) shares are wrong. This is, however, 

necessary to know, as the client can then reconstruct the file from other shares (ex-

cluding the wrong shares). 

In order to solve this, Tahoe-LAFS stated that they compute a Merkle Tree over the 

erasure code shares. This makes it possible for clients to verify the correctness of each 

share. Figure 5 shows what this Merkle Tree looks like. The leaves are the blocks and 

the result is the block root hash. But it is not enough: 

2. The second problem is that creating a Merkle Tree over the erasure code shares is 

not sufficient. The reason for this, according to the paper, is that it is not sufficient 

to guarantee a one-to-one mapping between the verify capability and the file con-

tents. The danger is that it cannot guarantee a one-to-one mapping between the ver-

ify-cap and the contents of a file. 

The solution to the second problem, is creating a second Merkle Tree. But this time, a 

Merkle Tree over the ciphertext itself. In this way, a reader can verify the correctness 

of a part without actually downloading the entire file. Figure 6 shows what this Merkle 

Tree looks like. The leaves are the block root hashes of the previous Merkle Hash tree. 
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Fig. 5. Merkle Hash Tree resulting in block root hash, from29 

 

 
29  Source:https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-

encoding.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-encoding.html
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-encoding.html
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Fig. 6. Merkle Hash Tree resulting in share root hash, from30 

As there are two Merkle Trees, there are also two roots (one for each Merkle Tree). 

These two roots are kept together in a small block of data. A copy of this is stored on 

each of the servers where also the shares are stored. Tahoe-LAFS calls this the “Capa-

bility Extension Block” (CEB), and did this because in fact, the content of this CEB are 

logically part of the capability itself. Note that Tahoe-LAFS wants to keep the capabil-

ity as short as possible, and thus stores these capabilities on the servers. Figure 7 illus-

trates such an immutable file. 

The verify-cap is a secure hash function of this Capability Extension Block. The 

read-cap, on the other hand, is the verify-cap and the symmetric encryption key granting 

this capability to read the contents of the file, and to verify the file itself. 

 
30  Source:https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-

encoding.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-encoding.html
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/specifications/file-encoding.html
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Fig. 7. Immutable file31 

3. Mutable files 

Immutable files only have two capabilities, as mentioned above. Mutable files have 

three of them, as the file can be mutated/altered: verify-cap, read-only-cap and read-

write-cap. Another difference is that the setup process does not concern symmetric 

crypto, but instead asymmetric crypto due to the third capability. Every mutable file 

has an RSA key pair. Clients/users that have access to the private key (called the signing 

key SK for the rest of this text) are authorized to write. They can make signatures on 

new versions of the file that they write. Tahoe-LAFS chose for 2048-bit RSA keys. 

However, the capabilities (these unique strings) are 128-bit secrets that are linked (cryp-

tographically) to the RSA keys. Note that in section 4.2 was mentioned that secrets 

should be longer than 96 bits to be unguessable. Tahoe-LAFS thus satisfies this require-

ment.  

Two sentences ago, we mentioned that the secrets are linked to the RSA keypair. 

The way they are linked, is as follows (according to the paper):  

The writing process to a mutable file contains computing the write key WK. This 

WK can be computed by hashing the SK: 

 𝑊𝐾 =  𝐻𝑡𝑟𝑢𝑛𝑐(𝑆𝐾) 

Where Htrunc is hashing using SHA256d, but truncating the output to 16 bytes. Note 

the link to the RSA key pair, as SK is the signing/private key of the RSA key pair. The 

 
31  From [29] 
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reading process consists of computing the reading key RK. The RK can be calculated 

as follows: 

 𝑅𝐾 =  𝐻𝑡𝑟𝑢𝑛𝑐(𝑊𝐾) 

This also implies that someone with access to the RK cannot compute the WK from 

only knowing RK. The other way around is possible: knowing WK results in the possi-

bility to compute RK. This is desired behavior, because, as mentioned before, keys 

should be diminishable (see 4.2).  

When a client performs a write to a file, he/she generates a 16 byte salt that is used 

to compute the encryption key EK: 

 𝐸𝐾 =  𝐻(𝑅𝐾, 𝑠𝑎𝑙𝑡) 

Using this encryption key EK, the client encrypts the plaintext, erasure codes it to gen-

erate the shares and finally writes those shares to different servers. The Merkle Tree 

over the shares can then be computed. The process of getting the ciphertext, is thus as 

follows: 

 𝐶𝑖𝑝ℎ𝑒𝑟𝑡𝑒𝑥𝑡 =  𝐸𝑛𝑐𝑟𝑦𝑝𝑡(𝐸𝐾, 𝑝𝑙𝑎𝑖𝑛𝑡𝑒𝑥𝑡) 

As this client is writing, he/she knows the SK. This SK is used to sign multiple parts: 

─ The root hash of the Merkle Tree; 

─ The salt; 

─ The erasure coding parameters; 

─ The file size; 

─ And a sequence number (for file versioning, to indicate that the contents that this 

client just wrote, supersedes the previous version/sequence number). 

Figure 8 shows an illustration of the different parts of mutable files. 

Now that we have covered keys and how they are computed, let’s look at the capa-

bilities itself. We start with the verify-cap: 

 Verification involves checking a signature, as each mutable file has a unique RSA 

key pair. In order to make this possible, a copy of the RSA public key (called VK, the 

verifying key) for every file is stored on the servers where also the (erasure coded) 

shares are stored. The verify-cap (VC) has the ability to check that this VK, which is 

stored on a storage server, is the correct one. Therefore, the VC is a secure hash function 

of the VK: 

 𝑉𝐶 =  𝐻(𝑉𝐾) 

The second capability, is the read-only-cap (RC). The requirement of this capability is 

that it can read the content of the associated file, but also check for integrity. Therefore, 

the RC consists of the following: 

 𝑅𝐶 =  𝑉𝐶, 𝑅𝐾 
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RC now has the ability to check for integrity (using VC) and to read the contents of the 

associated file (using RK). 

The last capability, is the read-write-cap (WC). The requirements of this capability 

is that it needs to provide the ability to check for integrity (using VC) and to read content 

from and write content to a file. Therefore, a write key (WK) is added to this capability: 

 𝑊𝐶 =  𝑉𝐶, 𝑊𝐾 

When writing, the writer has to produce a signature on the new version of the file. This 

is done by storing the SK (private, signing key), encrypted with the WK, on the servers 

where the shares will be/ are stored. The WK is a secure hash of the SK, and SK will 

therefore remain secret as WK is only known by the users that are authorized to write. 

The author of the paper states that this is a somewhat unusual arrangement, but that 

they do not expect that there are weaknesses in this so called “key-dependent encryp-

tion” that are not found in standards like RSA and AES. 
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Fig. 8. Mutable file32 

4. Directories 

A directory is a mutable file, which does not contain one single element, but a set of 

tuples (child name, capability). Tahoe-LAFS aims for transitive read-only in directo-

ries. This means, citing from the paper, that: “users who have read-write access to the 

directory can get a read-write-cap to a child, but users who have read-only access to the 

directory can get only a read-only-cap to a child” [29]. In order to implement transitive 

read-only directories, Tahoe-LAFS includes two slots for the capabilities of each child. 

One of the two is for a read-write-cap and the other for a read-only-cap. Information 

and data is encrypted when writing the directory, just like encryption works for writing 

a mutable file. There is, however, one addition: read-write-caps to children are so called 

 
32  From [29] 
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“super-encrypted”, which means that they are encrypted separately by the writer before 

being stored. 

4.5 Freshness of mutable files & directories 

So far, we have described how digital signatures work in mutable files and directories. 

The paper, however, states that there is still one weakness in this part of the protocol: 

“the digital signature does not prevent failing or malicious servers from returning an 

earlier, validly signed, version of the file contents” [29]. They do not actually solve the 

problem in the solution, but make it harder to attackers or failing servers to return wrong 

contents of a file. They accomplish this by using the “erasure coding scheme”. A mu-

table file has versions, in which each version has a sequence number. Returning con-

tents of a file concerns reading a file. To accomplish the above, the read protocol is split 

up into two phases: 

1. Instead of directly requesting the content of a file, the first phase consists of request-

ing metadata about a share from each K + E servers. Here, K is the number we al-

ready covered: the number of shares that are necessary to reconstruct the file. E is a 

number that stands for the number of “extra” servers to read from. So, in step 1, a 

reader requests metadata about a share and queries K + E servers to do this. One 

element of this meta-data that is requested, are the version numbers. If the reader 

learns that there are at least K shares of the highest version number found in the 

meta-data, the reader is satisfied and proceeds to the second phase. In other words, 

there are at least K shares that have the same highest version number. If there are 

higher version numbers found in the meta-data of the shares, but not at least K shares 

have that version number, there is something wrong. In other words, if one of the 

shares have the highest version, but none of the other shares have this same highest 

version, something suspicious is going on. The reader will, in this case, continue 

querying more servers for their meta-data, until at least K shares are found that share 

this highest version (while it is also possible to run out of servers to query) and con-

tinue to phase 2. 

2. In this phase, the second phase, the input might be that the first phase ended in run-

ning out of servers or that it learned that at least K shares have the same newest 

version. The output of this phase results in downloading the shares. The paper de-

scribes that the shares will also be downloaded if the reader ran out of servers not 

finding at least K shares with the same highest version. It does not, however, describe 

what it means when this happens; what measures does this protocol take when not 

at least K shares are found with the same highest version? We think that Tahoe-

LAFS looks at the second highest version number and restarts the process continuing 

until a version is found that at least K shares share. However, this is not stated in the 

paper, and is just a guess. 
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5 Improving the Tahoe-LAFS file system 

As we saw in the previous section, Tahoe-LAFS has a few shortcomings. Tahoe-LAFS 

is not privacy friendly by default, and does not have any owner control / flexibility for 

owners. In this section, we will try to mitigate these in order to improve the Tahoe-

LAFS file system. 

5.1 Privacy analysis 

Tahoe-LAFS by default is not very privacy friendly. In order to read a file, one has to 

download the necessary shares (at least K, see 4.3) from different servers which are 

used to reproduce the file that the user wants to read. This is under the assumption that 

the requester/reader knows the read-only-cap in case of a mutable file or the read-cap 

in case of an immutable file. This download, however, is not anonymous because the 

IP address from which the reader is downloading the file, is visible to the storage servers 

and eavesdroppers. This leads to linkability of the user to a specific download which 

can be observed by users by observing the file size (see section 5.2.4). Note that a writer 

cannot be linked to reader(s) of the same file as they access different URI’s. A reader 

accesses a URI containing the read-only cap, while a writer accesses a URI with the 

read-write-cap embedded in it. However, if an observer has the read-only-cap to a cer-

tain file, it can observer traffic to identify others that are also reading the file, as they 

are accessing the same URI. 

 

5.2 Privacy improvements 

5.2.1 Tahoe-LAFS over anonymization network 

Tahoe-LAFS, however, designed a solution for this. The solution in detail can be found 

in their docs33, as no information about this can be found in the paper itself. Tahoe-

LAFS can be configured to run over Tor or I2P, which are both anonymization net-

works. There is a bit of client-side configuration needed, which is different for Tor and 

I2P. For Tor, one has to install Tor and configure Tahoe-LAFS to run over Tor. For 

I2P, one has to install I2P itself, do some configuration on the localhost and then con-

figure Tahoe-LAFS to run over I2P. Below we will discuss the two types of anony-

mization networks that can be used for Tahoe-LAFS; what they are (briefly), what the 

differences are and how they can be applied in Tahoe-LAFS. 

I2P 

I2P is a P2P anonymization network layer/overlay, that is formed by a group of routers. 

This group of routers is the software which makes it possible to communicate through 

I2P. Participants (i.e. routers) in the network are interacting anonymously with each 

other. I2P is based on mix networks, in which data is routed through multiple routers, 

which makes tracing much harder [9]. I2P applications are not accessible by connecting 

 
33  https://tahoe-lafs.readthedocs.io/en/latest/anonymity-configuration.html 

https://tahoe-lafs.readthedocs.io/en/latest/anonymity-configuration.html
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to the right IP address. Instead, I2P applications can be accessed through a so-called 

location independent identifier [27].  

Applications that are running on top of this layer, have an associated destination. 

This destination receives incoming connections from third parties [27]. In order to send 

messages, the I2P protocol creates (undirected) tunnels34 at each router (participant of 

the network). There are two types of tunnels; the inbound and the outbound tunnel. 

Receiving data happens though the inbound tunnel, while the outbound tunnel’s pur-

pose is to send data. A tunnel is formed by thee parameters: the gateway (which is the 

entry point), the set of routers (set of participants / intermediate nodes) and an endpoint 

(which is the exit point). Each participant decides on the configuration of their inbound 

and outbound tunnel. Note that for bidirectional communication, four tunnels are 

needed as both users in the communication need both an inbound and an outbound 

tunnel, because of the fact that these tunnels are undirected. When a user wants to send 

a message, a tunnel has to be created and configured (which can be a HTTP tunnel, an 

IRC tunnel etc.). Within this configuration, users can specify the amount of hops (ad-

ditional steps, i.e. amount of routers chosen for a tunnel between entry and exit point), 

which enables the user to decide on a balance between security and latency. Sending a 

message involves sending the message through the outbound tunnel of the sending par-

ticipant (containing the pre-configured extra hops → set of routers) to the gateway of 

the inbound tunnel of the receiving participant. This message then also goes through 

the set of participants (extra hops) defined by the inbound tunnel of the receiving party 

and eventually reaches the receiving party itself through the endpoint. 

 

 

Fig. 9. Sending message 

 In order to increase security and to make it harder to perform traffic analysis, I2P 

creates tunnels every 10 minutes and drops them afterwards. The reason of the 10 mi-

nute timeframe, is that this timeframe is small enough to make it hard for the attacker 

to gain sufficient knowledge of the network. This does mean, however, that a user has 

to select a new set of nodes/routers for its tunnels every 10 minutes, which is a subset 

of the total amount of routers in the network. 

TOR 

Tor is a low latency anonymization network, designed to provide users a way to browse 

anonymously [8]. TOR consists of routers, which are connected to each other by a TLS 

connection. It adds an anonymity layer for TCP. Similarly to I2P, TOR is also based on 

mix networks, with the difference to classical mix networks that TOR does not delay 

packets within the network (to achieve low latency). A TOR network consists of TOR 

routers. Information about the routing is distributed through multiple directory servers 

[15]. A paper of Damon McCoy et al. [15] explains that TCP connections are tunneled 

 
34  See https://geti2p.net/nl/docs/how/tunnel-routing 

https://geti2p.net/nl/docs/how/tunnel-routing
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through a circuit that rotates over time, and that there are typically, by default, three 

hops in a circuit. These hops exists of one entrance TOR router (the first hop), the mid-

dle TOR router (the second hop) and the exit TOR router (the third hop). So, in other 

words, there is a tunnel like in I2P, that consists of thee variables: the entrance router, 

the middle router and the exit router. The middle router does not necessarily have to be 

one router, it could also be a set of routers (relay nodes). Clients can decide on these 

variables. Nodes only know its’ predecessor and successor. [8] Only the entrance node 

knows the originator of a request through the TOR network. On the other hand, only 

the exit node has the ability to observe the decrypted payload, and learn about the final 

destination server. A TOR router cannot be both an entrance node and an exit node at 

the same time.  

TOR vs I2P 

According to Mathias Ehlert [9], there are three main differences between TOR and 

I2P. First, TOR is an example of an anonymization network that is designed for low 

latency anonymous internet browsing. I2P on the other hand, is designed as an isolated 

anonymous network within the internet [27]. A second difference between TOR and 

I2P, is that TOR supports bidirectional tunnels. I2P only supports undirected tunnels, 

causing the need of four tunnels in case of bidirectional communication. The last dif-

ference mentioned in the paper, is that TOR uses union encryption, while I2P uses garlic 

encryption. The difference between them is explained in [6], which states that in garlic 

encryption, multiple data messages may be contained in one single garlic message, 

which means, in other words, that one single garlic message could contain messages 

for more than one recipient (i.e. multiple messages for different receivers). Using this 

approach, other intermediary nodes are not able to determine how many data messages 

are wrapped in that garlic message and what the destination of each message is. 

Using the anonymization networks in Tahoe-LAFS 

Tahoe-LAFS storage servers can be configured to only be accessible through an anon-

ymization network. This means that users who want to store shares on those servers, 

have to configure the client to run over such a network. Tahoe-LAFS storage servers 

can also be configured to allow both anonymization and non-anonymization networks. 

There is a separate configuration variable, called “reveal-IP-address”, which is a 

Boolean and a configuration variable for clients. If this variable is set to 𝑓𝑎𝑙𝑠𝑒, Tahoe-

LAFS will refuse to start if there is any configuration on the client node that can possi-

ble leak the IP address of the node. This can be seen as an “extra check” variable. The 

reveal-IP-address variable can also be configured on storage server side. Note that this 

is a nice feature that Tahoe-LAFS supports, but that these measures will reduce perfor-

mance and requires additional software. 

Configuring storage servers to only be accessible via anonymization networks guar-

antees that any misconfiguration on the client side could not eventually lead to IP 
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leakage of the client. A detailed analysis of the anonymity of Tahoe-LAFS can be found 

on their Readthedocs page35 and on their GitHub page36. 

Running Tahoe-LAFS over an anonymization network is a good thing to do. A file 

is accessible through an URI, which is based on capabilities. Someone with a read-only 

cap to a specific file has to approach a different URI than someone with a read-write-

cap to that same file. Tahoe-LAFS over anonymization network can therefore further 

reduce linkability. 

5.2.2 Tahoe-LAFS over LAN 

There are still risks when running Tahoe-LAFS over an anonymization network as men-

tioned in the upper section. An alternative is running Tahoe-LAFS over LAN. The 

downside is that one has to have enough storage servers to store the data on. Another 

downside is that if the building is destroyed where the LAN network is in, the data 

would be gone too. However, this prevents adversaries from outside the network from 

eavesdropping data one is sending to / receiving from public storage servers. So, it has 

some risky downsides, but it reduces the risk. 

5.2.3 Tahoe-LAFS and trackers 

A huge benefit of Tahoe-LAFS is that it is not using trackers for routing / peer discov-

ery. Trackers are, for example, used by BitTorrent. If a user downloads a torrent file, 

the user finds, among other data, the location of the tracker it has to query in order to 

receive a list of peers that are seeding/leeching the same torrent. So, users know, if they 

download a torrent file, which other peers are also downloading that file. Besides that, 

the tracker is continuously maintaining the peer list and peers can continuously query 

the tracker for other nodes, in which the result includes IP addresses of nodes which 

can be used to connect to. 

Tahoe-LAFS uses introducers, which is a type of server node (see intro of section 

4). Instead of a tracker being responsible for routing (a way for peers to find each other), 

these introducers are responsible for routing. The benefit for this, compared to trackers, 

is also mentioned in the intro of section 4, namely: 

“In order to announce the presence of this introducer to storage servers and clients, the 

introducer has to manually deliver this location” 

Upon entering the network as a new node, the node has to know the introducer location 

and announce its presence. The introducer then broadcasts the location to all other 

nodes (clients & servers). The location of this introducer has to be manually delivered 

to any node which wants to join the network, as otherwise, these nodes would not know 

the locations of storage servers. In contradiction to the BitTorrent trackers, where the 

tracker keeps a peer list of all peers that are participating in the torrent session, the 

introducer is not participating in the session. The introducer does not know whether 

someone is uploading / downloading anything or not. 

 
35  https://tahoe-lafs.readthedocs.io/en/latest/anonymity-configuration.html 
36  https://github.com/tahoe-lafs/tahoe-lafs/blob/master/docs/anonymity-configuration.rst 

https://tahoe-lafs.readthedocs.io/en/latest/anonymity-configuration.html
https://github.com/tahoe-lafs/tahoe-lafs/blob/master/docs/anonymity-configuration.rst
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5.2.4 File size 

According to the architecture docs of Tahoe-LAFS37, the file size is not protected. In 

other words, if one wants to access a file, others will be able to determine the size of 

the file that this person tries to access. The risk becomes bigger if they already know 

the contents of that file, as then they are able to determine whether you are uploading 

or downloading the same file. 

 The docs do not describe a solution for this. In order to bypass this, one could use an 

anonymized network as it will hide the downloader/uploader’s identity. This does not 

stop others from determining the size of a file that one tries to access, but it reduces 

linkability. 

 As an anonymized network affects performance, this might not be the most efficient 

solution. What we try to prevent, is that others cannot link a file download to a specific 

IP address. If others are able to determine the size of a file that one tries to access, 

adversaries would be able to link that specific file to an IP address (which is, assuming 

that no anonymity network is used, the IP address of the downloader him/herself). 

There are a few possible solutions that we tried. One of them is using a VPN that mul-

tiple clients use. In this way, only the IP of the VPN is leaked which does not lead to 

linkability of the actual client. Data is accessed through URI’s. For example, a client 

can access data using the web API by: 

 ℎ𝑡𝑡𝑝://127.0.0.1: 3456/𝑢𝑟𝑖/ + $𝐶𝐴𝑃 

Where $CAP is the capability. The URL is just an example. The client API then requests 

the shares that are needed to access the file or directory associated with that capability. 

The VPN would not know anything about the capabilities, as the client API is just 

downloading the shares and are eventually decrypted client-side. This approach is faster 

than an anonymization network, as traffic goes through one additional server instead of 

going through a chain of nodes. 

 

 However, this brings several problems. A few examples: 

─ An introducer would not know when a node is entering the network, as the node is 

connected to the VPN. This causes that the new node does not know the locations of 

storage servers causing them unable to use the network for downloading and upload-

ing; 

─ Trust in the VPN is required; i.e. an external trusted party. The VPN could gain 

knowledge about capabilities and used URI’s, thus knowing share locations, file 

sizes etc…; 

─ Observing the traffic is still possible. 

Another solution would be to split the files in blocks of a pre-defined size. So, instead 

of splitting a block in shares of a particular size in which the last share might be smaller 

and where the total amount of these file share sizes is the total size of the entire file, the 

shares are padded to a pre-defined, equal size which ‘fakes’ the original size of the 

entire file. This still allows observers to calculate the file size, but as it is padded, it 

 
37  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/architecture.html
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does not match any earlier file. Thus, in order to hide the actual file size, a writer has 

to pad each share to a pre-defined, equally size (such that every share has the same 

size), and upload that share instead of the original share. Authorized readers will de-

crypt the file and remove the padding in order to read the original content, while non-

authorized downloaders and observers are not able to decrypt the file, thus not knowing 

which part is padding and which part is actually padded in a particular share. This does 

lowers the performance, as all shares of all files stored on storage servers will require 

more space. This means that storage servers will run out of space faster than before. If 

there are just limited storage servers, this will mean that an entire storage grid will run 

out of space faster than before (of course depending on the amount of padding that is 

added). 

At the end, the better solution would still be to use an anonymization network as it 

eliminates the external party trust issue and the issues around routing (i.e. introducer 

not knowing when a new node connects if that node is connected through a VPN pro-

vider that is already part of the network). 

5.3 Adding owner control to the Tahoe-LAFS file system 

Tahoe-LAFS has several limitations. One of them is that it is missing owner control. 

Mutable files have three capabilities, namely a Verify-cap, a Read-only-cap and a 

Read-write-cap. Knowing a capability (a string of at least 96 bits) is sufficient to per-

form actions linked to that capability. For file sharing, sharing the read-write-cap with 

others, provides them the power to also read and write to that file. Others can then 

redistribute that secret, or diminish other capabilities from the read-write-cap. How-

ever, this raises a problem. 

The creator / owner of a file can share the read-write-cap with others, but when 

shared, he/she does not have control over what happens with that file anymore. The 

owner cannot forbid others, with which he/she shared the capability, to redistribute it. 

The owner can also not force restrictions on the capability: once someone has the read-

write-cap, he/she can read and write the file forever. The owner can erase the contents 

of a file to prevent others from reading possible sensitive data that is accidentally writ-

ten to that file, but others still have access to the signing (private) key, which means 

that they have access to previous file versions. Erasing content is therefore not a solu-

tion. Another problem is that there is no sharing limitation. When someone has access 

to a capability, he/she can redistribute it. As our desired end solution concerns, among 

other things, file sharing, we desire functionality that provides the ability to assign an 

owner (initially the creator) of a file. Desired functionalities that an owner should have 

and that are not present in Tahoe-LAFS, are: 

─ (Temporary) locking a file from reading & writing 

• Such that an owner can stop others from reading & writing because of, for exam-

ple, misuse, fake information etc.;; 

─ Revoking access from specific nodes; 

• If the owner detects misuse, fake information etc., the owner would want to re-

voke rights from specific nodes; 
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─ Creating capabilities with restricted access; 

• Creating a read-write-cap that can only be used once or by a specific node / IP 

address; 

• Same for the read-cap; 

─ Prevention of redistribution of keys. 

In short, what is missing is an owner role who can manage access control dynamically. 

This would add some dynamic control abilities to file sharing and would prevent unin-

tended or malicious access. With malicious access in this case, we mean that if a user 

gets access to a capability, and posts the key online for whatever the reason might be, 

everyone will then be able to alter the file and the owner/creator of the file will lose 

control. The owner can ‘just’ create another file, but then the process can be restarted 

after sharing a capability. The desired functionalities, as described above, would help 

organize ownership of files. 

5.3.1 An initial solution 

A solution to ownership, might be to have a fourth capability for mutable files (and a 

third capability for immutable files), namely the owner capability (owner-cap, OC). 

This capability is only known by the owner, and does not have to be linked to other 

capabilities. In other words, if OC is completely random, it would be fine. This OC 

consists of an owner key OK and the requirement for the OC is only to give the owner 

the ability to dynamically have access control over the corresponding file. The owner 

key is the public key of a public/private keypair that the creator has to generate (not the 

same public/private key pair as used for mutable files!), and the servers where the shares 

are stored know this OK. When a client writes a file, using his/her read-write-cap, the 

erasure-coding process is restarted and other users (with at least the read-only-cap) can 

pull the newer shares from the storage servers to reproduce the file and read it. A white-

list would be a solution to the ownership role to gain more dynamic control. The idea 

behind this whitelist, is as follows: 

Upon creating the file, the creator also generates the OC with the corresponding 

public/private keypair in which the public key is the OK. Upon distributing the shares 

among different servers, also the computed “capability extension block” (see 4.4) is 

stored on the storage servers next to the shares. The server knows the OK and stores it 

somewhere to check the whitelist later. In order to support the owner role, there is an 

additional item stored on the storage servers next to the capability extension block and 

the share, namely the whitelist. This whitelist consists of two parts:  

1. A list of allowed capabilities; 

2. A list of peers that are allowed to download the share. 

The reason for 1) is that the owner has the ability to completely block capabilities, 

regardless of whether clients have the right capability or not. This allows the owner to 

(temporarily) lock the file. The reason for 2) is that it allows the owner of a file to 

prevent further distribution of the capabilities than intended. It also allows revoking 

access for particular nodes. For 2), a 2-tuple might be saved in the whitelist containing 

<IP address, capability>. This allows the most fine-grained access control possible, as 
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the owner can specify, when he/she distributes a key to a particular other node, that this 

node is allowed to do certain actions (capabilities). One example: the owner adds IP 

address 86.86.145.77 to the whitelist and gives this IP address the read-write-cap. An 

entry in the whitelist would then be <86.86.145.77, read-write-cap>. Upon writing, the 

server checks whether the IP address of the writer is in the whitelist and is allowed to 

write, and then decides whether the action is permitted. The second element of the tuple 

might not be needed, as the writer proves that he/she is authorized to write as he/she 

knows the signing key, but it allows further configuration possibilities in the future. 

 In order to design such a whitelist, the whitelist should contain the three capabilities 

for mutable files and the two capabilities for immutable files by default. The owner can 

remove one of the capabilities from this list, as described by 1), to directly prevent all 

other users who have, for example, the read-write-cap, to write the file. Next to the 

(allowed) capability list, it should contain tuples of authorized nodes that are permitted 

to perform an action. The whitelist could be as simple as a .JSON file, in which we 

worked out one example illustrated in figure 10 below for mutable files. 

In order to restrict access to this whitelist such that only the owner can read and write 

this list, the whitelist has to be stored signed by the private key of the corresponding 

OK (part of the owner capability, the public key) which the server knows. Only the 

initiator/creator of the file knows the corresponding private key of the OK and thus 

signing the whitelist with the private key of the OK is sufficient to prevent unauthorized 

people to write (or read) this file as they cannot produce a valid signature over the 

altered file as they do not have access to the private key. 

This whitelist functionality should not be required. There should always be a white-

list uploaded for each file on every server where a share is stored to prevent malicious 

users uploading fake whitelists of a file, but in order to make this functionality optional, 

the default whitelist should contain all possible capabilities, and the nodes should be 

configured as "nodes": ∗ in the JSON file (figure 10) to allow all nodes by default. 

This prevents forcing the creators of files to specify a whitelist for each single file they 

create. A blacklist would be inefficient, as this would require to actively maintain that 

list and continuously add entries if someone who has to be blacklisted is continuously 

changing IP addresses. 

The downside of this approach is that the creator must know the IP addresses of the 

users which he wants to share the file with. However, if one wants to restrict access to 

a file, he/she might already want to share it with a specific group of people. Asking 

known people for their IP address should not be a problem. Note that this whitelist 

solution is optional, so if users do not want to, they do not have to restrict access. 

Another downside is that it prevents Tahoe-LAFS to run over an anonymized net-

work, as whitelisted IPs are permitted to perform actions. This is the consideration that 

users have to make in order to use whitelists. 

A last downside is that the RSA key generation in Tahoe-LAFS was already slow, 

but it has to be done twice in this solution, meaning that it can lead to slower perfor-

mance. 

When a creator wants to edit a whitelist, one has to edit that whitelist on every server 

where a share is stored. That might be inefficient and requires further research if solu-

tions like this will be used in the future. Upon downloading shares, the servers where 
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each share is stored checks the whitelist and then decides whether the node may down-

load the share or not. 

 

Fig. 10. Whitelist example 

5.3.2 Final solution 

One downside is not mentioned in the upper section. Tahoe-LAFS is designed not to 

trust storage servers. The downside of the upper approach is that this owner control 

depends on server trust. The server checks the signature, and faulty servers could just 

allow blacklisted IP addresses to perform actions based on their capabilities. To solve 

this, trust should be transferred from server to client. One way to achieve this, is by 

making this whitelist a mutable file. 
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 Next to the shares on storage servers, a mutable file can be stored which represents 

the whitelist. This file is encrypted by the encryption key (see 4.4.2), and all storage 

servers where the shares of a particular file are stored, should have access to this read 

key (i.e. by giving them the read-only-cap).  This now means that each server where a 

share is stored, can read the associated whitelist. They cannot, however, produce a valid 

signature over a new / updated version, which causes them to be unable to alter the file. 

The owner has access to the read-write-cap, and can update the whitelist when he/she 

wants. One  downside of this approach is that this file has to be updated on all storage 

servers. 

 The protocol would then be as follows: a user uploads a file (mutable or immutable) 

and this file is erasure coded into shares which are distributed among multiple servers. 

Upon storing, the user also stores on each storage server the encrypted whitelist and the 

plaintext read-only-cap so that the server can read the contents of the whitelist. 

 The only vulnerability that we could come up with in this solution, is that a malicious 

server could ignore the whitelist, and just allows any request for downloading a share. 

However, as still K shares are needed to reproduce the file, this is only a problem if all 

approached servers are malicious / failing. If only one server (in general responsible for 

one share) is malicious, a client which is not on the whitelist, would be able to download 

only one share. A malicious server could also redistribute the read-only-cap giving oth-

ers the possibility to read the contents of the whitelist. This isn’t, however, such a big 

problem as they cannot alter the file. 

 The user has to make sure, of course, that the private key of the whitelist-mutable 

file is kept private, as otherwise it would allow others to alter the whitelist, granting 

them access.  

5.3.3 Other solutions 

Another solution to the owner control, which is not as flexible as the solution described 

in 5.2.1 and 5.2.2, is so-called re-encryption. This solution allows the owner(s) of a file 

(i.e. users who know the read-write-cap) to revoke access for all other users that have 

access to a read-write-cap or a read-only-cap. The process is as follows: a user with a 

read-write-cap to a particular file, re-encrypts the plaintext content with a key that no-

body but this user knows. This resulting ciphertext then goes through the standard pro-

cess: the ciphertext is encrypted using the encryption key and is then erasure coded into 

shares which are then distributed to multiple servers. Someone with the read-write-cap 

or the read-only-cap can decrypt the file but will only see the ciphertext for which the 

particular user does not know the correct key for to decrypt. Older versions could be 

still accessible 

The downside is that all users that have access to the read-write-cap, can perform 

this action. However, it is the user’s responsibility to not randomly distribute this read-

write-cap, only to the persons that are really allowed to alter the contents. The read-

only-cap might be randomly distributed for example, and this solution will still work, 

as on decryption, the users would again see a ciphertext (done by the re-encryption). 
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6 Conclusions & future work 

We analyzed multiple file sharing systems and we have seen that from those systems, 

three of them were the best for our purpose: Tahoe-LAFS, IPFS and BitTorrent Sync. 

After a detailed analysis of these three technologies, we have seen that Tahoe-LAFS is 

the technology that offers the most functionality that is relevant for our preparations to 

the end solution: the world disk which makes it possible to remotely store and secure 

data on someone’s storage device. We have analyzed Tahoe-LAFS in great detail, 

which became even more detailed as the original paper (by combining documentation 

and other sources). We have seen that it is a strong protocol, which is pretty secure and 

privacy friendly. We also saw that the privacy can be improved by running Tahoe-

LAFS over an anonymous network, causing anonymous downloads to be possible. 

Lastly, we concluded that there were a few limitations in the Tahoe-LAFS protocol, in 

which one of them is owner control. We proposed a solution for this by first looking at 

an initial solution where the servers also became trusted. We concluded that it wouldn’t 

be wise to lay trust on the servers, and came up with a modified solution where we did 

not have to trust the servers anymore. By using whitelists that can only be read by 

servers, an owner can manage access to his/her files in a flexible way. We ended up 

with looking at a third possible solution, which was re-encryption. By re-encrypting the 

content, which only users with write access can do, one can make the file unreadable 

for all others. 

 According to the conducted research, Tahoe-LAFS is thus the most suitable technol-

ogy for future research to achieve the World Disk. Tahoe-LAFS supports all the func-

tionalities we aimed for and described in the introduction. We have also shown how to 

further improve privacy and owner control of Tahoe-LAFS, making it a suitable tech-

nology as a basis for creating a World Disk. 

Future work involves analyzing Tahoe-LAFS its’ new file synchronization feature38 

as it is not yet fully explained in their docs how this works in detail at the moment of 

writing, and is still unfinished. We expect that this will be further documented in next 

versions, as it is a rather new feature. This is also the reason why we did not cover file 

synchronization in section 5; the docs are very likely to change, so writing an analysis 

based on unfinished (and not yet well specified) docs would likely result in an outdated 

section within this paper. 

More future work is also needed to research how this solution can be used to get to 

an end-solution as described in section 1. For example, if one configured a part of 

his/her free disk space as a Tahoe-LAFS storage server, how to make sure that he/she 

is also possible to ‘rent’ the same amount of space elsewhere for his/her own back-up? 

Nevertheless, there is some research required among how storage peers can be forced 

to stay available. As far as we could find, storage servers can come and go, which might 

cause that a client’s file shares on storage nodes disappears. 

 
38  https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/proposed/magic-folder/remote-to-lo-

cal-sync.html 

https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/proposed/magic-folder/remote-to-local-sync.html
https://tahoe-lafs.readthedocs.io/en/tahoe-lafs-1.12.1/proposed/magic-folder/remote-to-local-sync.html
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7 Appendices 

7.1 Appendix 1: Analysis of file syncing & sharing technologies 

As mentioned in the previous section, this section analyzes some popular and relevant 

file sharing and file synchronization technologies. The technologies we will look at in 

this section, will be technologies that are either client-server based syncing and sharing 

services, or P2P syncing and sharing services as they are the only two types of file 

syncing and sharing at the moment of writing. For each of the technologies below, we 

describe what the technology does to get a broad idea about what existing technologies 

overall try to achieve / provide to software using these protocols. We also look at the 

properties of the protocols. In order to consistently look at the shortcomings, we will 

look at the following properties39: 

• Whether the protocol is P2P or client-server; 

─ At the end, the aim is to achieve a privacy friendly way of file syncing, sharing 

and back-ups. Client-server will probably not fit in a perfect solution because, as 

mentioned in 2.1, data is stored on a central server. However, the technologies 

can have some useful implementations that can be used in the end-solution. 

• Data encryption 

─ End-to-end 

─ In transit 

o Won’t be very relevant for local area network protocols, but very relevant for 

protocols that run over the network. 

─ Stored data 

o Meaning whether the protocol allows built-in solutions to encrypt stored data 

on servers. 

• Authentication 

─ Whether the protocol offers a way to authenticate clients against a server or other 

peers. 

• The functionalities the protocol offers; 

─ File synchronization 

o One-way 

o Two-way 

─ Back-ups 

─ File sharing 

─ Fault tolerance  

• Performance; 

─ Did the protocol take any measures to improve performance? 

• Privacy; 

 
39  These properties are based on the problem statement, i.e. what we try to achieve as end-solu-

tion. In order to design a proper protocol that allows anonymous downloading, file sharing, 

file synchronization and file-backups, all those properties are important to research as it shows 

how other technologies faced these properties. 
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─ Does the protocol offer some sort of anonymity? 

NFS. 

NFS stands for Network File System and is a distributed (P2P based network) file sys-

tem protocol [24]. NFS is therefore not a file synchronization protocol, but a file system 

protocol that allows connected devices within a local area network to communicate 

with each other, i.e. allowing clients to access files over the network. The protocol is 

also not optimized to run over the internet, which makes it an irrelevant protocol. How-

ever, the way of implementing the P2P architecture with their security, makes it inter-

esting to investigate [11]. 

This protocol distinguishes two types of nodes: a server node and a client node. Cli-

ent nodes can store data to and retrieve data from centralized server-nodes in the net-

work40. Since the release of NFS version 4, the protocol makes sure that servers have 

implemented a minimal set of security schemes in order to use NFS which are not 

treated further in the paper [24]. Besides the minimal set of security schemes, NFS 

version 4 also allows clients and servers to negotiate security. 

NFS is a typical example of P2P file sharing. Nodes can act as both a server and a 

client to make it possible to download content from a server-node. It is not a file sync 

protocol, as the aim is not to provide a service that keeps files identical at different 

locations, but instead, NFS is a protocol to allow other peers to download from a server-

peer. NFS just makes it possible to ask for files over the LAN (in the same way as 

accessing files from a local storage device)41. It is, however, also possible to use sync-

ing mechanisms with NFS by using NFS’s system call fsync() [24]42. However, this 

only allows file synchronization between server and client, and not server-to-server for 

example. 

Properties 

In order to describe the shortcomings, the latest version of NFS will be researched, 

which is version 4 [12]. 

Table 1. NFS properties 

P2P or Server-Client? P2P [12] 

Encryption End-to-end 

Yes, Kerberos v5 is used as authentication protocol, 

which contains three possible different modes to select 

for the NFS implementation. One of them is krb5p, and 

is the strongest, privacy friendly method. It encrypts all 

traffic between client & server43. Of course, this option 

has to be selected to allow end-to-end encryption, and 

 
40  From https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/6/html/stor-

age_administration_guide/ch-nfs 
41  From https://nl.wikipedia.org/wiki/Network_File_System 
42  From https://www.vagrantup.com/docs/synced-folders/nfs.html 
43  From https://wiki.debian.org/NFS/Kerberos 



52 

not a weaker one which is also supported by NFS (i.e. 

krb5 and krb5i [24]). 

 

In transit 

Not relevant, as our end-solution aims to run outside the 

local area network. This protocol runs within the local 

area network. 

 

Stored data 

No 

Authentication mecha-

nism 

Kerberos V5 [12] 

Functionalities File synchronization 

─ One-way 

Yes, using location attributes. A client can ask a server 

for multiple locations of a particular filesystem [24]. 

The data can be replicated / one-way synced to more 

servers. This replication is read-only. 

 

─ Two-way 

No 

 

Back-ups 

Unclear. Data replication is possible, but the paper 

doesn’t state whether the replicated data is continuously 

one-way synced, or only on users’ discretion. The latter 

case would allow support for back-ups. The former 

doesn’t support back-ups, as a back-up should not be 

continuously synced. 

 

File sharing 

Yes 

 

Fault tolerance 

NFS servers have the ability recover without data loss 

from: multiple power failures,  operating system fail-

ures and hardware failure (e.g. disk failure, nonvolatile 

RAM failure) [24] 

Performance Designed to perform well in the case of high latency 

and low bandwidth, easy to scale to very large num-

bers of clients per server, and designed for easy fire-

wall passthrough44 

 
44  From https://nl.wikipedia.org/wiki/Network_File_System 
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Privacy No, as clients are identified by a client ID and commu-

nication is not anonymous. 

SMB. 

SMB stands for Server Message Block, and is an application-layer network protocol 

built for file sharing45. It not only allows file sharing, but also network browsing and 

printing over a network46. SMB is a client-server approach which uses the classic re-

quest & response functionality; the client can request data from the server, after which 

the server sends a response back. The server, however, is not a central server, but a 

(decentralized) peer configured to be a server47. One example piece of software that 

uses the SMB protocol, is Samba, in which Windows clients can also access UNIX 

servers and vice versa48. 

 SMB is a network file sharing protocol. It is thus not optimized to run over the public 

internet. SMB is not a file system as NFS is. SMB is a client-server communication 

protocol. However, DFS (Distributed File System) is a technology developed by Mi-

crosoft that can combine a set of SMB file shares into a distributed file system49. 

Several big parties, like Oracle (see footnote docs.oracle.com) and Microsoft50, cre-

ated their own implementation of the SMB protocol. However, their implementations 

are not always as secure as they should be51. One example exploit was the SMB worm 

tool, which uses brute force authentication attacks. 

Properties 

As there is no scientific paper about SMB, these properties are based on sources from 

Microsoft docs and blogs. SMB’s latest version is currently at 3.1.1. 

Table 2. SMB properties 

P2P or Server-Client? Client-server & P2P (see footnote docs.oracle.com) 

Encryption End-to-end 

Yes, since the introduction of Samba 3.0, end-to-end en-

cryption is supported [23]52. 

 

In transit 

 
45  From https://docs.microsoft.com/en-us/windows/desktop/FileIO/microsoft-smb-protocol-

and-cifs-protocol-overview 
46  From https://en.wikipedia.org/wiki/Server_Message_Block 
47  From https://docs.oracle.com/cd/E19253-01/819-7355/gfhaq/index.html 
48  From https://www.samba.org/ 
49  From https://docs.microsoft.com/en-us/windows/desktop/dfs/distributed-file-system-dfs-

functions 
50  From https://docs.microsoft.com/en-us/windows/desktop/FileIO/microsoft-smb-protocol-

and-cifs-protocol-overview 
51  See https://www.us-cert.gov/ncas/alerts/TA14-353A 
52  From https://docs.microsoft.com/en-us/windows-server/storage/file-server/smb-security 

https://docs.microsoft.com/en-us/windows/desktop/dfs/distributed-file-system-dfs-functions
https://docs.microsoft.com/en-us/windows/desktop/dfs/distributed-file-system-dfs-functions
https://docs.microsoft.com/en-us/windows-server/storage/file-server/smb-security
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Not relevant, as our end-solution aims to run outside the 

local area network. This protocol runs within the local 

area network. 

 

Stored data 

No 

Authentication mecha-

nism 

SMB provides authentication mechanisms for both the 

user and the share (i.e. a file, directory or printer)53. 

Share-level authentication makes it possible to give spe-

cific access rights to that share, e.g. by protecting it with 

a password. User-level authentication states that clients 

have to provide a username & password combination to 

access a share.  

Among other things, NTLM is supported which is 

the Microsoft challenge-response authentication proto-

col54. 

Functionalities File synchronization 

─ One-way 

Supported, but requires the use of DFS (Microsoft Dis-

tributed File System) 55,56. This distributed file system 

organizes distributed SMB file shares into a distributed 

file system. This then allows e.g. data replication and 

two-way data synchronization. 

 

─ Two-way 

Possible, but also needs the DFS implementation that 

groups the SMB shares into a distributed file system. 

 

Back-ups 

Yes, using VSS which is introduced in SMB 3.057. This 

makes it possible to create a ‘shadow copy’ of file 

shares. 

 

File sharing 

Yes 

 

 
53  From https://docs.microsoft.com/en-us/windows/desktop/fileio/microsoft-smb-protocol-au-

thentication 
54  From https://docs.microsoft.com/nl-nl/windows/desktop/SecAuthN/microsoft-ntlm 
55  Source: https://en.wikipedia.org/wiki/Distributed_File_System_(Microsoft) 
56  From https://docs.microsoft.com/en-us/windows/desktop/dfs/distributed-file-system-dfs-

functions 
57  From https://blogs.technet.microsoft.com/filecab/2016/03/25/vss-for-smb-file-shares 

https://docs.microsoft.com/nl-nl/windows/desktop/SecAuthN/microsoft-ntlm
https://en.wikipedia.org/wiki/Distributed_File_System_(Microsoft)
https://docs.microsoft.com/en-us/windows/desktop/dfs/distributed-file-system-dfs-functions
https://docs.microsoft.com/en-us/windows/desktop/dfs/distributed-file-system-dfs-functions
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Fault tolerance 

VSS is one form of fault tolerance, which makes sure 

that there are copies of the shares distributed over other 

nodes, so that the documents are not lost upon server 

failure. 

SMB 3.0 also introduced SMB Transparent Failo-

ver58. This allows administrators to configure shares to 

be continuously available. This allows maintenance 

without interrupting the applications.  

Performance Mainly depends on the configuration of the imple-

menter. File locking (caching mechanism) could im-

prove performance, while SMB encryption could slow 

it down59. 

Privacy During authentication, credentials are exchanged. End-

to-end encryption can be (optionally) enabled, but the 

source and target of a request are not anonymized.  

    SMB allows configurations to set the impersonation 

level, which can be set to Anonymous, Identification, 

Impersonation or Delegate60. This field can be pro-

vided when issuing a create request from application to 

server. However, this impersonation is only used by 

the server to check validity, and after that not used an-

ymore. Therefore, also mentioned in Microsoft’s [MS-

WPO] docs61, impersonation has no meaning. 

 

Kosha (P2P enhancement for NFS). 

Kosha is a system created by researchers of the Purdue University (American Univer-

sity) [5] in which they aimed to improve the NFS. A couple of the additions they add 

to the NFS, are: 

• Location transparency; 

• Mobility transparency; 

• Load balancing. 

In Kosha, all peers that are contributing disk space, are automatically joined to the P2P 

network (which are identified by unique node identifiers). Accessing happens just as 

 
58  From https://blogs.technet.microsoft.com/filecab/2016/03/25/smb-transparent-failover-mak-

ing-file-shares-continuously-available-2/ 
59  From https://docs.microsoft.com/en-us/windows-server/administration/performance-tun-

ing/role/file-server/smb-file-server 
60  From http://download.microsoft.com/download/C/6/C/C6C3C6F1-E84A-44EF-82A9-

49BD3AAD8F58/Windows/%5bMS-SMB2-Diff%5d.pdf 
61  From https://docs.microsoft.com/en-us/openspecs/windows_protocols/ms-wpo/c5f54a77-

65be-40a0-bb82-9e4181d8ab67 

https://docs.microsoft.com/en-us/windows-server/administration/performance-tuning/role/file-server/smb-file-server
https://docs.microsoft.com/en-us/windows-server/administration/performance-tuning/role/file-server/smb-file-server
https://docs.microsoft.com/en-us/openspecs/windows_protocols/ms-wpo/c5f54a77-65be-40a0-bb82-9e4181d8ab67
https://docs.microsoft.com/en-us/openspecs/windows_protocols/ms-wpo/c5f54a77-65be-40a0-bb82-9e4181d8ab67
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NFS does, so having a server-node which client-nodes can access. From here, Kosha 

adds some enhancements to the protocol as can be read in their paper [5]. 

Properties 
Kosha is built upon the core of NFS with a couple of additions. So, this protocol will 

have the same properties, with a couple of changes / additions. The paper of Ali Raza 

Butt et al. about Kosha [5], states the following additions: 

• Aggregation of unused disk space on many computers into a single, shared file sys-

tem; 

• Location transparency; 

• Mobility transparency; 

• Load balancing; 

• High availability. 

However, the paper originates from 2006, and in the meantime, NFS updated to version 

4 of their protocol, which causes inconsistency with the Kosha paper, which should be 

updated to build on top of NFS version 4. One example of inconsistency, is that the 

Kosha paper states that NFS doesn’t have file replication support, which they do have 

in version 4. This is, for example, also the case for location transparency. Therefore, 

we will not go deeper in this protocol, as it contains outdated information. 

Hoard. 

Hoard, which is also a system designed to enhance NFS, uses the same approach as 

Kosha: Nodes that are contributing disk space are already assumed to run NFS servers 

so that they can be accessed via NFS. In addition to that, also a Hoard instance has to 

be runned [4]. 

Kosha and Hoard are both developed by the Purdue University. 

Properties 

For Hoard applies the same as for Kosha, Hoard contains outdated information as it 

isn’t built upon NFS version 4, but an older version (which they don’t mention). There-

fore, we will also not cover this paper in detail, as this paper also contains outdated 

information. 

BitTorrent. 

BitTorrent is one of the most popular protocols for P2P file sharing62. BitTorrent differs 

from the technologies described above, as it is not a file sharing protocol optimized to 

run over the local area network. Instead, BitTorrent is a file sharing/distribution proto-

col that runs over the internet using a P2P network [20, 30].  

 Users can download files by downloading a torrent file. The torrent file itself doesn’t 

contain the data that the user wants to download, but metadata and sometimes also a 

list of trackers. Trackers are centralized servers, consisting of many torrent sessions in 

 
62  From https://en.wikipedia.org/wiki/BitTorrent 
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which for each session, it keeps track of the peers participating in that particular torrent 

session. A peer can contact the tracker, which responds with a peer list a peer may 

connect to (thus the tracker is helping peers to find each other) [28]. Note that the dis-

tribution of content is still P2P (distributed), but the way the peers are identified and 

found, happens centralized. A torrent file also contains a hash value, which is used for 

integrity checking. The actual downloading of the content, happens P2P. 

One thing the BitTorrent protocol offers, is that it reduces the impact on the server 

and network when distributing large files, as the file that a user wants to download isn’t 

downloaded from a single server, but instead from other users that are part of the 

‘swarm’ (see footnote BitTorrent). A swarm is the entire network of nodes that are 

connected to a single torrent. Using the BitTorrent protocol, which is in itself a file-

downloading protocol, files will be divided into chunks and each of those chunks are 

downloaded from other peers instead of downloading the entire file from one single 

central server [18]. Trackers contribute to this process by providing a list of peers which 

can be connected to in order to download a chunk of the entire file. When using the 

BitTorrent protocol, one is automatically joined to the ‘swarm’ (joined to the group of 

people that are connected to the same torrent file) allowing others to download chunks 

from the just joined peer.  

BitTorrent differs in this way from protocols as Gnutella as it is designed for large 

data distribution. They divide peers into two types [23]: 

• Leeches 

─ Peers with no or some of the data that needs to be downloaded by a particular peer 

in the swarm; 

─ So they perform download & upload actions in a way that they download chunks 

that they don’t yet have, and upload chunks that they already have. 

• Seeds 

─ Peers that already downloaded all the data, but remain in the swarm in order to 

let others download from this peer; 

─ So they only perform upload actions. 

At the moment a user starts downloading chunks of a file using the BitTorrent protocol, 

he/she also becomes automatically a Leecher. He/she will appear in the peer list as a 

node/peer that can be downloaded from. The user can provide other nodes/peers that 

want to download the same file, with the chunks he/she already downloaded, thus be-

coming a Leecher [20]. After completely downloading the file (i.e. downloaded all of 

the chunks), the user becomes a Seeder until he/she closes the protocol (after which 

chunks of a particular file can no longer be downloaded from this peer). 

Properties 

Table 3. BitTorrent properties 

P2P or Server-Client? P2P. As mentioned earlier in this subsection, trackers 

are centralized. These trackers, however, only provide 

users with a list of possible peers to download chunks 
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of a file from. These trackers do not provide the actual 

content that the user wants to download. 

Encryption End-to-end 

No 

 

In transit 

BitTorrent protocol communicates over standard TCP, 

without any form of encryption [28]. However, there are 

some techniques (e.g. BitTorrent Protocol encryption, 

PE) that some BitTorrent clients implemented in order 

to disguise BitTorrent traffic (as some ISP’s used to ac-

tively throttle BitTorrent transfers63), in the form of en-

crypting the communication, but the protocol itself 

doesn’t offer this. 

 

Stored data 

No 

Authentication mecha-

nism 

The BitTorrent protocol facilitates the exchange of files 

between untrusted parties [28], thus not authenticating 

clients/peers [20] 

Functionalities File synchronization 

One way and two way file synchronization is not possi-

ble using the basic protocol. The BitTorrent protocol is 

designed with the intention to be a “one-to-many data 

dissemination utility” [20], meaning that using the Bit-

Torrent protocol, uploaders usually do not care about 

identities of downloaders.  

However, the protocol can be modified in order to be 

a (one and two way) file syncing protocol, as which Re-

silio Sync (formerly BitTorrent Sync) did [20]. More 

about BitTorrent Sync in the next technology section. 

 

Back-ups 

No 

 

File sharing 

Yes 

 

Fault tolerance 

BitTorrent uses Distributed Hash Tables (DHT), which 

is a decentralized distribution system. Using DHT, 

scalability becomes very efficiently, even with a large 

amount of nodes64. DHT results in the protocol being 

fault tolerant. However, reliability also depends on the 

 
63  From https://torrentfreak.com/encrypting-bittorrent-to-take-out-traffic-shapers/ 
64  From http://web.cs.ucla.edu/classes/cs217/05BitTorrent.pdf 

https://torrentfreak.com/encrypting-bittorrent-to-take-out-traffic-shapers/
http://web.cs.ucla.edu/classes/cs217/05BitTorrent.pdf
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availability of the trackers [18], e.g. because one of the 

search techniques of trackers are pre-compiled lists[30]. 

Another thing is dead torrents, that is out of the control 

of the protocol. If there are no seeders, the chunks of a 

file cannot be downloaded by a downloader/leecher. 

Performance Hard to say. The download is split up into chunks so 

that the network load is low and the bandwidth is effi-

ciently used between peers[3], and as stated above, due 

to the DHT system, the system scales with even a large 

amount of nodes.  

However, there are improvements possible in the 

performance of BitTorrent [3]. Performance is also de-

pendant on the amount of peers in a swarm and how ef-

ficiently chunks are chosen from different peers to 

download from65. 

Privacy There is no authentication of clients, but one’s IP ad-

dress is still visible in e.g. the peer list that the Bit-

Torrent protocol uses to let clients reach other peers 

[28]. 

BitTorrent Sync. 

As mentioned in the BitTorrent section, BitTorrent Sync is a modified version of the 

BitTorrent Protocol which allows both one and two way file synchronization. Bit-

Torrent is a file sharing protocol, it distributes files one-to-many, and synchronization 

is not supported. BitTorrent Sync is a file synchronization & sharing protocol. Instead 

of not caring about the downloaders like BitTorrent, this protocol focuses on privacy 

and confidentiality by encrypting the communication, allowing encrypted file storage, 

“cloudless backup” aka one way file synchronization and more.  

The BitTorrent protocol facilitates a one-to-many structure, where many download-

ers can download a file from an uploader without encrypted communication (by default) 

and without authentication. The BitTorrent Sync protocol does authenticate users and 

does encrypt the connection. Besides authentication and traffic encryption, BitTorrent 

Sync also allows remote data storage, even with the possibility to encrypt those files 

[20] to make it possible to store data on untrusted remote locations for e.g. back-up 

purposes (using an encryption secret, generated by BitTorrent Sync). 

After the launch of BitTorrent Sync, BitTorrent Inc (mother company) saw their ac-

tive users growing intensively. The popularity mainly comes from the fact that this file 

synchronization protocol is decentralized, as that would mean that unauthorized people 

would require law enforcements to seek a warrant to get to one’s personal private data 

instead of asking the cloud provider to provide the data needed [21]. 

This protocol does use authentication mechanisms and does encrypts the communi-

cation (using AES-12866) as confidentiality is most important in this case [20] (in 

 
65  From http://web.cs.ucla.edu/classes/cs217/05BitTorrent.pdf 
66  From https://wiki.archlinux.org/index.php/Resilio_Sync 

http://web.cs.ucla.edu/classes/cs217/05BitTorrent.pdf
https://wiki.archlinux.org/index.php/Resilio_Sync
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contrast to BitTorrent), as mentioned above. ]. To facilitate folder sharing & synchro-

nization, BitTorrent Sync relies on secrets (keys) [21]. These secrets are unique ID’s 

that identify a shared folder within the entire network. The secrets itself are a 33-byte 

secret but are encoded to make them more readable. The protocol makes use of two 

different secrets (available to the user) to manage user access to files and folders [21, 

20]:  

─ RW (Read & Write) key / secret;  

─ RO (Read only) key / secret. 

There is also a third key [21, 20], which is the “encrypted read-only key”. This key 

allows (encrypted) remote P2P replications, in which sensitive data gets stored en-

crypted, where the other remote machine does not have the ability to decrypt the infor-

mation stored. This key makes it possible to replicate data from an encrypted share, 

while the receiving/storage server is unable to decrypt it. 

 BitTorrent Sync gives their users the option to synchronize their content locally 

(over LAN) or over internet to remote machines [20]. To discover peers, trackers can 

be used (optionally), as a choice for the clients. Besides the possibility to use trackers, 

Distributed Hash Tables are used to spread peer information. So, in case when the client 

denies to use a tracker, the distributed hash table can also help discover other peers 

[20]. 

 BitTorrent Sync doesn’t necessarily have to be used as a file synchronization proto-

col over the public internet. Each BitTorrent Sync folder (a folder that a user wants to 

share/synchronize) has their set of keys (RW & RO). A user doesn’t necessarily have 

to send a key over the internet, keeping a file synchronization environment on the LAN. 

The user also has the possibility to share a link (to e.g. the public internet, or another 

device in the LAN) and give specific permissions to this link. Permissions that can be 

set for this link are: 

─ Read only or Read & Write; 

─ Whether new peers that are invited have to be approved by this same user; 

─ Whether and when the link expires; 

─ Whether to set a limit on the usages. 

This link is indirectly linked to the key (read only option is linked to read only key, read 

and write option is linked to read and write key) to keep the access to folders secure 

and managed. Note that using links, one has to trust the Resilio Sync server, as the 

server would be able to learn a lot about one’s files 67. One example is that the Resilio 

Sync server can learn encoded folder ID’s, approximate size, temporary keys etc… 

Another way, besides sharing the key or creating a link, is via QR codes, that has also 

the option to create a read-only permission based QR code or a read & write permission 

based QR code. Similarly for links, these QR-codes are indirectly linked to the keys. 

These methods make it possible to also just share a file by creating a link that never 

expires and place it on the public internet. Setting it on read-only creates the possibility 

to share a file without others being able to edit and synchronize back. In this way, 

 
67  Source: https://help.resilio.com/hc/en-us/articles/204754739-Link-structure-and-flow 

https://help.resilio.com/hc/en-us/articles/204754739-Link-structure-and-flow
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something similar as BitTorrent can be achieved (file sharing), while still also providing 

a file synchronization technology. 

BitTorrent Sync is not open source, and is implemented in the software program 

“Resilio Sync” that is owned by Resilio Inc. BitTorrent Sync was formerly part of Bit-

Torrent Inc, but BitTorrent Inc decided to put BitTorrent Sync in a separate company 

called Resilio Inc with different focusses on the market 68. They then named the com-

plete package (protocol & software) as “Resilio Sync”. 

Properties 

Table 4. BitTorrent Sync properties 

P2P or Server-Client? P2P [20], however, like BitTorrent, clients can choose 

to use a (centralized) tracker to improve the rate of find-

ing other peers. 

Encryption End-to-end 

Yes, the data is encrypted before actually sending it, and 

can be decrypted using the correct key (RO or RW). 

 

In transit 

Yes [20]69 

 

Stored data 

Yes, file encryption for storing data on remote locations 

is supported by using the above mentioned encrypted 

read-only key. 

Authentication mecha-

nism 

There is mutual authentication and validation of file 

modification requests using X.509 certificates. Besides 

that, the user itself can choose the level of authentica-

tion when distributing keys/links/QR-codes. An al-

ways-valid link configured to be used infinitely won’t 

require authentication as the purpose would be that eve-

ryone may have access to this shared resource, while 

one-time links/QR-codes for read & write access do 

need authentication. As the owner of the resource de-

cides how to share the link/QR-code with another per-

son, the way of authentication depends on this process. 

When the link is e.g. configured to be only used once 

where after the link becomes invalid, the user can 

call/message the other person whether he/she success-

fully gained access to the shared resource or not. 

Functionalities File synchronization [20] 

 
68  Source: https://variety.com/2016/digital/news/bittorrent-sync-spinoff-resilio-1201787793/ 
69  From https://help.resilio.com/hc/en-us/articles/205451025-Can-others-see-my-files-How-se-

cure-is-sharing-by-Resilio-Sync- 

https://variety.com/2016/digital/news/bittorrent-sync-spinoff-resilio-1201787793/
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─ One way 

Yes 

─ Two way 

Yes 

Back-ups 

Yes, by read-only keys. 

 

File sharing 

Yes 

 

Fault tolerance 

Nodes have to be online in order to synchronize and 

share files. In case of file sharing where a link is created 

and placed on the public internet (never expiring link), 

this link would only successfully give access to the file 

if the host node is available/online. However, a 

host/owner can replicate a resource to another peer, in 

which that particular peer can also distribute links for 

that resource. This assumes that the content is not en-

crypted, and that the target person has the ability to dis-

tribute it (by configuring the way of approving new 

peers as mentioned in the link permissions above). 

Performance Highly depends on the configuration. If peers are in the 

same LAN, the protocol would perform better than go-

ing over the public internet. 

Privacy There is no way of downloading content anonymously, 

as every time someone shares a link for a resource, the 

person that wants to download it has to install Resilio 

Sync (the software that implements this protocol) and 

become an active peer, meaning that the host user can 

see the newly joined peer in the peer list. One can im-

mediately remove itself after downloading the file, but 

this still leaked the peer data to the host. Using trackers 

would also not increase privacy, as then the tracker 

knows one’s IP address, and thus maybe BitTorrent 

Inc. also does. Any adversary also can see the (en-

crypted) traffic between two nodes. One possible solu-

tion would be to use an anonymized network or a 

VPN, but the protocol is simply not designed for 

providing anonymity (yet). 

AFS.  
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AFS stands for Andrew File System and is a distributed (network) file system70. They 

use a set of trusted servers to serve a location-transparent file name space to the clients. 

In AFS, a couple of design choices are made, as can be read in their paper [13]: 

• Compatibility with UNIX at system call level; 

• The usage of whole files as basic unit of data movement & storage, instead of having 

smaller units (e.g. logical records). So, as they state in their paper, a client-peer must 

first copy the entire file to its own local disk, before it can be used. However, they 

also claim that they have found ways to break large files up into smaller parts. 

These design choices are made with the intention to create a campus-wide file system 

which students can use. This is exactly the way AFS differs from NFS71. AFS is opti-

mized to have a non-static amount of users / clients (e.g. to run on a university campus), 

in which the amount can be pretty high. NFS users are mostly smaller groups of 

(known) users. 

 AFS is, like NFS, a network file system. It is not optimized to run over the public 

internet. 

Properties 

Table 5. AFS properties 

P2P or Server-Client? Client-server [13]. There are still nodes within the net-

work that communicate, but all of the communication 

goes through a pre-defined set of trusted hosts (trusted 

servers). This makes it a client-server model where stor-

age is centralized (over a static amount of servers) in-

stead of decentralized (over multiple, not-predefined 

server-nodes). 

Encryption End-to-end 

No 

 

In transit 

No 

 

Stored data 

No. However, each directory has an access list attached 

to it which decides on access rights & permissions. 

Rights that can be specified in such a list are: read, 

lookup, write, delete, insert, lock and admin access [13]. 

This still doesn’t provide file encryption on storage 

level, but is a mentionable feature as it makes it very 

hard for unauthorized people to access files that they are 

not intended to access. 

 
70  From https://en.wikipedia.org/wiki/Andrew_File_System 
71  From https://www.cs.cmu.edu/~410-s05/lectures/L30_NFSAFS.pdf 
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Authentication mecha-

nism 

Users are automatically authenticated upon login in 

their workstations. The authentication is based on the 

users’ workstation password. After a successful authen-

tication, tokens are generated, which are used by the 

Andrew Cache manager to establish connections to file 

servers and can be passed to other workstations [13]. 

Functionalities File synchronization 

─ One way 

Read only clones can be replicated on multiple servers 

[16, 13]. So, a volume can be cloned to a read-only ver-

sion which can be distributed over multiple server nodes 

such that, in case of server failure or high traffic on one 

server, another server can be used to provide clients 

with (read-only) data. 

─ Two way 

No 

Back-ups 

Creating back-ups can be achieved by cloning or back-

ing up a logical volume. There is, for example, a com-

mand “Move-vol” to move a volume to another 

server[16, 13] in a read-only state which isn’t continu-

ously synchronized. 

 

File sharing 

Yes 

 

Fault tolerance 

As specified in one-way file synchronization, volumes 

can be replicated to other places in a read-only state. 

This can be helpful in case of server-failure of the main 

central server, or when the main server gets overloaded 

with traffic. This does mean, however, that these file 

replicas cannot be edited and thus updated. 

Performance The AFS protocol works by the workstations download-

ing the entire file to the local disk before using it. When 

the workstation is done, the file is then uploaded in its 

entirety to the file server. These operations can be slow. 

When working with the files, performance depends on 

the performance of the workstation [13]. 

Privacy Workstations (clients) have to be authenticated with 

their identity such that the file servers can utilize the 

access lists in order the verify which access that users 

has [13]. Also, traffic is unencrypted which makes it 

possible to eavesdrop on the network. However, the 

purpose of AFS is to run on a campus. Sending privacy 
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sensitive data to these servers wouldn’t be the purpose 

of using AFS.  

Gnutella.  

Gnutella is an open and decentralized group membership & search protocol, mainly 

used for file sharing [19]. It is one of the first decentralized P2P networks. The gnutella 

nodes are called “servents”, which comes from servers and clients. In order to join the 

network, a servent connects to a node that is known to be almost always available. 

Communication between the nodes happens through “messages”, that can be broad-

casted or back-propagated.  

To let other nodes know that a node has joined, the joining node broadcasts a “PING” 

message to its neighbors, with other nodes back-propagating a “PONG” message con-

taining, among other things, the IP address of the node. File downloads & uploads are 

done directly between two nodes, using “GET” and “PUSH” messages [19]. 

While the relevant sources are very old, Gnutella is still used as a P2P, decentralized 

file sharing protocol. 

Properties 

In this thesis, we will not cover Gnutella in detail. The sources that are relevant are very 

old and containing irrelevant data for the purpose of this thesis. 

Tahoe-LAFS.  

Tahoe-LAFS (Tahoe Least-Authority File Store) is a decentralized, free and open 

source cloud storage system [29]72. It is a file sharing protocol. Fault tolerance is built 

in such that even if nodes are failing, the protocol still works correctly. The focus of 

Tahoe-LAFS is providing users with a file storing mechanism that is both secure and 

privacy friendly73. The system is P2P, and clients talk to one or more storage-nodes 

(server-nodes). The protocol splits a file that a client wants to store in pieces and dis-

tributes those pieces to multiple server-nodes. When a client wants to retrieve that par-

ticular file, the pieces get retrieved from the storage/server-nodes and assembled & de-

crypted (see footnote Tahoe-LAFS browser about). 

Tahoe-LAFS supports fault tolerance, including offline nodes74. When a client up-

loads a file, the file is split up in N (total pieces) pieces. The file can be retrieved if K 

(pieces needed to fully retrieve file) pieces are retrieved. These N pieces are distributed 

over H storage servers. This means that when H-K+1 servers are unavailable, the data 

becomes unavailable. 

The approach of Tahoe-LAFS is to encrypt files that a client wants to store on the 

client’s device before actually sending it over the internet to the cloud/server-node [25]. 

Like BitTorrent Sync, Tahoe-LAFS provide ways to give specific rights to a file before 

uploading it. It distinguishes two types of files: immutable and mutable files. For 

 
72  From https://github.com/tahoe-lafs/tahoe-lafs 
73  From https://tahoe-lafs.org/trac/tahoe-lafs/browser/trunk/docs/about.rst 
74  Source: https://tahoe-lafs.org/~warner/tahoe-reliability/docs/configuration.txt 

https://github.com/tahoe-lafs/tahoe-lafs
https://tahoe-lafs.org/trac/tahoe-lafs/browser/trunk/docs/about.rst
https://tahoe-lafs.org/~warner/tahoe-reliability/docs/configuration.txt
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mutable files, only authorized people (i.e. people with an appropriate cryptographic 

capability to a write right) are able to edit the file meaning that a client has access to 

the private key of an RSA keypair. To create an immutable file, the client has to choose 

a symmetric key to encrypt that file. The steps that follow for both mutable and immu-

table files, are that the files are split up in N shares to distribute to different servers. To 

authenticate files in mutable files, Merkle Hash Trees are used [29]. The client signs 

the root hash of the Merkle Trees using the signing key (which is the private key of the 

RSA keypair). Each time a file is altered (by someone that has access to this RSA pri-

vate key, thus authorized), the client signs this new version with that private key before 

storing it again. This makes sure that mutable files can only be mutated by authorized 

people (i.e. people with access to that private key). 

Properties 

Table 6. Tahoe-LAFS properties 

P2P or Server-Client? Both P2P and client-server [29]75 as it is a distributed 

cloud storage system with distributed storage servers 

where clients connect to. It is p2p because everything is 

decentralized: peers come and go, and peer discovery 

happens through decentralized introducers 

Encryption End-to-end 

Yes (using AES-128-CTR [29]) 

 

In transit 

Depends on the configuration, but this is possible 76. In-

stead of using a TCP connection, one can use an SSL 

connection by specifying the private & certificate key. 

 

Stored data 

Yes, however, data is already encrypted by the client 

before splitting it up into N shares and sending it to a 

server-node. This server-node doesn’t have the capabil-

ity to decrypt such a share. 

Authentication mecha-

nism 

There is no actual authentication of clients themselves. 

There is, however, file authentication. Only people with 

access to the right encryption capabilities (i.e. having 

the correct private key) are allowed to modify and sign 

a mutable file. 

     There is also some kind of authentication of the 

server such that the client can check whether e.g. the 

server is unique 77. 

Functionalities File synchronization 

 
75  From https://tahoe-lafs.org/trac/tahoe-lafs/browser/trunk/docs/about.rst 
76  Source: https://tahoe-lafs.org/trac/tahoe-lafs/wiki/FAQ  
77  Source: https://tahoe-lafs.org/trac/tahoe-lafs/wiki/FAQ 

https://tahoe-lafs.org/trac/tahoe-lafs/wiki/FAQ
https://tahoe-lafs.org/trac/tahoe-lafs/wiki/FAQ
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─ One way 

Possible. A client can distribute mutable files encrypted 

to servers and keep doing this on every change. 

─ Two way 

In a release in January 2017 (version 1.12.0), Tahoe-

LAFS introduced Magic Folders, which allows two way 

file synchronization78. It allows, for example, to make 

folders and contents of folders look the same on two dif-

ferent computers using Tahoe-LAFS 79. 

Back-ups 

Yes. Tahoe-LAFS [29]80 supports back-up by giving 

clients the possibility to run a back-up command after 

which Tahoe-LAFS creates a back-up of the most recent 

files and also preserves back-up copies of older ver-

sions. This is done by distributing mutable files to serv-

ers, and keeping the private key a secret meaning that 

no one, except the owner, can change the files. 

 

File sharing 

Yes 

 

Fault tolerance 

As mentioned above, Tahoe-LAFS supports fault toler-

ance, including offline nodes. This makes the system 

more reliable as it supports a certain amount of nodes 

that can be turned off or become faulty. This makes the 

files highly available (assuming that server-configura-

tions are made as recommended by the docs). 

Performance Depends on the server configuration. Setting a large N 

slows the upload speed and increases storage overhead. 

Setting a large k will slow down the downloads. 

Privacy Anonymity can be achieved by running the Tahoe-

LAFS protocol over an anonymizing network 81. In ad-

dition, Tahoe-LAFS has a flag that can be set to state 

that privacy is required for a node (reveal-IP-address, 

Boolean).  

    Also, this protocol does authenticate files, not users 

themselves. People having the right private key can 

 
78  From https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-in-

tahoe-lafs/ 
79  Source: https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-

in-tahoe-lafs/ 
80  From https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-in-

tahoe-lafs/ 
81  Source: https://tahoe-lafs.readthedocs.io/en/latest/anonymity-configuration.html 

https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-in-tahoe-lafs/
https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-in-tahoe-lafs/
https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-in-tahoe-lafs/
https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-in-tahoe-lafs/
https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-in-tahoe-lafs/
https://leastauthority.com/blog/magic-folders-now-allows-for-file-synchronization-in-tahoe-lafs/
https://tahoe-lafs.readthedocs.io/en/latest/anonymity-configuration.html
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alter files, but the protocol does not know the owners 

of the private keys.  

IPFS.  

IPFS stands for InterPlanetary File System [2] and is a P2P distributed file system. The 

paper about IPFS Draft 3 (Juan Benet, 2014) mentions that this protocol can be seen as 

a single BitTorrent swarm. A BitTorrent swarm is the network of nodes that are con-

nected to the same torrent (see: BitTorrent section). IPFS is designed to exchange ob-

jects within one Git repository, hence the comparison with BitTorrent swarms. These 

objects represent files and other data structures. 

IPFS aims to combine the most successful properties of other successful P2P sys-

tems. In the paper, the following properties are mentioned that other P2P systems uses 

and that is also included in IPFS: 

─ DHT (Distributed Hash Tables, see BitTorrent section); 

─ Block Exchanges, the BitTorrent uses it: distributing small pieces of files to other 

untrusted peers (within that swarm); 

─ Version control systems, the way Git uses it: providing different versions efficiently 

and monitor file changes; 

─ Self-certified Filesystems as SFS uses [7]. SFS can be used to certify a server after 

which it is possible to verify public keys, negotiate secrets and secure traffic. 

In their paper, the author describes IPFS as an evolving technology, that could eventu-

ally lead / evolve to the web itself. Their focus is not only to distribute and version data, 

but also for writing and deploying applications. IPFS objects can be stored by so called 

IPFS nodes in local storage. These objects can be transferred to other nodes that are 

connected to this node. To achieve all of this, IPFS’s design consists of 7 different sub 

protocols with each their own purpose: 

─ Identities; 

• nodes are identified by a NodeID, which is a hash of the public key of that node. 

─ Network; 

• manages connections to other peers, both over LAN and over the public internet 

○ Can use any transport protocol; 

○ Even has support for integrity and authenticity checks (optional). 

─ Routing; 

• As a lookup service for nodes. Maintains information to make it easier for nodes 

to localize other peers & objects. As mentioned above, DHT is used to achieve 

this. 

• More specifically, IPFS uses DSHT (distributed sloppy hash table [10]) based on 

S/Kademlia and Coral, for their routing. Kademlia is a secure (DHT) key-based 

routing protocol that provides [2]: 

○ Efficient lookups 

○ Low coordination overhead 

○ Resistance to various attacks (e.g. DoS attacks) by preferring long-lived nodes 
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• The Coral protocol adds a property to this S/Kademlia based DHT by not storing 

data directly in the DHT, preventing waste of storage and bandwidth. The Coral 

calls this DSHT.  

• S/Kademlia extends Kademlia, by protecting it against malicious attacks [2]: 

○ It provides schemes to secure NodeID generation, which prevents Sybil attacks 
82; 

○ It allows nodes to lookup values over disjoint paths to ensure that honest users 

can find and connect to each other, in, for example, the presence of a lot of 

adversaries in the network. 

─ Exchange; 

• Block exchange protocol using BitSwap. BitSwap is a protocol inspired by Bit-

Torrent. Using this protocol, peers hold two variables, namely the want_list and 

the have_list. The want_list is the list of blocks that this node wants to acquire, 

while the have_list is the list of blocks that this node can offer in exchange. One 

of the differences with BitTorrent, is that using this protocol, nodes can acquire 

blocks from literally all nodes that offers such a block, irrelevant whether it results 

in the same file or not. In BitTorrent, block exchanges only happen within a 

swarm (all nodes in the network of a specific torrent). Another difference, is that 

this protocol is based on swapping blocks. If a node cannot provide anything val-

uable to other peers, it has to find blocks that other peers want to acquire, in order 

to be able to swap that piece with a useful piece of the want_list of this node. 

─ Objects; 

• Using Merkle DAG, which is taken broadly a graph in which the vertices are 

objects. The edges between these vertices are cryptographic hashes. Properties 

that this protocol provides, include uniquely identifiable content, tamper re-

sistance and deduplication. 

─ Files; 

• Versioning system inspired by Git; 

• On top of this Merkle Dag, IPFS uses a versioned filesystem similar to Git’s, but 

with some small modifications to achieve deduplication, fast size lookups and 

embedding commits into trees. Commit & Tree are both terms used in Git: a com-

mit is a snapshot in the version history of a tree and a tree is a collection of blocks, 

lists or other trees. 

─ Naming; 

• Self-certifying mutable name system; 

• Objects are immutable, references are mutable. 

Now that the components of this protocol are clear, a lot can be achieved using IPFS. 

A couple of examples are encrypted file or data sharing systems, personal sync folders 

(including versioning) and a new web. A last example of a use case for IPFS, is for 

 
82  An attack on P2P networks in which one node tries to operate multiple identities at the same 

time, trying to gain the majority of influence in the network (e.g. the 51% attack on Blockchain 

networks). 
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combining it with blockchains. Because the objects are immutable and permanent, these 

can be placed into a blockchain transaction 83. 

While the connection is open, nodes advertise what they want to download (their 

want_list) to all of the connected peers within that Git repository (/swarm). Other nodes 

save that list and check whether they have pieces of information from that want_list. If 

so, they start the BitSwap protocol to exchange these pieces of information. 

When a user is on the IPFS network, he/she can add nodes that they trust or that they 

want to communicate with. When a user places a file on IPFS, it becomes public to 

everyone who knows the NodeID (it is accessable using HTTP, /ipfs/{NodeID}). So, if 

a user was in an IPFS network of 100 nodes, leaves, and joins a new network, the 99 

nodes of the previous network probably know the NodeID of this node and can still 

access the files of this node (according to the video demo on their website 84), even if 

this node is not connected to the same Git repository. If a user doesn’t want this, he/she 

can change the keypair for every new session, which would also change the NodeID. 

Files that are on the IPFS network, consists of blocks and each file and each block 

contain a cryptographic hash. IPFS makes sure that there are no duplicates in the net-

work of that user/peer. Each node within that network only stores information it is in-

terested in, except in the case it isn’t able to provide useful information to other nodes. 

In that case, as mentioned earlier in this paper, the node stores some more information 

which is useful for others (to trade/BitSwap it). For a node to find content, it asks the 

network to find the unique hash of the blocks. This seems unreadable for humans, but 

thanks to the Naming sub-protocol, as mentioned earlier, files are human-readable 

names. 

The protocol is still in an early stage. The paper does provide a really good theoret-

ical background of the protocol, but the implementation is not yet finished. On the in-

ternet, it seems that there are still some differences with the theoretical paper, e.g. with 

encryption of data that appears to not yet be standard supported in the implementation 
85,86,87,88. 

Properties 

Table 7. IPFS properties 

P2P or Server-Client? P2P [2] 

Encryption End-to-end 

Sort of, IPFS has object-level cryptography. Objects are 

automatically decrypted if a user has the right key in 

his/her keychain [2]. However, it is unclear from the pa-

per whether this can all be achieved using the protocol. 

 
83  Source: https://ipfs.io/#implementations  
84  Source: https://ipfs.io/ 
85  Source: https://github.com/ipfs/faq/issues/181 
86  Source: https://github.com/ipfs/faq/issues/116 
87  Source: https://discuss.ipfs.io/t/does-ipfs-add-file-makes-the-file-public/3859 
88  Source: https://github.com/ipfs/specs/tree/master/keystore 

https://ipfs.io/#implementations
https://ipfs.io/
https://github.com/ipfs/faq/issues/181
https://github.com/ipfs/faq/issues/116
https://discuss.ipfs.io/t/does-ipfs-add-file-makes-the-file-public/3859
https://github.com/ipfs/specs/tree/master/keystore
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Several (non-academic) sources about practical cases 

mention that it is not built-in and that the user has to 

encrypt files manually (before sending to IPFS) using 

the public key of the target node, as mentioned earlier 

in this section. 

 

In transit 

Sort of; IPFS has built in object-level cryptography [2]. 

Links of encrypted objects are protected, in which tra-

versal becomes impossible if the requester hasn’t the 

right decryption key. Also, IPFS uses self-certified 

filesystems, which makes it possible to negotiate a se-

cret to secure traffic with a server. However, this is in-

formation from the paper, and on the public internet 

isn’t a lot of information about securing traffic at the 

moment of writing. 

 

Stored data 

No, if a user wants to achieve this, he/she has to encrypt 

the file with the public key of the target node. However, 

this is not built in in IPFS. 

Authentication mecha-

nism 

IPFS is a self-certifying file system as mentioned earlier 

in this section. Data that is served to the client is authen-

ticated by file names (signed by the server). So there is 

no traditional username/password user authentication 

here, and everyone can join the IPFS network without 

creating a username or password. By connecting to the 

IPFS network, peers exchange public keys and these 

peers also check the keys they receive [2]. This check 

can be done by hashing the public key and comparing it 

to the NodeID (which is a hash of the public key). So, 

in IPFS, nodes are identified by their NodeID, and a 

node can add other nodes to their network by adding 

their ID. As the purpose is, like BitTorrent, to distribute 

pieces of files (objects), further authentication steps 

aren’t taken apart from signing. One can still encrypt a 

file using a public key of a target node to let only au-

thenticated nodes have access to the plaintext. 

Functionalities File synchronization 

Not possible for both one and two way. The paper states 

in section 3.8 that an example use case for IPFS is to 

create a mounted personal sync folder that automati-

cally versions, publishes and backs up writes [2], but it 

is not specified elsewhere how this can be achieved and 

whether the protocol itself can achieve it. Other (non-

academic) sources on the internet state that it isn’t 
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possible in the practical implementation 89,90. Also, a 

GitHub post from the author of IPFS states that file rep-

lication for example, is only possible by adding a layer 

on top of IPFS 91. 

 

Back-ups 

No 

 

File sharing 

Yes 

 

Fault tolerance 

IPFS uses DSHT routing (distributed sloppy hash table) 

[10]. DSHT routing is fault tolerant as described earlier 

in this section at the subprotocol “routing”. 

Performance Performance is fast. If, within an IPFS network, a peer 

cannot help any other peers, it will look for files that 

other peers need in order to offer them help. So, starva-

tion is less likely to happen than for example in Bit-

Torrent protocols. The routing protocol also increases 

performance as it allows, among other things, clustering 

of regions (to let nodes find each other faster). 

Privacy The only thing that a user needs in order to be able to 

join an IPFS network, is a public-private keypair. 

Other nodes will know the peer identity, which is a 

hash of the public key, and can use it to lookup the 

corresponding public key. However, IPFS is not an 

anonymous network. Others can see the internal and 

external IP addresses that are used by a node. The in-

ternal IP addresses represent the mount points on one’s 

system, while the external IP address is where users 

have to connect with in order to be able to download 

files. 

    There are, however, plans to build support for run-

ning IPFS over Tor 92. This would prevent distributing 

one’s (real) public IP address when sharing files / mak-

ing files available over IPFS. 

 
89  Source: https://discuss.ipfs.io/t/how-to-sync-a-folder-between-two-nodes/1997 
90  Source: https://discuss.ipfs.io/t/is-there-any-doc-on-ipfs-file-replication-how-it-avoid-single-

point-failture/1396 
91  Source: https://github.com/ipfs/faq/issues/47 
92  Source: https://github.com/ipfs/notes/issues/37  

https://discuss.ipfs.io/t/how-to-sync-a-folder-between-two-nodes/1997
https://discuss.ipfs.io/t/is-there-any-doc-on-ipfs-file-replication-how-it-avoid-single-point-failture/1396
https://discuss.ipfs.io/t/is-there-any-doc-on-ipfs-file-replication-how-it-avoid-single-point-failture/1396
https://github.com/ipfs/faq/issues/47
https://github.com/ipfs/notes/issues/37
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7.2 Appendix 2: Analysis Tahoe-LAFS, IPFS & BitTorrent Sync 

In section 3, we concluded that there are three technologies that could be helpful for 

designing our end solution: 

─ BitTorrent Sync; 

─ Tahoe-LAFS; 

─ IPFS. 

These three technologies are all P2P and combined they have everything we want in 

our end solution: 

1. File sharing 

2. File synchronization 

3. File back-up & file replication 

4. Privacy & anonymity 

a. Anonymous file downloads 

5. Security 

a. Encryption 

b. Authentication 

Still, there is no technology (yet) that supports all these properties at once. In order to 

get a good understanding of what already exists, we are diving deeper into IPFS and 

Tahoe-LAFS, comparing both of them against our functionality list and describing how 

each of the technologies achieve it. Note that for BitTorrent Sync, only the results are 

presented in this thesis. A detailed description and argumentation of BitTorrent Sync 

can be found in the paper “Receiver anonymity within a distributed file sharing proto-

col” (“Solo Schekermans”, 2019). The BitTorrent Sync part in the comparison section 

will be based on both the paper and section 7.1. 

In this section, we will first describe IPFS and Tahoe-LAFS separately and in more 

detail. After that, we compare the protocols, including BitTorrent Sync using the results 

of the paper mentioned above, against each other in order to see how these protocols 

differ from each other. 

In the next two sections (IPFS & Tahoe-LAFS), we will look at how the protocol 

works, what functionality they offer and what the shortcomings are. The last section, 

the comparison section, is constructed based on the findings of section the sections 

below. 

IPFS.  

For this section, we use the information from the paper as main source of information 

[2]. We will leave practical implementations aside as they are rapidly changing and 

focusing on implementing functionality described in the theory. Also, the demo on their 

website93 doesn’t even go deeply into BitSwap and that the purpose is distributing files 

like BitTorrent to others who are advertising for these particular files / blocks. Instead, 

 
93  Website containing the demo: https://ipfs.io/ 

https://ipfs.io/
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their demo focusses more on making local files available to the web, leaving explana-

tion about file distribution to other nodes aside. 

File sharing 

The IPFS protocol is a file sharing protocol. It allows users / nodes to maintain two 

lists: 

1. Want_list 

2. Have_list 

The want_list consists of blocks that a node wants, and the have_list (obviously) con-

sists of the blocks a node has (and which other nodes can download). Requesting nodes 

only download blocks that are on the node’s want_list. For this there is one exception. 

If a node has nothing to offer, i.e. a node may or may not have blocks but there is no 

node in the network that has these blocks on the want_list, this node might download 

other blocks that are relevant for other nodes in the network (hence the swap term of 

BitSwap). Using these lists, files and blocks can be shared among others in the IPFS 

network. 

File synchronization 

The paper doesn’t explicitly state whether file synchronization is built in or not. As far 

as can be read in the paper, this is not the case. The paper does mention use cases for 

file synchronization, but syncing a folder between two nodes is not yet possible and not 

specified in the paper how this would look like. There is already a file versioning pro-

tocol present in IPFS, inspired by Git, which makes it possible to access the history of 

a file system (with file versions) and makes it possible to compare versions of the 

filesystem by comparing objects of different commits. However, this still doesn’t allow 

file synchronization94,95. 

Achieving file synchronization 

As described in the section above, one part that is missing in IPFS, is file synchroniza-

tion. This subsection will look at a possible solution to add file synchronization func-

tionalities on top of the IPFS protocol. 

In fact, everything that is needed for file synchronization is already there. There is 

file versioning using a, by Git inspired, versioning system. This makes sure that differ-

ent versions of files can be compared to each other, meaning that files can be monitored. 

Note that files cannot be altered in IPFS. As mentioned in section 7.1, objects are per-

manent and immutable. New content will result in a new hash. To make file versioning 

possible, Merkle DAG is used. This is a protocol that makes it possible to create links 

between objects. In other words, Merkle DAG allows, among lots of other things, links 

between objects in the form of cryptographic hashes which results in that the protocol 

knows that file X+1 is a newer version of file X for example. The result of this is that 

 
94  Source: https://github.com/ipfs/faq/issues/47 
95  Source: https://forum.syncthing.net/t/is-it-possible-to-make-syncthing-implement-based-on-

ipfs/12841/10  

https://github.com/ipfs/faq/issues/47
https://forum.syncthing.net/t/is-it-possible-to-make-syncthing-implement-based-on-ipfs/12841/10
https://forum.syncthing.net/t/is-it-possible-to-make-syncthing-implement-based-on-ipfs/12841/10
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when a file gets edited, it becomes a new file / commit with his own hash, linked to the 

previous version of the file. 

In addition to file versioning, it is also possible to create a private swarm of local 

computers that the user wants to use for syncing. When one connects to the IPFS net-

work, the user connects to several bootstrap nodes to set up the network, which helps 

finding other nodes. If this user removes these bootstrap nodes, and add his/her own 

nodes, one can create a private swarm (this sounds like a workaround, but works96,97). 

These two functionalities already allow a versioned file system in a private environ-

ment; meaning that there is a private network, assumed that it is well protected against 

unauthorized access, where an IPFS instance is running between several local devices 

/ nodes. The only thing missing now, is the actual synchronization. Adding synchroni-

zation to this, allows file synchronization with a (Git like) file versioning system that 

runs in a private environment. 

There are already several open source projects that created a layer on top of IPFS to 

support file synchronization using the methods described above, e.g.: 

- IPFS-cluster98,99,100 

o Allows replication and pinning of content throughout the IPFS net-

work. It has to be installed on each node in order to allow making a 

cluster.  

o IPFS-cluster then controls the IPFS nodes, meaning that changes on 

one node are mirrored to the other node automatically (one-way file 

synchronization), and optionally vice versa (note: two-way file syn-

chronization support). 

- BRIG101,102  

o Allows file synchronization, with additional support of encryption of 

data during both transport and storage. 

Adding these technologies on top of IPFS achieves file synchronization. 

File back-up & file replication 

As mentioned in the section above, one way file synchronization for file back-up and 

replication is not yet supported and requires additional technologies to be added on top 

of the IPFS layer. 

Privacy & anonymity 

IPFS is not an anonymity protocol. When a node is connected to an IPFS network, all 

other nodes will be able to see internal and external IP addresses of this node. In fact, 

 
96  Source: https://discuss.ipfs.io/t/how-to-sync-a-folder-between-two-nodes/1997/2 
97  Source: https://medium.com/@s_van_laar/deploy-a-private-ipfs-network-on-ubuntu-in-5-

steps-5aad95f7261b 
98  Source: https://medium.com/@rossbulat/using-ipfs-cluster-service-for-global-ipfs-data-per-

sistence-69a260a0711c 
99  Source: https://github.com/ipfs/ipfs-cluster/issues/281 
100  Source: https://github.com/ipfs/faq/issues/47 
101  Source: https://github.com/sahib/brig 
102  Source: https://brig.readthedocs.io/en/master/ 

https://discuss.ipfs.io/t/how-to-sync-a-folder-between-two-nodes/1997/2
https://medium.com/@s_van_laar/deploy-a-private-ipfs-network-on-ubuntu-in-5-steps-5aad95f7261b
https://medium.com/@s_van_laar/deploy-a-private-ipfs-network-on-ubuntu-in-5-steps-5aad95f7261b
https://medium.com/@rossbulat/using-ipfs-cluster-service-for-global-ipfs-data-persistence-69a260a0711c
https://medium.com/@rossbulat/using-ipfs-cluster-service-for-global-ipfs-data-persistence-69a260a0711c
https://github.com/ipfs/ipfs-cluster/issues/281
https://github.com/ipfs/faq/issues/47
https://github.com/sahib/brig
https://brig.readthedocs.io/en/master/
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knowing the NodeID is enough to find out the internal and external IP addresses, mean-

ing that when a node connects to a network, distributes his/her NodeID and then leave 

the network in order to join another network, nodes that know this NodeID will still be 

able to find out internal and external IP addresses of this node (by doing a lookup using 

the NodeID as parameter). 

Achieving privacy & anonymity 

While IPFS isn’t an anonymity protocol, there are solutions available or in progress 

that claim to add a layer on top of IPFS, an anonymity layer. The problem that needs to 

be solved, is that the IP addresses, both internal and external, are visible to others. 

One way to achieve this, is by using OnionCat103. They way to achieve anonymity 

using OnionCat, can be to anonymously lease a virtual private server, and use it as a 

proxy. Linking an isolated IPFS node to the proxy using OnionCat would preserve an-

onymity because a lookup on the NodeID would result in the IP address of the VPS104. 

Besides using OnionCat, there are other solutions. It appears that the IPFS commu-

nity has a tor based IPFS on their backlog105, so a non-workaround version could be 

expected in the future. Besides these solutions, there are also existing proof of concepts 

that implemented TOR based IPFS which would preserve anonymity 106. 

Using the solutions above, nodes would be able to download files from other nodes 

anonymously. In other words, anonymous file downloads would be possible by imple-

menting solutions like listed above. 

Security 

IPFS has object-level cryptography. Objects are automatically decrypted if a user has 

the right key in his/her keychain. Links of encrypted objects are protected, in which 

traversal becomes impossible if the requester hasn’t the right decryption key. Besides 

encrypted objects, IPFS automatically verifies signatures. Also, IPFS uses self-certified 

filesystems, which makes it possible to negotiate a secret to secure traffic with a server. 

However, it appears that these functionalities are not yet implemented in the practical 

implementation. 

Tahoe-LAFS.  

For this section, we use information from two different sources, the paper [29] and 

sources from the Tahoe-LAFS website. The sources of the website provide useful prac-

tical information that help answering unclear points from the paper. 

File sharing 

Tahoe-LAFS is a file sharing protocol. It uses capability access control (more about 

this in the security section). This approach makes it possible to have a dynamic and 

fine-grained sharing system of files and directories. 

 
103  A Tor based decentralized VPN 
104  Source: IPFS OnionCat  
105  Source https://github.com/ipfs/faq/issues/12 
106  Source: https://github.com/cretz/tor-dht-poc 

https://ipfs.io/ipfs/QmYKQvBsbYrRhdaGvQXcEoSam7s5gKVYULfRgNPzN5JM8N/IPFS-via-OnionCat.html
https://github.com/ipfs/faq/issues/12
https://github.com/cretz/tor-dht-poc
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 The filesystem of Tahoe-LAFS consists of files and directories. Tahoe distinguishes 

two types of files, namely mutable and immutable files. Immutable files are read-only 

files that cannot change. When sharing a file, an immutable file has two capabilities, 

namely the read capability (identifies file and gives the ability to read the contents) and 

the verify capability (identifies file and provides the ability to check its integrity). 

 For mutable files, three capabilities exists which is comparable to BitTorrent Sync. 

Like BitTorrent Sync, there is a read permission and read-write permission for a muta-

ble file. In BitTorrent Sync, this is distinguished in terms of different keys. In Tahoe-

LAFS, these files themselves contain capabilities which are checked upon accessing a 

file. Mutable files have a read capability, a read-write capability and a verify capability. 

Users are able to share capabilities to files, i.e. sharing a file. Permissions can be spec-

ified when sharing such a file. For example, a user with read-write capabilities to a file 

can choose to give another user read-write capabilities, or just a read capability. Users 

with read capabilities can also share this capability with others. Note that, for example, 

users with a read capability to a file, cannot give other users read-write capabilities. The 

paper also calls this “diminishing a capability”. Read-only users can ‘diminish’ his/her 

read-only capability to a verify-capability to share with others, meaning that others are 

given the capability to check the integrity of the file (without reading the plaintext!). 

File synchronization 

As mentioned in section 3.9, Tahoe-LAFS released “Magic Folders” in 2017, which is 

a two-way syncing utility. It is also possible to configure it for one way file synchroni-

zation (between one client and the servers on which the shares are stored), but this is 

also possible without using this “Magic Folders” utility by distributing (mutable & en-

crypted) file shares to different servers, while keeping the private key a secret. 

File back-up & file replication 

Tahoe-LAFS supports file back-up and file replication. In fact, this was the initial main 

purpose of Tahoe-LAFS. For file replication, erasure coding parameter K can be set to 

1 when writing a file, which would result in mirroring/replicating a file onto one server. 

For file back-up, an example would be to create a mutable file and distribute it across 

multiple servers while keeping the private key a secret.  

Privacy & anonymity 

As mentioned in section 3.9, Tahoe-LAFS can be run on an anonymized network like 

TOR and I2P 107. However, IP addresses would still be possibly leaked. To prevent this, 

Tahoe-LAFS has a flag that can be set in the configuration, which is “reveal-IP-

address”. Setting this Boolean to false would result in Tahoe-LAFS refusing to start if 

there is any chance of leaking a node’s IP address in the configuration of the node. 

Requirements for this would be, for example, to run over an anonymized network like 

TOR. 

 Using this configuration, it is also possible to support anonymous file downloads. If 

a user publishes the servers where the shares are on of his/her file that he/she uploaded, 

 
107  Source: https://tahoe-lafs.readthedocs.io/en/latest/anonymity-configuration.html 

https://tahoe-lafs.readthedocs.io/en/latest/anonymity-configuration.html
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and provide other users with a read-only key, other users would be able to download 

the shares of the file anonymously. 

Security 

As mentioned in the file sharing section, Tahoe uses capability access control. A capa-

bility is a short string of bits which uniquely identifies a file or directory. Having 

knowledge of this identifier is necessary and also sufficient to gain access to the object 

that it identifies, thus the string has to be strong enough to be unguessable, while still 

being efficient to store and transmit. The authors of the paper chose a minimum of 96 

bits for the length of the string. This type of access control is also called “cryptographic 

capabilities”. 

 As mentioned in section 3.9, Tahoe distributes pieces (shares) of a file (encrypted) 

to different servers. This process is called “erasure coding”. When writing a file, the 

writer has to choose N (which is the number of shares that will be written), and K (the 

number of shares to be used when reading the file). N has to be a number between 1 

and 256. K has to be a number between 1 and N. Shares are distributed to a number of 

storage servers H. This makes that, as mentioned in section 3.9, if H-K+1 servers are 

unavailable, the file cannot be retrieved. 

As mentioned in the file sharing section, Tahoe distinguishes immutable and mutable 

files. For an immutable file, a client has to choose a symmetric key to encrypt the file. 

After that, the client has to choose N (number of shares) and K (number of shares 

needed to read the file). After these parameters are chosen, the client has to split (eras-

ure code) the ciphertext into N shares, and write the shares to different servers. 

The verify capability is derived from the ciphertext of the file by using secure hashes. 

Tahoe computes a Merkle Tree over the shares to verify the correctness of each share. 

In other words, if an integrity check fails, the client knows which of the share(s) are 

wrong. In addition, Tahoe also computes a Merkle Tree over the ciphertext, meaning 

that users can check the correctness of parts of the file without downloading it. This is 

necessary for the verify capability, as this capability is not allowed to see the plaintext 

of a file. The roots of the two Merkle Trees are kept in a small block of data. A copy of 

this block is stored on each server next to the shares. The paper calls this structure the 

“Capability Extension Block” (CEB). The verify capability is then a secure hash func-

tion of this CEB. The read capability is the verify capability plus the symmetric encryp-

tion key. 

A mutable file differs a lot from immutable files. To start, mutable files are based on 

RSA key pairs. Each file is associated with an RSA key pair. People that are authorized 

to write, have access to the private key to create signatures on the new versions of the 

file that they write. In order to write a file, the write key has to be computed which is a 

secure hash of the private key. The read key is a secure hash function of this write key, 

meaning that anyone with a write key can compute the read key, but not vice versa. 

Someone with only a read key cannot compute the write key based on the read key. 

The verify capability in mutable files means that a client can check the signature of 

a file. Therefore, the verify capability is a secure hash function of the public key (VC). 

The reading capability (RC) contains the verifying capability (VC) and the read key. 
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The read-write capability contains the verify capability (VC) and the write key. This 

write key can be used to compute the read key as mentioned above. 

As shares are encrypted before actually sending over the internet, servers in which 

the shares are stored cannot decrypt these shares. Also adversaries that are intercepting 

traffic would only see the encrypted share. All encryption in this protocol is AES-128 

encryption in CTR mode (counter mode). 

IPFS vs. Tahoe-LAFS vs. BitTorrent Sync 

In this section, IPFS, Tahoe-LAFS and BitTorrent Sync will be compared. The infor-

mation about BitTorrent Sync is based on section 3.6 and the paper mentioned in the 

intro of section 4. The information about IPFS and Tahoe-LAFS are based on sections 

4.1 and 4.2. 

In order to make an accurate overview of these three technologies, they will be com-

pared against the criteria that they are analyzed against: 

• File sharing 

• File synchronization 

─ One way 

─ Two way 

• File back-up & file replication 

• Anonymous file downloads 

• Encryption & authentication 

Table 8. Protocol comparison 

 IPFS Tahoe-LAFS BitTorrent Sync 

File sharing Yes Yes Yes 

One-way FS No * Yes Yes 

Two-way FS No * Yes Yes 

File back-up No * Yes Yes 

File replication No * Yes Yes 

Anonymous file 

downloads 

No * Yes No 

Encryption + ++ ++ 

Authentication + ++ ++ 

* Not supported, but can be achieved using workarounds / additional technologies 

As can be read in section 4.1, IPFS has several functionalities that are not yet supported 

or which require additional technologies / workarounds. Therefore, they are listed as 

“No” in the comparison because the protocol itself does not provide solutions for that. 

However, as there are workarounds for all of the functionalities that are listed as “No”, 

it is worthy to mention with a * that these functionalities could eventually be achieved 

by modifying the protocol. 

Conclusion 
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IPFS seemed a good candidate at first, but is at an early stage, and the latest paper is 

still a draft. It can achieve all the functionalities we want in our end solution, but that 

would require several workarounds and several additional technologies which makes it 

too risky compared to the other two technologies. 

 The technology that has the best overall score, is Tahoe-LAFS. The upside is that it 

is also well documented and they already have a big community. BitTorrent Sync is 

also a good candidate, if the privacy issues are solved. However, implementing the 

protocol without being dependent on their software program “Resilio Sync”, seems 

hard as the protocol is not open source, and only implemented in Resilio Sync. There-

fore, Tahoe-LAFS seems the best protocol to use as it provides all functionalities we 

want, and has, in addition to that, good sources of information. 
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