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Abstract

Approximately 90% of all renal tumours in childhood are Wilms’ tumours. Histopathol-
ogy plays an essential role for correct diagnosis and therefore classification of Wilms’
tumour is based on the review of an expert pathologist. Deep learning techniques for
segmentation of Wilms’ tumour components are desired as they could provide sup-
port to a pathologist. Two convolutional neural networks architectures have been con-
structed: U-Net and DenseNet. On the task of classifying 15 different tissue types for
every pixel in the whole slide images, the best performing U-Net and DenseNet scored
overall F1 scores of respectively 0.787 and 0.850. Moreover, a post-processing step has
been introduced where regions of tumour and non-tumour are determined. A second
DenseNet was trained to merely classify tumour versus non-tumour regions. This re-
sulted in a higher overall F1 score of 0.863.
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Chapter 1
Introduction

Wilms’ tumour is the most common malignant renal tumour in childhood. In Europe,
each year about one thousand children are diagnosed with a renal tumour of which 90%
are Wilms’ tumour (WT). Moreover, renal tumours constitute about 7% to all paediatric
malignant tumours [Ooms et al., 2020]. WTs are very rarely occuring in adults with an
incidence rate of less than 0.2 per million per year [Mitry et al., 2006]. For establishing
a correct diagnosis, histopathology of Wilms’ tumour is crucial [Ooms et al., 2020]. In
this medical field a pathologist investigates a biopsy which is removed from the patient
during surgery. This piece of tissue is then sliced into tinier sections with a thickness
of 3 - 5 micron such that it can be investigated under a microscope.

After this cutting procedure, several methods can be used to optimally prepare the tis-
sue before examining it. One such method is hardening cellular tissue using for instance
alcohol and mercuric chloride. Staining techniques are used to add contrast to different
tissue types and to add colour to otherwise transparent parts of the biopsy.[Alturkistani
et al., 2016]

Histopathology is of great importance for diagnosis of kidney tumours. Even though
different tumours often have considerable overlap in cell type, a standard hematoxylin
and eosin (H&E) staining of the tissue might not provide satisfactory contrast for a
pathologist to distinguish different histologic features. Subsequently, ancillary tech-
niques such as immunohistochemistry and molecular analysis are integrated in daily
pathology practice. These techniques are cost-effective and may support the patholo-
gist to get to an appropriate diagnosis within acceptable time.[Ooms et al., 2020]

It has been suggested by [Ooms et al., 2020] that it plausible that automated classi-
fication of pediatric renal tumours is feasible. This would be another cost-effective
and time efficient method for diagnosis of Wilms’ tumours. Deep learning in medi-
cal imaging in general has already shown its strength extensively [Greenspan et al.,
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2016]. It has proven its capacity in the field of pathology as well. For instance, there
are algorithms being developed for lymph node metastases detection in women with
breast cancer. The performance of the algorithm in this case was comparable to that
of an expert pathologist without time constraints [Bejnordi et al., 2017]. In particular
deep learning models have been developed for kidney histopathology. Significant cor-
relation is observed between visually scored slides by pathologists and the statistical
measures calculated by the network [Hermsen et al., 2019].

1.1 Wilms’ Tumours

Two important structures in kidney tissue are glomeruli and tubules. The main function
of a glomerulus is to filter plasma. This filtrate then passes through the tubules to form
urine. Other tissue types that are present in kidney tissue slides are: fat, connective
tissue, blood vessels etc. Wilms’ tumours cause malfunction of the vital functions of
the kidney.

A fetus develops the characteristic kidney structures from the ureteric bud and the
metanephrogenic blastema. Usually, the blastema will have disappeared after 36 weeks
gestation. Approximately 1% of infants will retain residual blastema which is then
called nephrogenic rest. WT are thought to be caused by these nephrogenic rests. In addi-
tion, in 40% of patients with Wilms’ tumours, nephrogenic rests can be found.[Szychot
et al., 2014]

Wilms’ tumours contain three main types of tumorous cells: blastema, stroma and ep-
ithelium. Those classes play an important role in the diagnosis of the tumour type. The
original posed classification of WT was as follows: a Wilms’ tumour is classified as type
X if at least 2/3 of the viable tumour consists of tumour cells of type X [Beckwith and
Palmer, 1978]. These initial criteria, however, do not take into account the preoperative
chemotherapy that has been performed. Chemotherapy alters the histological features
of the nephroblastomas and therefore the criteria have to be modified and specified ac-
cordingly. The Society of Paediatric Oncology (SIOP) subsequently proposed different
histological criteria for subtyping Wilms’ tumours [Vujanić et al., 2002].

These SIOP guidelines are as follows; if the tumours are comprised of more than two-
thirds chemotherapy effect (necrosis, hemorrhage, fibrosis etc.), then the tumour is
classified as regressive. Otherwise, if any of the components of the vital tumour (blastema,
stroma and epithelium) constitutes for more than two-thirds it is classified as such. If
none of these criteria apply, the tumour is called mixed.

8 Chapter 1: Introduction
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1.2 Computational Pathology

Primarily, computational pathology is about studying digitised pathological images
with the help of computers. Typical tasks for classical image analysis are cell counting
and stain normalisation. More complex tasks however require artificial intelligence in
the form of deep learning techniques. Deep learning has allowed for the development
of more complex tasks, such as predicting treatment response and diagnosing specific
diseases.[Aeffner et al., 2019]

Deep learning can be implemented in every task where a pathologist is involved. Al-
gorithms can be written to merely support the pathologist at his task or to mimic the
diagnosis done by the pathologist altogether. An example of AI-support is seen in Glea-
son grading of prostate biopsies [Bulten et al., 2020]. In this study it is shown that AI-
supported pathologists score significantly better than unassisted pathologists on the
task of Gleason grading.

While offering support to a pathologists by means of a machine learning algorithm can
be of great help, a stand-alone algorithm can be desirable too. In oncology, whole slide
analysis using deep learning can be of great relevance and can even be complementary
to other clinical evaluation methods such as blood tests and endoscopy. This can be
done to improve the knowledge of the disease and to act as an advisor for treatment
decisions. Stand-alone deep learning algorithms can help in identification of charac-
teristics of tumours. Moreover, computer based analysis has the promise of being cost-
effective and also reduces the workload of the pathologist significantly.[Londhe and
Bhasin, 2019]

1.3 Research Question & Approach

Current classification of the surgical resection of Wilms’ tumours is based on the opin-
ion of an expert pathologist. The process of analysing WT to come to a diagnosis re-
quires extensive pathological skill. A complication is that this method is prone to inter-
observer variability caused by the reviewer interpretation. Digital image analysis could
solve this problem of variability. Hence the main goal of this thesis is to investigate the
following research question:

To what extend can deep learning techniques be used for
automated diagnosis of Wilms’ tumours?

Prior to attempting to answer this main research question, one has to develop a model
that can quantify the histological Wilms’ tumour components. Therefore, the first part
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of the thesis will be about answering the sub-question whether histological Wilms’ tu-
mour components can be classified by deep learning models. The main concern of
chapter 5 is the aforementioned classification of the different tumour components. Ex-
periment methodology and results will be stated there as well. Chapter 6 will ulti-
mately shine a light on the main research question.
For the study, I was in close contact with dr. Ronald de Krijger who initialised this
project. He is a pathologist who is specialised in pediatric pathology and works at the
Princess Máxima Center for Pediatric Oncology in Utrecht. All tissue slides of Wilms’
tumour which are collected over the years 2015 - 2019 at the department of pathology
of the Princess Máxima Center are scanned at the department of pathology of the Rad-
boud UMC. This data set contains biopsies of n = 103 patients. The slides are then
anonymised and annotations are made of typical areas of WT, chemotherapy compo-
nents and components of healthy kidney tissue. The final goal is to compare the diag-
nosis classifications made by the network with the classifications of a panel of expert
pathologists in this field. This comparison between the obtained results by the network
and the panel of pathologists is beyond the scope of this thesis, but will be conducted
in future research.
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Chapter 2
Theory of Deep Learning

Deep learning is a form of machine learning for which deep artificial neural networks
are characteristic. Machine learning techniques are used extensively in modern day
science as these try to find patterns in provided data. These techniques are used in
a wide range of fields; ranging from social sciences to psychology and from medical
sciences to physics. There are several algorithm types: supervised learning, unsupervised
learning, reinforcement learning, etc. For this thesis, only supervised learning is used and
will be explained in section 2.1.
This chapter is based for a large part on two books written by [MacKay, 2003] and
[Murphy, 2012].

2.1 Algorithm Types
In general, one wants to automatically detect patterns in data. The more data there is
available, the better a machine learning model can find patterns.
In supervised learning, the goal is to find a mapping f : X → Y given a data set D =

( ~xµ, tµ)Nµ=1 containingN input vectors ~xµ ∈ X and corresponding outcomes tµ ∈ Y . This
mapping then provides a link between the D-dimensional input space X and output
space Y . For example, in a social study this link can be between human properties (e.g.
gender, weight, length and eye colour, hereD = 4) and some hypothesis (high income,
being more prone to addiction, etc.).
Supervised learning is also extensively used at the LHC at CERN. In the high-energy
collisions, lots of particles are produced. Most of them decay before they can be de-
tected by the sensor arrays. These decay products will be seen by the detectors (such
as ATLAS and CMS). Based on the properties of the particles in the initial beam, one
attempts to infer what the underlying reactions were to produce the decay products.
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About one petabyte of data per second is obtained by the detectors and therefore it is
practically impossible for humans to analyse the data by hand.[Radovic et al., 2018]
In unsupervised learning one is dealing with just a set of data points ( ~xµ)Nµ=1 without any
corresponding set of labels. This type of machine learning is also called self-organisation.
The task is, as the name suggests, to find structure in the given data points with little
human supervision.

2.2 The Perceptron
To understand the principles of supervised deep learning, it is informative to first look
at machine learning techniques. Machine learning is based on the concept of weighting
different input parameters which, when multiplied together, give an outcome/decision.
Training is then done by evaluating the outcome and comparing it with the ground
truth labels. If incorrect, the weights will be updated to give a better outcome in the
future.

Figure 2.1: A visualisation of a single-layer perceptron. Every circle shown is inter-
preted as a neuron and every line is associated with a weight.

Arguably the simplest form of a neural network is the single-layer perceptron. It makes
use of a linear predictor function and is therefore called a linear classifier. In this percep-
tron model one has a D-dimensional input space X = RD in which the vectors x ∈ RD

can be written as ~x := (x1, . . . , xD). The corresponding labels t = ±1 are the possible
outcomes of the perceptron.
The input vectors x ∈ RD can be seen as features obtained from an initial black and
white image. This image consists ofM pixels ~p = (p1, . . . , pM) ∈ RM and theD features

12 Chapter 2: Theory of Deep Learning
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are then computed by applying some function φd : RM → RD for which φd(~p) = xd

(and ~φ(~p) := ~x).
These features obtained from the image are then combined with the weights in combi-
nation with some bias to predict label t. This bias is usually incorporated in the weight
vector ~w by setting w0 = b and x0 = 1. The outcome y of the perceptron is then calcu-
lated in the following way:

y = sign

(
D∑
d=1

wdxd + b

)
;

= sign

(
D∑
d=0

wdxd

)
;

= sign(~w · ~x); (2.1)
= sign

(
~w · ~φ(~p)

)
. (2.2)

The sign function is defined by conditions sign(a) = +1 if a ≥ 0 and sign(a) = −1 if
a < 0. From now on, this notation of including the bias in the weight vector will be
used by default. The goal is to determine weights such that equality

sign
(
~w · ~φ( ~pµ)

)
= tµ (2.3)

holds for as many pµ as possible. Unfortunately, it is not guaranteed that weights can
be found such that equation (2.3) holds for all images pµ. Section 2.2.1 will briefly look
into these conditions. The training procedure for obtaining weights ~wwill be described
in section 2.2.2.
Note that the φd can really be any functions. One generally wants to capture the fea-
tures of the input image ~p in a clever and efficient way, but one could also use the
functions to project the image on the individual pixels: φm(~p) = pm ∀m ∈ M̄ where
M̄ := {1, 2, . . . ,M}. In this way, equation (2.2) becomes:

y = sign (~w · ~p) .

This equation simply assigns a weightwm to each individual pixel pm in the image.

2.2.1 Linear Separability

As noticed before; it is not always possible for any data set to fit equation (2.3) for all
images in the data set. Assume we are dealing withN images and their corresponding
outcomes such that our data set is D = ( ~pµ, tµ)Nµ=1. The prediction of the perceptron is
calculated using equation (2.2). The boundary of the predictions is found by demand-
ing

D∑
d=1

wdφd(~p) + b = 0. (2.4)

Chapter 2: Theory of Deep Learning 13
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Figure 2.2: (a) shows a data set that is not linearly separable while (b) is linearly sepa-
rable. The ‘x’ indicates t = −1 and ‘o’ indicates t = +1. D = 2 is used in this example.
The dashed line indicates the hyperplane (in this case a line) obtained from equation
(2.4).

This equation describes a D-dimensional hyperplane in RD+1 where φd(~p) is the D-
dimensional variable vector. One would ultimately want to optimise the weights such
that the hyperplane acts as a boundary which separates the t = +1 and t = −1 out-
comes. This boundary does not necessarily have to exist as can be seen in figure 2.2.

2.2.2 Training Procedure

For learning, the weights need to be optimised such that equation (2.3) is satisfied for
as many points ~p in our data set as possible. This is done by evaluating the output of
the perceptron for input ~pµ and adjusting the weights if the output is not equal to tµ.
One would like to have a measure for how bad the performance of the network is. This
measure is called the loss function. In the perceptron’s case, the most used loss function
is the hinge loss:

L = max{0, 1− (~w · ~x)t}. (2.5)

Here t is the ground truth, ~x = ~φ(~p) are the features obtained from the input image and
~w is the weight vector. Note that if sign(~w ·~x) = y is equal to t, then the network is right.
If they have opposite signs, the network is wrong. There are four possible cases:

|~w · ~x| ≥ 1 ∧ sign(~w · ~x) = t⇒ L = 0;

|~w · ~x| < 1 ∧ sign(~w · ~x) = t⇒ 0 < L ≤ 1;

|~w · ~x| < 1 ∧ sign(~w · ~x) 6= t⇒ 1 ≤ L < 2;

|~w · ~x| ≥ 1 ∧ sign(~w · ~x) 6= t⇒ L ≥ 2.

14 Chapter 2: Theory of Deep Learning
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Note that if the network is wrong, then there is some non-negative loss and the weights
will have to be updated. Additionally, if the network is not very certain (|~w · ~x| < 1)
and the network is right, then there will still be a small loss and the weights will be
improved.
Weights are now updated using an optimisation method. Frequently used algorithms
are gradient descent, learning with momentum, Newton’s method, line search and stochas-
tic gradient descent. For the perceptron algorithm, gradient descent is often used. This
method is an iterative first-order optimisation method of which the corresponding equa-
tion is:

~w(i+ 1) = ~w(i)− η ∂

∂ ~w
L(~w(i)). (2.6)

In this formula i denotes the ith iterative optimisation step and η is the learning rate.
There are several methods for implementing this method. One could for instance run
through a subset of all images ~p, gather the gradients of the loss function for those im-
ages and only then update the weights by taking the average of the collected gradients.
This method is called batch-based training. Though, the most intuitive method is to get
one image ~pµ, calculate the gradient of the loss function and update the weights straight
away. After each update, move to the next image. The batch-based method is preferred
since it uses an average of the gradients which results in a less noisy optimisation pro-
cess.
For implementing any of the methods, one needs to find the gradient first. For the hinge
loss one obtains:

∂

∂ ~w
L(~w) =

−t~x if t(~w · ~x) < 1;

0 if t(~w · ~x) ≥ 1.

Hence equation (2.6) can be rewritten to:

~w(i+ 1) = ~w(i) + ηt~x.

Implementing the above method using python would result in code similar to the fol-
lowing:

import numpy as np

# Initialise weights and input vectors

w = np.zeros(D+1)

x = np.array([[] for _ in range(N)])

for image_idx in range(N_images):

# Determine phi(p) and add a `1' in front for the bias

x[image_idx] = np.insert(phi(p[image_idx]), 1, 0)

Chapter 2: Theory of Deep Learning 15
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# Run through all items in the data set

for _ in range(N_iterations):

for j in range(N_images):

w += eta * t[j] * x[j]

The above code is just a sketch of what has to be written to implement the method. One
should of course terminate the iteration loop if the weights give the right outcome for
all images. Even though some data sets do not allow linear separability; the procedure
will still converge to some local minimum of loss L.

2.3 Classification

The perceptron model can be used for two-class classification. Here t = +1 is used
for one class and t = −1 for the other. In computational pathology, these two classes
can for example be “tumour” and “no tumour”. The former indicating that there is
tumorous tissue present in the input. One can generalise the model by modifying it to
generate predictions for several possible classes.

Figure 2.3: A visualisation of a one layer classifying neural network. Every circle shown
is interpreted as a neuron and every line is associated with a weight. The input is
mapped to K classes.

Every input neuron in figure (2.3) is connected to every output class. The ground truth
can now be represented by a K-dimensional vector ~t containing a 1 at the position of
the class this data point belongs to and a 0 in the other positions. In this way the initial
data set should be of the form ( ~xµ, ~tµ)Nµ=1.

16 Chapter 2: Theory of Deep Learning
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2.3.1 Two-class classification

The perceptron algorithm uses sign : X → {−1, 1} to map the input directly to one
of two possible outcomes. In general, a probabilistic viewpoint is preferred and is
achieved by mapping X to continuous space [0, 1]K . This mapping is called the clas-
sification function y. In a two-class classification problem (K = 2); an extensively used
classification function is the sigmoid function σ : R→ (0, 1):

σ(x) =
1

1 + e−x
. (2.7)

This function is bijective, monotonic and continuous. In this case the labels −1 and
+1 for t are replaced by respectively 0 and 1. One could interpret the outcome as the
probability for feature t = 1 to be present: P (t = 1|~x, ~w) = y(~w · ~x). This function can
also be used as an activation function, which will be explained in section (2.4).

The likelihood of weights ~w given a data set is given by:

L(~w) =
N∏
µ=1

P (tµ| ~xµ, ~w); (2.8)

=
N∏
µ=1

y(~w · ~xµ)t
µ

(1− y(~w · ~xµ))1−t
µ

.

This quantity has to be maximised for best performance. Equivalently, one could min-
imise `(~a) := − log(L(~a)) since log is a strictly increasing function.

`(~w) := − log(L(~w));

= −
N∑
µ=1

(
tµ log

(
y(~w · ~xµ)

)
+ (1− tµ) log

(
1− y(~w · ~xµ)

))
. (2.9)

This log-likelihood function is often referred to as the cross-entropy loss. Optimising
these quantities can then be done using one of many iterative optimisation methods.
One of which is explained in section (2.2.2).

2.3.2 Multi-class classification

One often encounters a classification problem with more than two classes. This can be
the case if the field of interest is not just “tumour” and “no tumour”, but a more detailed
view of the input is demanded. For example, the input can consist of pathological
images and the classes the different tissue types each pixel in the image can belong
to.

Chapter 2: Theory of Deep Learning 17



2.4. MULTI-LAYERED NEURAL NETWORKS

To get a probabilistic interpretation; the output in each class k needs to be normalised.
This can be done by considering the outputs to be energies after which the partition
function is used to normalise the results:

pk(~x, ~w) =
exp(yk(~x, ~w))∑K
k′=1 exp(yk′(~x, ~w))

. (2.10)

In machine learning terminology; this function is called the softmax function. The like-
lihood function and log-likelihood function now become:

L(~w) =
N∏
µ=1

K∏
k=1

pk( ~xµ, ~w)t
µ
k ; (2.11)

`(~w) = −
N∑
µ=1

K∑
k=1

tµk log
(
pk( ~xµ, ~w)

)
. (2.12)

Here the product over all classes contains tµk which is one for the class the data cor-
responds to, zero otherwise. Formula 2.12 is the general form of cross-entropy loss for
multi-class classification. The final expression for the likelihood is the product over
probabilities that the data corresponds to the right class.

2.4 Multi-layered Neural Networks
Figures (2.1) and (2.3) are special cases of neural networks. In both cases; there is one
layer of weights which connects the input to the output of the network. For a hard
classification problem, there can be many features present. In this case one layer of
weights may not be enough. A possible solution is to incorporate multiple layers in
between the input and the output. In this way there are more weights that can be altered
and thus a larger amount of features to be captured.
The obvious first choice, when looking at the previous discussion, for such a multi-
layered neural network would be to develop a multi-layered perceptron (MLP) which is
illustrated in figure 2.4. In this model one defines the hidden layers Hi to be the layers
between the input and the output of the network. Every neuron in hidden layer Hi is
connected to every other neuron in layers Hi−1 and Hi+1. Such a network in which all
neurons are connected in two consecutive layers is called fully connected. A MLP will
have the benefit that there are a lot of weights to be optimised so that it can capture many
features. The other side of the coin is that this high-dimensional likelihood function gets
susceptible to being stuck in local minima. Furthermore, the optimisation process will
take longer because of the large amount of free weight parameters.
It is not needed to attach all neurons to every other neuron in the next layer. One could
develop a more sophisticated model with the benefit of being able to capture more

18 Chapter 2: Theory of Deep Learning



2.4. MULTI-LAYERED NEURAL NETWORKS

Figure 2.4: An illustration of a multi-layer perceptron model containing three hidden
layers that classifies toK classes. The input isD-dimensional and the hidden layers are
indicated by H1, H2 and H3.

features while still keeping the amount of weights manageable. In image analysis, the
most important network type for this task is a Convolutional Neural Network (CNN)
which will be explained in chapter 3.

2.4.1 Activation Functions

Consider a neural network with at least one hidden layer. The influx of a neuron in
this layer consists of a linear combination of the input and weights connected to this
neuron. This value can then be passed on to neurons in the next layer. In this way one
ends up with a linear regression model and for complex data one might fail to pick up
non-linear properties. This is why activation functions are introduced. This function is
applied to the influx of the neuron to add non-linearity to the system. These functions
contain no learnable weights and are merely used to add non-linearity.

After the contraction of input and weights, one uses an activation function on this linear
combination. One important example of an activation function is the sigmoid function
(2.7). Other examples are ReLu and tanh.

Chapter 2: Theory of Deep Learning 19



2.4. MULTI-LAYERED NEURAL NETWORKS

Figure 2.5: Three graphical illustrations of some important activation functions.

The idea of adding such a function to the system is based on how neurons in the brain
operate. More stimulation results in higher activation of the neuron. This behaviour
can be seen in the three activation functions in figure (2.5).
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Chapter 3
Convolutional Neural Networks

The basic concepts of machine learning and in particular deep learning are discussed
in the previous chapter. A light is shone on multi-layered perceptrons, which are fully
connected networks in which several neurons are divided in layers where all neurons
in a layer are connected to all neurons in the previous layer.

For a deep network containing several hidden layers, the amount of weights will easily
become very large. For complex data, on the other hand, a deep network is essential to
capture all its features. The downside of a multi-layered perceptron is that it takes a very
long time for the optimisation process to converge since it is very high-dimensional.
Moreover, spatial information in the image will get lost during the process.

To still capture many features while keeping the amount of weights manageable; con-
volutional neural networks (CNNs) are introduced. The input for each layer is calculated
by contracting some output of neurons in the previous layer using so called convolu-
tions. The idea behind those convolutions is that individual pixels in an image do not
contain much information, while a region of pixels does. Hence, spatial data will be
preserved.

A schematic illustration of a CNN is given in figure 3.1. The input is on the far left and
the output on the far right. Every block in between corresponds with a hidden layer of
neurons. The lines between the blocks correspond with a set of weights. The features
are learned in the first few layers of the network. These features range from small in
the beginning of the network to large at the end of the network. Small features can for
example be edges and curves and larger features can for instance be objects present in
the image such as the wheels of the car in figure 3.1. Section 3.3 will go more in depth
on those feature representations.

The last part of the network consists of the classification layers. This principle is already
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Figure 3.1: A general illustration of a CNN in image analysis. The layer types are ex-
plained in section (3.2).[Saha, 2018]

explained in chapter 2. The full workings and the different possibilities for the last part
of the network are also explained in section 3.2.
Images usually contain three channels (red, green and blue) to assign a specific colour
to each pixel. Channels are also present in the feature representation later in the net-
work. They are illustrated as the depth of the blocks in figure 3.1.
There are lots of different layer types that can be used for a convolutional neural net-
work architecture. The most used types can be easily implemented in a programming
pipeline using the Tensorflow, Keras or PyTorch python package. For my research, I
mostly rely on PyTorch, but some fundamental scripts at the computational pathology
department use Tensorflow and Keras. There are slight differences in the implementa-
tion of methods in the different packages. The details about the differences will not be
given in this thesis and every programming syntax will be for PyTorch.
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Figure 3.2: The illustration shows the workings of many major layers in a CNN. The
dotted line indicates that a border of padding is applied to the input before applying the
layer. The 3× 3 square which is highlighted is the kernel which scans the input.[Saha,
2018]

3.1 Padding

For image analysis, one is working with 2D images and all layers therefore also have a
2D kernel. This kernel is defined as the size of the rectangle which contains the weights.
Notice that the edges of the input are treated differently than pixels in the centre. Fur-
thermore, if the kernel size is not (1, 1), the output size will not be equal to the input
size. To account for this, one could apply padding around edges of the input. Padding
is illustrated in figure 3.2 by the dotted squares around the lower 5 × 5 square. In this
case the padding is 1 in both directions but one could choose any integer padding value.
The most important padding options are:

• valid padding: this is equivalent to applying no padding at all;

• zero padding: this applies padding and inserts a value of zero in the constructed
squares;

• same padding: the values in the constructed squares around the border are the
same value as the squares at the border of the input.
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3.2 Layer Types
For scanning the input one can use additional parameters such as stride and dilation.
Stride is a 2-tuple (Sx, Sy) of integers denoting the step size in both directions. This
principle is illustrated in figure 3.3. Dilation is a lesser used method and as the name
suggests; it is the spacing between the weights in the kernel itself.

Figure 3.3: On the left the principle of strides is shown, here (Sx, Sy) denote the strides,
in this case they are both 2. On the right a layer with dilation (2, 2) is shown, in this
example the strides are (1, 1).[Saha, 2018] (edited)

Figure 3.4: Scanning rectangle of size 3 × 3. Values wij can be learnable in some cases
and sometimes those are fixed.
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The rest of this section will be about explaining the different uses of the scanning rect-
angle. To illustrate this idea, take a 3×3 scanning rectangle as in figure 3.4 and aM×N
input rectangle which will be scanned. If the weights of a layer are learnable, there are
usually several scanners involved. For every other scanner one obtains one more chan-
nel in the output. So if the input contains Cin channels and K scanners are used, the
output will contain Cout = K channels. Each scanner scans all channels Cin and the
pairwise sum of the output corresponds to one output channel.

Convolutional Layer

The convolutional layer is the defining layer type of the CNN architecture. There are
learnable weights in the scanner and they are multiplied with the elements in the input
it scans. Those multiplied factors are then summed together to form one channel.

Mathematically, denote the output for scanner k by gk(i, j) and fc(i, j) is the value for
channel c of the input image with i ∈ M̄ and j ∈ N̄ . In both cases i ranges over the rows
and j over the columns. Let scannerw(k)

c go over the input with stride and dilation both
(1, 1) and valid padding (no padding applied). This scanner connects input channel c
to output channel k. The convolution is then calculated using:

gk(p, q) =

Cin∑
c=1

+1∑
s=−1

+1∑
t=−1

w(k)
c (s, t) · fc(p+ s, q + t). (3.1)

One obtains output gk for every scannerw(k), where k enumerates the different channels
in the output. Note that the sum over initial channels c is an element-wise additive
operation. The output g then has shape (K,M − 2, N − 2) of form (channels, height,
width). If in this case padding would have been applied of size one around the borders,
then 2D output shapes would be the same as the input shapes: (M,N).

Note that in this example, the input had size (Cin,M,N) and the output (K,M −2, N −
2). For every channel in the input and every channel in the output there is a distinct
set of weights in the scanner. Therefore, a convolutional layer with kernel (3, 3) has
Cin ∗K ∗ 3 ∗ 3 learnable weights.

The mathematical description of what is happening is rather hideous and a visual
representation is better to grasp the concepts of the functionality of the layers. Even
the mathematical formulation of a non-(1, 1) stride and/or dilation will be unpleasant.
Therefore, in future layers, only the functionality will be explained and the workings
will be made clear without explicit formulas for the output.
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Average Pooling

This type is taking the average of a group of pixels. In a way this smoothens the input.
In the example all weights in the 3× 3 square are fixed and equal to 1/9.

Max Pooling

The max pooling layer is a little different. It takes the maximum value in the scanned
field of the input image. This can be represented by wij = 1 ∀i, j and instead of taking
a sum, take the maximum value of the entries.

Upsampling

The previously described layers result in an output size which is smaller or equal in
size compared to the input size. One could also increase the size using an upsampling
method. For the created pixels there are several possibilities to assign a value. It is
possible to copy the value of a pixel nearby, this is called the nearest neighbour method.
Interpolation methods are more natural and range from linear interpolation to cubic
to any other polynomial interpolation (always bi-directional because of the 2D input
shape). The most used methods are bilinear and cubic.

Convolutional Transpose

This is using the same convolutional principle as in a convolutional layer. But instead,
the operation is the other way around. In the same example, say the input has shape
(K,M − 2, N − 2), then the output will be of shape (K,M,N). Multiply every pixel in
the input by the scanner and take the sum in the overlapping regions.

The following layer types are not using any kind of scanner but nevertheless are very
important in many CNNs.

Linear layer

Applies a linear transformation on the channel dimension. Say one has a batch of
size B of input images. Then the linear transformation transforms an array of shape
(B,Ci, H,W ) to (B,Cf , H,W ) where Ci are the number of channels in the input and Cf
the number of channels in the output. The linear transformation is of the form:

y = Ax+ b.

Here A is a Cf × Ci matrix and the input x ranges over all slices, so x is a vector of size
Ci. b is a vector of size Cf . Both A and b are learnable parameters in this case.
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Activation Layers

As explained in section 2.4.1, activation functions are used to “activate” the neuron.
Some examples are given in that section, such as sigmoid, ReLu and tanh. None of
them contain learnable weights. The function is applied to every entry of the input
array and therefore the size of the array remains the same.

Batch Normalisation

This layer type is used to speed up the training process. Input tensor of size (B,C,H,W )

maintains its shape after applying the layer. Normalisation across the batch is applied
with learnable weights in the following way:

y =
x− E(x)√
Var(x) + ε

∗ γ + β.

Here γ and β are learnable parameters of size C. ε is a fixed parameter added for nu-
meric stability. This layer also acts as a regulariser.[Ioffe and Szegedy, 2015]

Flattening Operation

This layer flattens out specific dimensions, which means that it brings the dimension-
ality down while keeping all information stored. For example, a (M,N) tensor can be
flattened to a vector of length M ∗N .

3.3 Feature Maps
The previously described layers all have their own function in capturing the essence of
the original image. Features which are present in the image have to be recognised by
the network such that they can be taken into account in the final classification layers.
Hence the first layers of the network will focus on the extraction of features.
Convolutional layers are the most important building blocks for CNNs. A convolu-
tional layer is not connected to all neurons in the previous layer but only to its receptive
field. In this way, spatial information is maintained and the total amount of weights is
less than in a fully connected layer. One convolutional layer contains one set of weights
which is also called a filter (scanner). Multiple filters are used in each layer to capture
different kinds of features. The amount of filters to use can be set when initialising the
convolutional layer.[Géron, 2019]
The pooling layers are used to shrink the original image in order to reduce the memory
usage, computational load and number of parameters in the network. In the same way
as for convolutional layers, the pooling layers are only applied to their receptive fields.
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Figure 3.5: An illustration of features maps. First the small features of the input image
(a house in this case) will be extracted, the next layer will then combine those features
to capture larger features present in the original image and so on.[Géron, 2019]

Regions of pixels will be combined by “pooling” them in any of the ways described in
section 3.2.

3.4 U-Net

The most used neural network for medical imaging is U-Net [Litjens et al., 2017]. Most
CNNs contain an encoding structure. This means that features in large arrays (input
images) will be encoded to smaller arrays using the previously described layer types.
This lower-dimensional space is also called the latent space. U-Net then takes the arrays
in the latent space and upscales the dimension using up-convolutions. The combination
of encoding and decoding in one single network is called an auto-encoder. The U-Net
architecture was developed by [Ronneberger et al., 2015].

The auto-encoding structure can be used for semantic segmentation. Which means that
not only classification is done, but also localisation of the class. In fact, pathological
images often contain multiple classes which all need to be classified and localised by
the network. Just predicting one single output would not withstand. An example of
such semantic segmentation is given in figure 3.6.

The U-Net architecture is illustrated in figure 3.7. The arrows in the figure indicate the
different layer types explained in section 3.2 where “up-conv” is the same as convo-
lutional transpose. The “copy and crop” arrows indicate that the array is copied and
cropped to match the size of the array existing at that point in the network. These two
arrays are then concatenated in the channel dimension to form one larger array. The
blue bars indicate the arrays at different steps in the network. On the bottom left the
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Figure 3.6: An example of semantic segmentation. Different colours indicate different
predicted classes by the network. Green indicates regressive tissue is predicted, pink
is WT-stroma and orange is WT-blastema.

Figure 3.7: The U-Net architecture. The part on the left is the encoder, the small pipe
on the bottom is the latent space and the part on the right is the decoder.[Ronneberger
et al., 2015]
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size is given and on top of the bars the number of channels is shown. The max pool
operation is done using strides (2, 2) and everywhere else the strides are (1, 1). There
is no dilation used anywhere in the network, in other words, dilation is (1, 1) every-
where.

Every “conv 3 × 3” arrow contains a convolutional layer with kernel (3, 3) combined
with padding of size 1 around the borders, followed by a batch normalisation layer and
finishing with a ReLu layer. The padding mode is optional and the options tested for
this project are same and valid padding. It is important to note that the output size of the
network will not match the input size of the network if valid padding is used. Figure
3.7 shows the network where valid padding is used. As shown in the figure, the shape
of the data decreases by 2 in each direction because of the 3× 3 convolutions.

The network structure explained above is the structure for the vanilla U-Net architecture
as proposed by [Ronneberger et al., 2015]. More fancy U-Net type architectures can be
obtained by for example replacing the convolutional transpose layer with a bilinear
interpolation layer. Furthermore, the depth of a U-Net can be altered to try and capture
more complex features in the data. The depth is defined by the amount of max pool
operations Hence the vanilla U-Net has depth 4. A depth 4 vanilla U-Net contains
approximately 13 million learnable weights. For depth 5 this is about 54 million and
for depth 6 rougly 214 million.

3.5 DenseNet

In contrast to U-Net; DenseNet predicts a single pixel. To get a prediction for the full
image, one has to combine the predictions of several input images. The concatenation
of predictions form an overlay of the original such that every pixel in the image has an
associated predicted class.

Densely Connected Convolutional Networks were introduced by [Huang et al., 2017].
This architecture is for example used in MRI research [Gottapu and Dagli, 2018] and is
also promising for pathological image classification [Li et al., 2020]. A network is called
dense if all layers in the network are densely connected. All layers receive information
from the previous layer and pass on features to their subsequent layers.

By introducing more connections between all layers in the network, one stimulates the
usage of learned features earlier in the network. In this way, less filters (channels) need
to be present in the network to capture the complexity of the data. Subsequently feature
propagation is also stronger and the number of parameters that need to be optimised
in total will be less.[Huang et al., 2017]

30 Chapter 3: Convolutional Neural Networks



3.5. DENSENET

Figure 3.8: A schematic representation of a dense block containing 5 layers.[Gottapu
and Dagli, 2018]

The idea of passing on earlier learned features is not new. The most prominent example
of this is ResNet [He et al., 2016]. By introducing a so-called skip connection, previously
learned features are added to the output at a certain point:

xl = Hl(xl−1) + xl−1.

DenseNet differs from this approach by not adding the two components, but concate-
nating them. By doing so, the output xl is based on the concatenation of all previous
outputs:

xl = Hl([x0, x1, . . . , xl−1]). (3.2)
The concatenation of features maps results to an increasing amount of channels. If
every layer Hl produces k new feature maps, then this process results in kl = k0 + k ∗
(l−1) feature maps for layer l. The parameter k is called the growth rate. This parameter
is fixed when initialising the DenseNet.

Figure 3.9: The structure of a DenseNet containing three dense blocks. The layers in
between the dense blocks are called transition layers.[Gottapu and Dagli, 2018]

With this method of passing on all acquired knowledge, every layer has access to the
feature maps produced earlier in the network. The dense blocks are built using dense
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layers which have two sequences of BatchNorm2D→ ReLu→ Conv2D. The transition lay-
ers in between the blocks contain BatchNorm2D → ReLu → Conv2D → AvgPool2D. This
average pool has kernel size (2, 2) and stride (2, 2) which halves the number of channels
and halves the 2D size of the array.
Figure 3.10 shows four possible configurations of a DenseNet as proposed by the orig-
inal paper. All of them contain of the order of 106 − 107 learnable weights.

Figure 3.10: Four DenseNet architectures as proposed by the original paper. All
networks work with growth rate k = 32 and the “conv” layers have a preceding
BatchNorm2D→ ReLu sequence.[Huang et al., 2017]
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Chapter 4
Data

In histopathology, a pathologist studies the cause and effects of a disease by examining
a piece of tissue under a microscope. Often, a biopsy is taken during surgery and is
processed and stained in such a way that the pathologist can have a clear look at the
tissue at cellular level.

A scanner is used to digitalise the plastic cassette containing the tissue. This is referred
to as whole slide imaging. This process results in one single very large digital image in
high-resolution. There are 1459 slides in total for the 103 patients in the study group.
One slide is of the order of 2 - 3 GB and for every patient in the Wilms’ tumour data
set approximately 10 - 20 samples are scanned, resulting in 20 - 60 GB of data per pa-
tient.

After the digitisation of data, student assistants have made annotations under super-
vision of an expert pathologist. Those annotations are used as ground truth labels for
training the deep learning networks. Since the images are exceedingly large, they can
not be loaded at once into the system’s RAM memory. Small patches need to be ex-
tracted from the image for training. The predictions on the smaller patches can then be
combined to give predictions on the full whole slide image (WSI).

4.1 Whole Slide Imaging

The scanned tissue needs to be of a very high resolution to be able to examine it at
cellular level. This resolution is in the order of tens of gigapixels (1010 − 1011 pixels).
Several levels of resolutions are used to view such an image. Every time one zooms in
on the image, a new level is loaded into the systems RAM accordingly.
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An implementation of such a viewer is called ASAP1 (Automated Slide Analysis Plat-
form). This software tool is developed by the computational pathology group of the
Radboud UMC in Nijmegen and is freely available. Next to the fact that images be
viewed easily and fluently with the use of this tool, annotations can be made in the
slides there as well. The last important feature of the software is that an overlay of for
example the output of a network can be applied.

Furthermore, the processing libraries are wrapped in Python such that one can straight-
forwardly extract a region in the slide at any needed resolution level. The annotations
made in ASAP can be stored in XML files which can then be used for network training.
The next section will elaborate more on this data format.

4.2 Acquisition

The process of acquiring the data is described previously and labels still need to be
attached for supervised learning. Labels come in the form of annotations which can
be made in ASAP. There are several flavours of annotations: dot, rectangle, polygon,
spline and point set. Spline in this setting is the same as a polygon but with rounded
edges and the other types speak for themselves.

The annotations can be stored in XML documents which contain the label, thus tissue
type the annotation belongs to, and the coordinates defining the region where the tis-
sue is located. For this research, polygon and spline annotations are used. Here the
coordinates correspond to the edges of the polygon or spline.

Those annotation files are then converted to annotation masks. Those masks are of the
size of the original image and contain one channel of integer values. A zero is stored
if no annotation is present and for every other tissue type (thus label) a new integer is
introduced and stored. In this way it is easy to extract a patch from the original image
and the corresponding ground truth mask in that region.

There are two annotation “methods” used during this project. We started with standard
sparse annotations for which a region of a certain tissue type is annotated. This presents
clear examples to the network. The problem is that the complicated parts of a slide
are not represented well in the training data. The borders between certain classes are
underrepresented.

1https://computationalpathologygroup.github.io/ASAP/
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Figure 4.1: Two examples of polygon annotations with label “blood vessels”.

Figure 4.2: An example of bad predictions on the borders between classes. The struc-
tures in blue are glomeruli and the rest are tubules. The network clearly detects
glomeruli, but it performs insufficient at the border between the classes.

To solve this problem; dense annotations are introduced. For this method one selects
some area of the patch and annotates every class inside this region. In this way borders
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between classes are also present in the data set. An example of such a dense annotation
is shown in figure 4.3.

Figure 4.3: An example of a dense annotation. The large annotation on the background
is WT-stroma while the other annotated regions inside with the darker stained cells is
WT-blastema.

Tables 4.1 and 4.2 show the amount of annotations obtained for the two methods: sparse
and sparse-dense combined. Not all classes are well-represented in this data set. Since
the adrenal classes are not often found in the slides and are not important for the di-
agnosis of Wilms’ tumours, they are omitted. This is different in the case of anaplasia.
Anaplasia is an important class in the study of Wilms’ tumours. Only about 6% of pa-
tients with Wilms’ tumours have anaplastic histology but the prognostics for patients
with anaplasia is worse than for the patients without it [Dome et al., 2006]. For this
project, not enough anaplasia could be found in the slides and therefore it is neglected
for now.

Fibrosis is the last class with just few annotations. This tissue type is defined as the
formation of excess fibrous connective tissue in an organ or tissue in a reactive process,
which essentially has much in common with regressive tissue. Fibrosis is also some-
thing that is not found often in the tissue blocks and therefore we decided to incorporate
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Class # annotations
Background 79

WT-blastema 286
WT-stroma 298

WT-epithelium 523
Necrosis 222
Bleeding 240
Fibrosis 16

Regression 452
Glomeruli 534

Tubules 495
Fat 289

Connective tissue 514
Blood vessels 619

Nerves 145
Lymph nodes 50

Adrenal cortex 10
Adrenal medulla 7

Urothelium 73
Anaplasia 0

Nephrogenic rests 103

Table 4.1: Amount of sparse annota-
tions.

Class # annotations
Background 90

WT-blastema 441
WT-stroma 349

WT-epithelium 704
Necrosis 222
Bleeding 248
Fibrosis 16

Regression 484
Glomeruli 544

Tubules 505
Fat 292

Connective tissue 548
Blood vessels 646

Nerves 152
Lymph nodes 58

Adrenal cortex 10
Adrenal medulla 7

Urothelium 73
Anaplasia 0

Nephrogenic rests 151

Table 4.2: Amount of sparse and dense
annotations combined.
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the annotations of fibrosis in the regression class.

Since all pathological tissue blocks contain some white background, this class is present
in every deep learning project in the computational pathology group. Consequently, it
is convenient to train a network to detect the background of a slide. This network can
then be used as a pre-processing step to get rid of all background while inferencing and
therefore our network does not need to be able to classify background.

Not all data can actually be used for training since the performance of the model also
needs to be tested. Therefore, a split is made of the data set. I worked with a split
containing 70% for training, 15% for validation and 15% for testing. This validation set
is used to track the performance of the network during training. Often, the network
with the best performance on the validation set is taken for final inference on the whole
slide image and this is also what I have done. The test set remains untouched until
training if fully finished. This set is used to test the performance of the network by
calculating several statistical values.

In the first stage of the project sparse annotations were the only annotation type we
had. Later on we decided that it would be good to also acquire dense annotations. To
get a proper comparison between the two types, the training is done using two data
sets. One of which contains all annotations (dense and sparse) and the split is made
in the three-way explained above. The other one is an exact copy of the first one with
the same split of the three purposes, but now the dense annotations are removed from
the training set. In this way, one can test (and validate) the effect of adding dense
annotations to the data set.

In the second stage, dense annotations were collected of classes in which the networks
found it hard to determine the borders between classes. The new dense annotations are
mostly of the classes tumour stroma, tumour epithelium and tumour blastema but also
of regression and connective tissue. As can be seen in figure 4.2, the borders between
tubules and glomeruli were imprecise, so additional dense annotations of those classes
were made as well. Lastly, the network performed quite poorly on blood vessels and
lymph nodes, so for these classes there are some extra sparse annotations included in
the new data set. This entire new data set is referred to as dense & sparse annotations
whereas the old one is referred to as sparse annotations.

The split of data is stored in a data configuration file containing information about
which slide and annotation file belong to which group (training, validation or testing).
This file is then used by the batch generator to determine which patches and which
annotations can be extracted in every part of the process. The generation of a batch of
patches is done by the so-called batch generator which will be explained in the next
section.
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4.3 Batch Generator
Now that the data and the corresponding labels are made, the data needs to be pre-
sented to the network in a clever way. This is done by introducing a class BatchGenerator
which takes care of all steps ranging from images and labels to presenting the data to
the network. This generator is a tool developed by and for the computational pathology
group and is used extensively within the group.

Figure 4.4: A batch of patches extracted at a resolution where one pixel has size 0.25

square micron. These patches are of size 412 × 412 pixels which is used for most
DenseNet models in this thesis.

Figure 4.4 shows the format in which the data gets presented to the network. The
BatchGenerator class will generate a batch according to the ground truth label ratio
specified when initialising the generator. In this way one could sample more from spe-
cific classes compared to others. The locations of the annotations are looked up in the
XML files after which a random annotation is chosen from which random coordinates
will be picked to extract a patch at. For DenseNet models, the central pixel of those
patches must contain an annotation in order to be able to compare the model’s pre-
diction to a ground truth. For U-Net the annotated pixel(s) can be anywhere in the
patch since U-Net segments the full patch. Training is then done by calculating the
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loss for the pixels which have a ground truth annotation. The losses for every image
in the batch are accumulated and only then the gradient of the resulting batch loss is
backpropagated to update the weights.
There are a lot of settings that can be configured for this class. For example, patch
shapes can be configured by setting the amount of vertical and horizontal pixels. The
images are stored in several levels of detail, so the wanted level can also be set. Further-
more, one also has the option to use hard negative mining (boosting). This keeps track of
patches that get a poor prediction. The batch generator then stores those patches and
presents them more often according to the associated settings.
Moreover, the batch generator can generate weight maps which can balance the con-
tribution of each pixel in the input data by modifying the loss. Three methods are
discussed in [Bokhorst et al., 2019]: clean, instance based balancing and mini-batch based
balancing. The clean weight maps act as the identity map; no balancing is applied. The
other methods try to counteract the class imbalance in a patch, by balancing per patch
or per mini-batch respectively. Since DenseNet predicts a single pixel; there is no need
to use weight mapping. For the U-Net structure these weight mappers are used. We
are dealing with combined annotations (sparse and dense) and thus instance based
balancing is most likely to work best [Bokhorst et al., 2019]. The other methods will
also be tested in this project.
Lastly, and arguably most importantly, there is an option for data augmentation (en-
hancement). An easy way to obtain more data is by applying augmentation to the items
in the data set. Of course, this is only useful in the training phase, for validation and
testing there is no point in augmenting. Spatial augmentations can be applied to extend
the data set with more realistic examples. This group includes flipping, rotations and
stretching the samples. Noise can also be added in the form of blur or additive Gaus-
sian noise. Furthermore, methods for staining may vary between distinct laboratories.
Colour augmentation in combination with stain colour normalisation can be applied by
the batch generator and improve classification performance.[Tellez et al., 2019]
All of this is implemented in an efficient manner. Double buffering is used such that the
main buffer can be fed to the network while the secondary buffer collects new patches
from the data set. In addition to that, the extraction of patches can be done in a multi-
processing fashion by using several worker processes.
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Experiments

The previous chapters describe the methods used in this thesis to segment and classify
a whole slide image. A batch generator is used to extract patches from the data and
present them in a batch to the network. While training, the program stores results
in a log file and in figures which contain the loss per epoch and accuracy per epoch.
Accuracy in this setting is defined as the true positive rate: the amount of true positives
divided by the sum of the true positives and the false negatives.

Figure 5.1: An example of the progression of the network statistics during training. The
left figure shows the progression of the average loss in a batch and the right figure the
progression of the accuracy per batch.

Figure 5.1 shows example plots of accuracy and loss. The training loss is the variable
that is being optimised. The adjusted weights during training are then tested in the val-
idation epoch on the validation set. Weights are not changed here but loss and accuracy
will be calculated to determine the performance at this point in time. The best measure
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for the performance of the network is therefore extracted from the validation accuracy
graph, since it reflects the true positive rate on a set that is not trained on.

Some code will be provided to give an idea of the programming that is done to imple-
ment the network types and obtain its statistics. There are several important classes:
BatchGenerator, NetworkTrainer and Model. The global features of BatchGenerator
have been explained in section 4.3. The other two will be explained here.

5.1 Coding Structure

Model

class Model:

def __init__(self,

parameter_dictionary,

network_path=None,

inference=False):

self.network = self._get_network(parameter_dictionary,

network_path)

self.last_activation_function = \

self._get_last_activation_function(parameter_dictionary)

if inference and parameter_dictionary['type'] == 'densenet':

self.redefine_forward()

def predict(self, patches):

"""

Predict (classify) the output of the network.

"""

output = self.network(patches)

probabilities = self.last_activation_function(output)

# Take the ``argmax'' on the channel dimension

# (representing different classes)

(predictions_probabilities, predictions) = \

torch.max(probabilities, dim=1)

return (predictions_probabilities, predictions)

The model class contains the network and has some extra methods and attributes. All
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required parameters will be extracted from the parameter dictionary. The variable
network path contains the absolute path to a trained network. This file contains the
weights obtained so far. If variable network path is None; a network will be initialised
without trained weights, otherwise the model will start with the weights it obtained
in a previous run. Lastly, the final goal is to obtain predictions for the full whole slide
image. This is done by inference on the slide. The working of this method is discussed
later in this chapter.

The other main methods used in the Model class are given in the initialisation of the
class. get network builds the network and loads weights if the network is already
trained. get last activation function gets the activation function used after the in-
put has flowed through all of the network. This function is defined in the parameter
dictionary. The function used for this project is the “softmax” function.

Since DenseNet predicts the class of one single pixel, one would need to loop through
all pixels in the slide to get a prediction for the full WSI. To speed up this process, a
larger input patch shape can be used and a small change has to be made to the network.
The redefine forward redefines the last layer of the DenseNet. By default a DenseNet
ends with a global average pool which is just an average pool with kernel size (kx, ky)

equal to the incoming shape of this layer such that it predicts one single pixel. This
layer is now replaced by an average pool with the same kernel size (kx, ky) and stride 1.
In this way it predicts a collection of pixels in the centre instead of just one pixel.

NetworkTrainer

class NetworkTrainer:

def __init__(self,

model,

training_batch_generator,

validation_batch_generator,

parameter_dictionary,

network_directory,

logger):

# Get progress variables

self.progress_dictionary = self.__get_progress_dictionary()

# Initialise optimiser, scheduler and loss function

self.optimiser = self.__get_optimiser()

self.loss_function = self.__get_loss_function()

if self.parameter_dictionary['lr decay']:
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self.optimiser_scheduler = self.__get_lr_scheduler()

The NetworkTrainer is initialised with an object of class Model and objects for the batch
generator classes for training and validation. Two separate objects are needed here since
the validation batch generator does not use, for example, augmentation. In addition
to this, the dictionary with all parameters is given and the directory containing the
information about this network is given as an absolute path called network directory.
The obtained weights after each epoch will be stored there as well as the logging text
file and graphs of the loss and accuracy obtained during training. The logger in the
initialisation is the standard python logging object.

get progress dictionary loads statistics of the previous epochs when the network
is already partially trained. This dictionary contains a list of losses and accuracies per
epoch, the current learning rate etc. I mostly used ADAM [Kingma and Ba, 2014] and
RMS [Graves, 2013] as methods for optimising the weights. Next to that, the specific
loss function defined in the parameter dictionary is initialised. Lastly, the learning rate
scheduler is loaded.

Every epoch consists of training on a number of patches and then validating on an-
other amount of patches. The procedure for a training epoch is given in Appendix A.
For validation, the method is mostly the same, except that there is no gradient back-
propagation (learning of weights) and no calculations need to be made for the hard
negative mining. For the mining; errors of the network are acquired and if the errors
are above a certain “difficult threshold”, some will be kept in the batch generator buffer
according to the update parameter given in the parameter dictionary.

5.1.1 Inference

Until now, the network learned to predict patches in the whole slide image. The pre-
dictions need to be combined in a specific way to obtain inference on the WSI. For the
U-Net network type this is not so hard. If the architecture is such that the output size
is the same as the input size; one could just scan over the full slide to obtain the final
prediction.

For the DenseNet architecture, one needs to know which pixels are being lost in the
network. Some pixels will get lost as a result of convolutions, and some will get lost
because of the pooling layers and some are lost as a result of interpolation. These are
combined in one array called “reconstruction information” which is inherent to the
network architecture. This information is used to extract patches from the WSI in a
specific way such that their output can be stitched together to form the prediction for
the slide.
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The slides contain several tens of gigapixels in the highest resolution. Therefore, the
process of inferencing a slide can take up to 30 minutes. To speed up the process, I used
a script written by the computational pathology group. This program can use multiple
CPU and GPU cores to do separate calculations in parallel. It can for example work on
multiple slides at once and per slide multiple readers and writers can be created. The
readers read patches from the slide while the writers write the predicted output of the
network to a new file.

5.2 Results

Using the described code, networks can be trained and predictions can be made on the
whole slide images. To get a measure of how well the network actually performs on the
test set, some statistics of the predictions are needed.

5.2.1 Statistical Measures

Two important variables to measure the performance and relevance of a test are precision
and recall. Precision is the positive predictive value and recall is the true positive rate
(also called sensitivity) of the test:

precision =
TP

TP + FP
; (5.1)

recall =
TP

TP + FN
. (5.2)

Here TP denotes the amount of true positives, FP the amount of false positives and
FN the amount of false negatives.

The most used statistical method in digital pathology is the F1 score (also known as
the dice index). This measure is calculated by taking the harmonic mean between the
precision and recall:

F1 :=
2

precision−1 + recall−1
;

=
2TP

2TP + FP + FN
. (5.3)

This score lies in the interval [0, 1] where 0 is the worst score and 1 is a perfect score. It
is worthwhile to note that the Jaccard index J is a measure that is also used frequently
in the literature. This index is directly related to the F1 score and thus does not contain
any more information:

J =
F1

2− F1

.
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The F1 is defined for each class individually. To obtain an overall measure on all classes;
some averaging method has to be introduced. The obvious choice would be to add
the obtained scores per class and divide by the amount of classes, this is called macro-
averaging. This method is vulnerable to class imbalance since it treats all classes on
equal footing. Therefore micro-averaging is chosen to average the scores. This method
incorporates the amount of samples present in each class.

(F1)macro =

∑
c(F1)c

Nclasses

;

(F1)micro =
2

precision−1
micro + recall−1

micro

. (5.4)

Here the sum is over all classes over which one wants to calculate the macro-average.
The micro-averaged precision and recall are calculated in the following ways:

precisionmicro =

∑
c(TP )c∑

c(TP + FP )c
;

recallmicro =

∑
c(TP )c∑

c(TP + FN)c
.

After substituting those results, we end up with a formula that has resemblance to
formula 5.3:

(F1)micro =
2
∑

c(TP )c∑
c(2TP + FP + FN)c

. (5.5)

5.2.2 U-Net

For both network types, a default parameter configuration is selected and slight changes
are made for different types. Those are then compared and a combination of the best
settings can be taken if it would be conceivable if this results in a better performing
network.

The default U-Net configuration is shown in table 5.1. Most parameters shown speak
for themselves. The parameters in the optimising method block are inherent to the RMS
method. For learning rate decay I chose to update the learning rate by halving it if the
loss is not improved for five epochs. Because of the time constraints, inference on all
slides in the test set is not possible at every epoch. Therefore, the different losses and
accuracies obtained on the validation set are evaluated in every epoch and based on
those scores the epoch is chosen with the best performing weights.

Configurations

For U-Net; there are several configurations tested on both sparse data and a combi-
nation of sparse and dense data. In all configurations, only one parameter is altered
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U-Net default
Learnable weights 1.3 · 107

Patch shapes [128, 128]

Pixel size 0.5 micron
Padding same

Loss function cross-
entropy

Optimising method RMS
Initial learning rate 5.0 · 10−4

Minimal learning rate 0

Epsilon 1.0 · 10−8

Weight decay 0

Alpha 0.99

Momentum 0

Learning rate decay enabled
Update factor 0.5

Plateau length 5

Hard negative mining disabled
Repetitions 150

Iterations 4

Batch size 16

Training label ratios equal for
all classes

Range normalisation map RGB
[0, 255] to
[0.0, 1.0]

Weight mapping clean
Augmentations spatial,

noise and
colour

Table 5.1: Default parameter configura-
tion for U-Net.

DenseNet default
Learnable weights 1.8 · 107

Type 201
Patch shapes [412, 412]

Pixel size 0.5 micron
Loss function cross-

entropy
Optimising method RMS
Initial learning rate 5.0 · 10−5

Minimal learning rate 0

Epsilon 1.0 · 10−8

Weight decay 0

Alpha 0.99

Momentum 0

Learning rate decay enabled
Update factor 0.5

Plateau length 5

Hard negative mining disabled
Repetitions 25

Iterations 6

Batch size 4

Training label ratios same ratio
as present
annota-
tions (see
table 4.1)

Range normalisation map RGB
[0, 255] to
[0.0, 1.0]

Augmentations spatial,
noise and
colour

Table 5.2: Default parameter configura-
tion for DenseNet.
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compared to the default network to be able to make a good comparison. For U-Net, the
following settings have been tested:

1. Default;

2. Same label ratio as present in annotations: scale ratios in the batches to the ratios
present in annotations (see table 4.1);

3. Batch balancing: using weight mapping mode “batch based balancing” instead
of clean (see section 4.3);

4. Instance balancing: using weight mapping mode “instance based balancing” in-
stead of clean (see section 4.3);

5. [256,256]: input shape [256, 256] instead of [128, 128]. It could well be that for
classification of a region a larger context of tissue is needed;

6. Valid padding with [256,256]: zero padding introduces non-existing zeros at the
border of the patch in every convolutional layer, valid padding does not introduce
any padding and could possibly result in more realistic predictions, especially at
the borders;

7. Pixel size 1.0 micron: same tissue area per patch as in [256, 256] but now achieved
by doubling the pixel size;

8. Depth 5: add one extra max pool to the U-Net and one extra up-conv to increase
the depth. Larger depth means more weights (54 million) in the network so it is
conceivable that more features can be extracted;

9. Depth 6: one more max pool and up-conv compared to depth 5. Even more fea-
tures than before could possibly be extracted, about 214 million learnable weights;

10. DenseNet encoding with [256,256]: replace the encoding part of the U-Net by the
encoding network of DenseNet169. [256,256] is needed since DenseNet wouldn’t
work with [128,128]. Different encoding techniques may be able to capture dif-
ferent features altogether. Network contains about 21 million learnable weights;

11. EfficientNet-B3 encoding: replace the encoding part of the U-Net by the encod-
ing network of EfficientNet-B3 [Tan and Le, 2019]. This network contains about
13 million learnable weights.

All of the above configurations are trained on sparse annotations and on a combina-
tion of sparse and dense annotations. The epoch with the best accuracy per network is
picked for inference on the test set. The annotations in the test set are then all evaluated
to determine the confusion matrix obtained from all pixels in the testing set annotations.
Furthermore, the F1 scores are determined per class using formula 5.3 and an overall
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score is calculated using formula 5.4. The accuracies, losses and overall F1 scores for
all U-Net configurations are listed in table 5.3. The F1 scores per class can be found in
table 5.4.

U-Net sparse sparse & dense
Config. # acc. loss F1 acc. loss F1

1 0.632 0.072 0.787 0.645 0.062 0.777
2 0.617 0.084 0.754 0.621 0.069 0.756
3 0.631 0.068 0.707 0.644 0.065 0.741
4 0.648 0.071 0.750 0.663 0.065 0.751
5 0.551 0.138 0.593 0.623 0.136 0.704
6 0.563 0.075 0.569 0.537 0.082 0.573
7 0.652 0.068 0.328 0.665 0.059 0.398
8 0.638 0.070 0.708 0.661 0.060 0.631
9 0.664 0.065 0.420 0.618 0.065 0.660

10 0.371 0.216 0.483 0.519 0.208 0.590
11 0.708 0.113 0.771 0.539 0.115 0.655

Table 5.3: U-Net accuracies, losses and overall F1 scores per network configuration and
per annotation set (once sparse only and once a combination of sparse and dense an-
notations).

Chapter 5: Experiments 49



5.2. RESULTS

F1 U-Net sparse
Config. # 1 2 3 4 5 6 7 8 9 10 11

WT-blastema .882 .781 .875 .726 .745 .787 .209 .876 .189 .327 .828
WT-stroma .607 .266 .537 .466 .152 .119 .291 .135 .429 .497 .404

WT-epithelium .475 .339 .164 .263 .021 .077 .053 .415 .097 .258 .351
Necrosis .945 .937 .858 .923 .794 .899 .655 .781 .537 .901 .971
Bleeding .409 .392 .281 .294 .132 .223 .032 .255 .123 .184 .304

Regression .400 .448 .253 .490 .323 .238 .351 .323 .187 .231 .501
Glomeruli .703 .757 .402 .728 .578 .318 .006 .473 .493 .081 .905

Tubules .961 .965 .934 .967 .843 .738 .023 .969 .537 .874 .981
Fat .898 .903 .889 .859 .880 .877 .859 .895 .046 .000 .894

Connective tissue .556 .521 .416 .367 .007 .373 .305 .469 .174 .042 .000
Blood vessels .664 .668 .549 .552 .198 .193 .372 .268 .449 .056 .701

Nerves .680 .617 .667 .772 .488 .384 .176 .430 .606 .005 .902
Lymph nodes .843 .753 .925 .831 .731 .845 .000 .927 .750 .310 .905

Urothelium .628 .266 .370 .430 .107 .075 .107 .535 .565 .094 .356
Nephrogenic rests .332 .343 .057 .367 .037 .036 .003 .130 .166 .037 .560

Overall .787 .754 .707 .750 .593 .569 .328 .708 .420 .483 .771

F1 U-Net sparse & dense
Config. # 1 2 3 4 5 6 7 8 9 10 11

WT-blastema .809 .839 .844 .871 .795 .840 .140 .506 .762 .652 .842
WT-stroma .621 .466 .567 .510 .453 .010 .261 .321 .157 .302 .411

WT-epithelium .293 .374 .243 .246 .158 .029 .077 .257 .128 .180 .109
Necrosis .902 .893 .866 .902 .912 .703 .838 .819 .955 .942 .827
Bleeding .322 .311 .333 .452 .296 .090 .037 .185 .237 .264 .099

Regression .394 .398 .374 .405 .422 .335 .429 .302 .237 .395 .283
Glomeruli .646 .645 .596 .555 .674 .285 .008 .380 .282 .005 .855

Tubules .954 .959 .935 .954 .919 .827 .310 .887 .952 .850 .977
Fat .888 .894 .906 .888 .897 .880 .873 .910 .682 .112 .587

Connective tissue .518 .544 .267 .365 .193 .053 .307 .282 .281 .003 .358
Blood vessels .674 .637 .635 .637 .534 .210 .246 .354 .142 .340 .561

Nerves .817 .730 .664 .628 .562 .476 .195 .295 .316 .380 .078
Lymph nodes .833 .730 .949 .952 .825 .947 .000 .659 .869 .898 .974

Urothelium .467 .432 .254 .318 .209 .123 .075 .403 .244 .505 .000
Nephrogenic rests .179 .554 .330 .373 .078 .004 .008 .123 .094 .021 .061

Overall .777 .756 .741 .751 .704 .573 .398 .631 .660 .590 .655

Table 5.4: The F1 scores for the different U-Net configurations. Once only trained on
sparse annotations and once on both sparse & dense annotations.
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Firstly, it is interesting to note that there is no noticeable increase in performance when
comparing the networks trained on sparse & dense annotations with the ones trained
on merely sparse annotations (see tables 5.4). One would expect that the model would
benefit from being supplied with harder examples in the form of dense annotations.
Solely networks 9 and 10 seem to be improved by introducing the new training data.
One possible explanation is that these dense annotations contain a lot of border re-
gions which are also hard to determine for a pathologist. Therefore, these annotations
can contain inconsistencies which confuse the network. The sparse annotations on the
other hand contain clear examples of tissue types where there are no questionable pix-
els present.
The overall best performance is achieved by network 1 in both categories, where the
highest overall score F1 = 0.787 is obtained on sparse annotations. Every pixel in the
test set has a prediction and a ground truth value which can be illustrated in a ma-
trix. After counting the elements of the matrix, the matrix is normalised on the hor-
izontal axes. This matrix is then called the confusion matrix for this network. For the
best performing network, the matrix is shown in figure 5.2. Additionally, the indi-
vidual F1 scores per class are one of the best when compared to the other networks.
Unfortunately, the classes which are hardest to classify are most important for the di-
agnosis. These include the three vital tumour classes WT-blastema, WT-stroma and
WT-epithelium and the chemotherapy classes necrosis, bleeding and regression.
Lastly, networks 7, 9 and 10 show significantly lower scores when compared to the
others. Increasing the pixel size by a factor of two merges the information contained
in four pixels. Apparently, this information was important for the network. Moreover,
a very deep U-Net of depth 6 and a DenseNet encoder seem to overcomplicate the
encoding structure and result in lower F1 scores.
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Figure 5.2: The confusion matrix for the best performing U-Net: network 1 trained on
sparse annotations. Predicted labels on the horizontal axis and ground truth labels on
the vertical axis.
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5.2.3 DenseNet

The same experiments for classifying pixels to 15 possible labels are done for the
DenseNet network type. The default parameter list is shown in table 5.2.

For DenseNet, I use pre-trained weights obtained from training on ImageNet1. These
can be useful since features obtained from other visual objects can be transferred to our
network. This concept is called transfer learning. Moreover, since the weights are not ini-
tialised randomly, convergence to an optimal network will be less time consuming. The
DenseNet now needs to specify the weights to the task of Wilms’ tumour classification
during the training procedure. This can be done by freezing certain layers, which means
that the weights in those layer are fixed. The benefit of this method is that training of
the network will take less time. For this task in which tumour tissue segmentation is
the goal, I chose to keep all weights available for training since pathological images
could contain very different features compared to the images in ImageNet. Further-
more, there is no time constraint for training the model and hence all weights should
be taken into consideration while training.

The training label ratios are the same ratios as in which the annotations are present.
This parameter controls the ratio of labels present in the batches regardless of the size
of the regions. Conceivably this could help to solve the problem of overfitting on a class
that is overrepresented.

The type of a DenseNet refers to the types explained in figure 3.10. Furthermore,
no weight mapping is used for DenseNet architecture since it only predicts a single
pixel. The configurations to create a good classifying network contained the different
DenseNet types as well as smaller and larger pixel sizes. Furthermore, hard negative
mining is also tested:

1. Default;

2. Equal training label ratios;

3. Type 121: 7 million learnable weights;

4. Type 161: 13 million learnable weights;

5. Type 169: 27 million learnable weights;

6. Pixel size 0.25 micron;

7. Pixel size 1.0 micron;

8. Pixel size 2.0 micron;
1http://www.image-net.org/
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9. Boosting enabled 5-5: update ratio 0.5 and difficult threshold 0.5;
10. Boosting enabled 8-8: update ratio 0.8 and difficult threshold 0.8;

It is not clear a priori what input size is needed to capture all details relevant to come
to classification of the central pixel. A larger or smaller field of view could help the
network to come to a right classification. This is done by enlarging the pixel size, which
results in a larger tissue area that is being evaluated at the cost of lower detail level. The
different DenseNet types could capture features in a different way or even other features
all together. This is why all types are tested here to determine the best performing one
for this project.
The exact same process as executed for U-Net is also applied here. The networks are
trained once on sparse and once on a combination of sparse and dense annotations.
The resulting scores are listed in tables 5.5 and 5.6.

DenseNet sparse sparse & dense
Config. # acc. loss F1 acc. loss F1

1 0.702 0.313 0.801 0.748 0.359 0.796
2 0.773 0.310 0.822 0.803 0.207 0.850
3 0.678 0.466 0.666 0.698 0.315 0.826
4 0.732 0.374 0.829 0.747 0.311 0.838
5 0.720 0.386 0.740 0.765 0.288 0.793
6 0.690 0.379 0.582 0.708 0.308 0.455
7 0.627 0.427 0.428 0.658 0.409 0.354
8 0.640 0.502 0.175 0.597 0.375 0.141
9 0.738 0.313 0.796 0.723 0.354 0.789

10 0.647 0.442 0.712 0.758 0.251 0.795

Table 5.5: DenseNet accuracies, losses and F1 scores per network configuration and per
annotation set (once sparse only and once a combination of sparse and dense annota-
tions).

The best performing network is network 2 trained on sparse & dense annotations. To
examine the correlation between predictions and ground truth, a confusion matrix can
be calculated. The confusion matrix for the best DenseNet is shown in figure 5.3.
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F1 DenseNet sparse
Config. # 1 2 3 4 5 6 7 8 9 10

WT-blastema .749 .827 .560 .627 .494 .549 .354 .023 .752 .483
WT-stroma .118 .658 .630 .736 .282 .096 .293 .004 .378 .251

WT-epithelium .224 .470 .206 .707 .429 .201 .352 .015 .283 .533
Necrosis .957 .986 .346 .987 .985 .841 .638 .373 .963 .877
Bleeding .351 .357 .047 .340 .291 .060 .069 .039 .369 .191

Regression .539 .534 .488 .520 .507 .130 .402 .011 .565 .498
Glomeruli .840 .826 .868 .880 .814 .790 .494 .000 .847 .698

Tubules .979 .965 .981 .973 .945 .850 .321 .000 .981 .969
Fat .939 .932 .913 .928 .933 .896 .909 .673 .915 .901

Connective tissue .603 .501 .524 .650 .547 .375 .554 .556 .489 .449
Blood vessels .804 .815 .748 .804 .798 .523 .438 .075 .672 .785

Nerves .520 .726 .609 .804 .717 .392 .466 .000 .618 .488
Lymph nodes .976 .917 .170 .646 .002 .000 .000 .000 .934 .000

Urothelium .000 .319 .000 .000 .219 .000 .000 .000 .631 .001
Nephrogenic rests .875 .381 .235 .721 .539 .044 .006 .003 .464 .582

Overall .801 .822 .666 .829 .740 .582 .428 .175 .796 .712

F1 DenseNet sparse & dense
Config. # 1 2 3 4 5 6 7 8 9 10

WT-blastema .738 .817 .840 .864 .838 .608 .315 .128 .659 .693
WT-stroma .696 .668 .634 .634 .273 .596 .064 .051 .565 .476

WT-epithelium .202 .480 .366 .475 .375 .133 .014 .010 .206 .434
Necrosis .944 .983 .968 .972 .994 .618 .099 .265 .944 .945
Bleeding .250 .364 .180 .316 .359 .021 .034 .029 .340 .212

Regression .474 .688 .545 .510 .494 .196 .334 .025 .502 .444
Glomeruli .578 .813 .882 .906 .850 .837 .606 .000 .787 .956

Tubules .950 .966 .989 .988 .964 .063 .342 .000 .961 .990
Fat .921 .939 .937 .921 .953 .873 .954 .647 .912 .921

Connective tissue .573 .565 .549 .622 .579 .465 .497 .263 .540 .548
Blood vessels .779 .806 .790 .834 .804 .417 .444 .197 .749 .802

Nerves .759 .813 .780 .681 .445 .699 .608 .000 .725 .546
Lymph nodes .873 .989 .890 .985 .926 .825 .000 .000 .924 .931

Urothelium .538 .622 .008 .191 .399 .000 .000 .000 .336 .675
Nephrogenic rests .666 .890 .386 .705 .421 .016 .002 .003 .076 .649

Overall .796 .850 .826 .838 .793 .455 .354 .141 .789 .795

Table 5.6: The F1 scores for the different DenseNet configurations. Once only trained
on sparse annotations and once on both sparse & dense annotations.
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Figure 5.3: The confusion matrix for the best performing DenseNet configuration. Con-
fusion between classes is shown. Values are obtained from inference on the test set
slides.
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The first observation that can be made is that DenseNet in general outperforms U-Net,
except for the outliers: network 6, 7 and 8. Increasing the pixel size does decrease the
performance for DenseNet significantly, just as it does for U-Net. It seems to be that
a pixel size of 0.5 micron is the best available resolution for a DenseNet since also the
smaller pixel size of 0.25 results in a decrease in performance. For some classes, an
important note to be made is that a relatively high overall score does not necessarily
mean relatively high F1 scores for all classes individually. For WT-stroma; the overall
score for network 5 is high for both sparse and sparse & dense combined, while the
class F1 score is relatively low. This is also the case for this class in the sparse annotation
section for network 1.
Next to that, the inter-class F1 variance is also notably high for classes with relatively
few annotations: lymph nodes, urothelium and nephrogenic rests (see tables 4.1 and
4.2). Lastly, when evaluating table 5.6, one notices that good accuracy and loss scores
on the validation set while training do not necessarily imply high F1 scores on the test
set. For example, network 3 and 4 show lower accuracies and losses than network 10
in the sparse & dense section while the overall F1 scores are high for network 3 and
4.
Considering the fact that DenseNet only predicts the central pixel, it is expected that
the extra dense annotations will not significantly improve performance. The auxiliary
annotations give rise to more difficult examples for training since there are more pixels
in the dense set near borders of classes when compared to sparse annotations. The
loss however is only calculated for the central pixel and does not take into account the
vicinity of the pixel, hence the network does not learn to capture the border regions the
same way a U-Net does.
Network 2 trained on both sparse & dense annotations clearly shows best performance
and is a substantial improvement compared to default network 1. Likewise, network 3
and 4 show an improvement compared to the default as well. It may be thought that a
combination of two networks would outperform both networks individually.
For this reason, some combinations of the networks are made: 2 & 5, 2 & 10 and 2 & 5 &
10. These are all trained on sparse & dense annotations. The overall F1 scores for these
combinations are respectively: 0.799, 0.799, 0.732. It is evident that combinations do not
necessarily outperform individual networks, therefore, the best performing DenseNet
remains network 2 trained on sparse & dense annotations.
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5.3 EnsembleNet

The best performing U-Net and DenseNet both have their pros and cons. This is even
more pronounced in earlier versions of the networks where U-Net was better at classify-
ing the three tumours cell types while DenseNet performed better on the other classes.
A natural question that arose here is if it is possible to combine the individual qualities
of the two network types. For this section, older versions of DenseNet and U-Net are
used. The confusion matrices for both networks used are shown in figure 5.4

Figure 5.5 clearly shows that DenseNet (top image) is oversegmenting the regions of
WT-blastema and a consequence of this is that the network doesn’t pick up the WT-
stroma tissue in between. U-Net is better at this job as can be seen in the bottom
image. This behaviour can also be observed in the confusion matrices for both net-
works. DenseNet predicts WT-blastema too often and confuses it with true class WT-
stroma.

The output of both networks is a vector ~x ∈ [0, 1]K where K denotes the amount of
classes. Every element in this vector can be interpreted as the probability that the pixel
where this is about belongs to that class:

~xden = (pc1 , pc2 , . . . , pcK );

~xunet = (qc1 , qc2 , . . . , qcK );

K∑
k=1

pck =
K∑
k=1

qck = 1.

EnsembleNet is then defined by taking the weighted average of these outputs before
taking the argmax. Thus:

~xensemble = ~wden · ~xden + ~wunet · ~xunet; (5.6)
wk,den + wk,unet = 1 ∀k ∈ K̄.

Here the standard inner product is taken (~w ·~x) and summed to get the weighted aver-
age. The individual weights for DenseNet and U-Net have to sum to one element wise
for the process to be considered a weighted average. The argmax of ~xensemble is then
calculated to obtain the prediction of EnsembleNet for that pixel.

EnsembleNet can be used as a post-processing step to increase the performance of the
predictions. This is done by choosing weight vectors ~wden and ~wunet such the overall
F1 score increases. In case of the two considered models, a combination is desired
where the WT-stroma predictions of U-Net “overrule” the DenseNet predictions for
that pixel.
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Figure 5.4: Confusion matrices for DenseNet and U-Net models which are used for the
research of EnsembleNet. Top image shows the confusion matrix for DenseNet while
the bottom is for U-Net.
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Figure 5.5: The top image shows the predictions of a DenseNet while the bottom im-
age shows the predictions of a U-Net in the same region. The orange sections are WT-
blastema while the smaller regions in between should be WT-stroma which is predicted
correctly in pink by the U-Net. The annotation in the top of the image contains regres-
sive tissue.
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Denote c1 as the WT-stroma class, c2 and c3 as the other two tumour classes. Ensem-
bleNet is then tested in three different configurations:

1) Classical average

wk,den = wk,unet = 0.5 ∀k ∈ K̄;

2) Tumour boost

wk,den = wk,unet = 0.5 ∀k ∈ K̄ \ {1, 2, 3};
wk,den = 0.3 ∧ wk,unet = 0.7 ∀k ∈ {1, 2, 3};

3) Strong tumour boost

wk,den = wk,unet = 0.5 ∀k ∈ K̄ \ {1, 2, 3};
wk,den = 0.1 ∧ wk,unet = 0.9 ∀k ∈ {1, 2, 3};

4) Stroma boost

wk,den = wk,unet = 0.5 ∀k ∈ K̄ \ {1, 2, 3};
w1,den = 0.3 ∧ w1,unet = 0.7.

The initial DenseNet and U-Net had an overall F1 score of respectively 0.7721 and
0.7083. For all four types of EnsembleNet; the slides in the test set are inferenced and
overall F1 scores are obtained. The results are: (1) 0.7767, (2), 0.7746, (3), 0.7724 and
(4) 0.7744. All methods show slight improvements over the individual DenseNet and
significant improvement over the individual U-Net. The overall best performance is
obtained by using the classical average for EnsembleNet.

5.4 Post-Processing

To improve the existing inferenced slides, one can utilise post-processing. In a post-
processing images will be changed slightly in general after the deep learning network
has predicted the whole slide image. For this project, the essence of the post-processing
methods described below is found in the way a pathologist evaluates a slide. At first
he examines an overview of the full slide, in terms of whole slide images, this is at a
large pixel size. Based on this an idea of tumours regions is conceived. Subsequently,
the slide will be evaluated at larger magnification and thus in more detail to examine
the individual smaller regions.
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Six classes are most important for final diagnosis: WT-blastema, WT-stroma, WT-epithelium,
necrosis, bleeding and regression. The former three are the tumour cell types present
in the vital tumour while the latter three are chemotherapeutic effects. Combined they
are referred to as the tumour classes. The focus in post-processing will lie on improving
performance on those classes in particular.

During examination of the slides together with Ronald de Krijger, the pathologist who
initiated the project, we noticed large areas in which there were alternating regions of
regression and connective tissue. The confusion matrices also show large inaccuracies
between those classes. Furthermore, Ronald de Krijger told me that predicted connec-
tive tissue within a tumour region can never actually be connective tissue, this should
always be regression or WT-stroma. On the other hand, outside a tumour region there
can never be regression or tumour stroma. An example of this problem is given in
figure 5.6.

Figure 5.6: The left image shows a tissue regions where the upper closed area is a tu-
mour region. The right image shows the prediction of a DenseNet where the yellow
regions are predicted to be connective tissue. These yellow areas should therefore be
reclassified to regression or WT-stroma.

Consequently, it would be helpful to be able to determine tumour regions and based
on those results reclassifying the pixels inside and outside those regions. Two methods
have been established to achieve this goal: morphological operations and deep learning
for binary classification of tumour versus non-tumour.
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5.4.1 Tumour vs. Non-Tumour: morphological operations

Morphological operations can be applied to binary 2D-arrays. Crucial functions for
morphological changes are dilation and erosion. As the name suggests; the former op-
eration enlarges bright regions (ones in the array) and shrinks dark regions (zeros in
the array). The latter on the other hand does the exact opposite. In our case we need to
do both: first apply dilation followed by erosion. This sequence of functions is called
closing.

Figure 5.7: The image on the left shows the prediction of a network. All six tumour
classes are coloured white while the other classes correspond to black pixels. The right
figure shows the same image after applying the closing operation.

Figure 5.7 shows the result of the closing operation. After evaluating several slides we
concluded that this method wouldn’t be that effective. Tumour regions are still not
found consequently for the reason that the initial predicted pixels of the vital tumour
classes and the chemotherapy class were not that precise. Therefore, another approach
is taken, namely training a network to determine tumour regions and non-tumour re-
gions in a slide.
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5.4.2 Tumour vs. Non-Tumour: DenseNet

For this tumour versus non-tumour network new annotations have been made in a
selection of all slides. Whole slide images are exhaustively annotated such that every
pixel in the slide has a label. The yield is 57 annotations of non-tumour regions and 87
annotations of tumour regions. Those annotations are then divided in the same three-
way as done for the regular network: 70% training, 15% validation and 15% testing.
The goal is to precisely determine the tumour and non-tumour regions and based on
those predictions reclassify certain classes inside and outside of the tumour.
For the process of reassigning, a pair of classes is needed in which one is part of the
six tumour classes and the other class is not. The most obvious candidates for this
reclassification are connective tissue, regression and WT-stroma. Other pairs include
glomeruli and WT-epithelium, tubules and WT-blastema but these pairs do not get
confused recurrently.
The idea here is to determine the class of a pixel (tumour or non-tumour) based on its
region. Since the vicinity of the pixel is important, a DenseNet architecture is chosen.
To evaluate the entire slide at once, lower levels of resolution (thus larger pixel sizes)
are used. The following configurations have been tested:

1. pixel size 30 micron;
2. pixel size 15 micron;
3. pixel size 8 micron;
4. pixel size 4 micron.

The most important default settings are: DenseNet type 201, boosting enabled, patch
size [412,412]. These settings result in a patch shape of approximately 13× 13 millime-
tres for pixel size 30 micron. The obtained F1 scores are listed in table 5.7.

F1 scores tumour vs non-tumour
Config. # 1 2 3 4

Non-tumour 0.576 0.726 0.702 0.673
Tumour 0.713 0.867 0.839 0.825
Overall 0.658 0.821 0.791 0.772

Table 5.7: The F1 scores obtained for the tumour versus non-tumour classifying
DenseNet.

As can be seen in table 5.8; configuration 2 scores best. The confusion between the
classes in this case was 0.13 if non-tumour was predicted where the ground truth is
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tumour and 0.20 vice versa. Consequently, the true positive rate for non-tumour is 0.87

and for tumour 0.80.
The next step is to implement those tumour masks to reassign classes. This is done
for the best network obtained until now: DenseNet model 2 trained on sparse & dense
annotations. The confusion matrix for this network is shown in figure 5.3. For ease of
notation, use C(i, j) for the element in the confusion matrix corresponding to ground
truth class i and predicted class j. Important elements in the matrix for this method
are C(WT-stroma, connective tissue), C(regression, connective tissue) and
C(connective tissue, regression). Five methods have been tested to modify and im-
prove those values:

1. Regression predicted outside tumour region⇒ reclassify to connective tissue;
2. Regression predicted outside tumour region⇒ reclassify to connective tissue and

connective tissue predicted inside tumour region⇒ reclassify to regression;
3. Connective tissue predicted inside tumour region⇒ reclassify to WT-stroma;
4. Connective tissue predicted inside tumour region⇒ reclassify to WT-stroma and

WT-stroma predicted in a non-tumour region⇒ reclassify to connective tissue;
5. Regression predicted outside tumour region⇒ reclassify to connective tissue and

Connective tissue predicted inside tumour region⇒ reclassify to WT-stroma.
The results in terms of obtained F1 scores are listed in table 5.8. Since reclassification
only changes the predictions for WT-stroma, regression and connective tissue, the other
classes remain unaffected. The baseline DenseNet scores are included in the table in the
first column.

baseline 1 2 3 4 5
WT-stroma 0.668 0.668 0.668 0.716 0.705 0.716
Regression 0.688 0.696 0.644 0.688 0.688 0.696

Connective tissue 0.565 0.643 0.640 0.530 0.551 0.640
Overall 0.850 0.858 0.853 0.857 0.856 0.863

Table 5.8: F1 scores after using the tumour vs non-tumour network method to gen-
erate binary masks. These masks are then used to reclassify certain pixels in a post-
processing step based on their predicted classes.

Configuration 5 is a combination of 1 and 3. Of course, many other combinations are
impossible since we cannot reclassify one class within (or outside) the tumour to mul-
tiple classes outside the tumour. Using this optimal post-processing step, a new confu-
sion matrix can be calculated where only the columns for those three tissue types have
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changed compared to the baseline confusion matrix. This matrix for configuration 5 is
shown in figure 5.8.

Figure 5.8: The confusion matrix for the best post-processing configuration (5). Ob-
tained by reclassifying the predictions of the best performing DenseNet based on tu-
mour versus non-tumour masks.
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Chapter 6
Diagnosis of Wilms’ Tumours

The ultimate goal of this project is to classify Wilms’ tumours based on the predictions
of a network. To determine the performance, ground truth medical diagnoses are re-
quired for all patients. The set of 103 patients will first be split into two groups: one
group will be used for medical diagnosis now and the other group will be used in a
later stage of the project. The reason to ignore some diagnoses for now is that there
are future plans to compare the model with a panel of expert pathologists. For this
purpose, a set is needed which is never seen by the model before.

There are five main types of medical diagnoses: regressive type, blastemal type, stromal
type, epithelial type and mixed type. The prognosis for the blastemal WT is much worse
than for the other subtypes. Consequently, blastemal type is classified as high risk and
the others are intermediate risk [Vujanić et al., 2002]. This set of described diagnoses
is actually a simplification of the true set of possible diagnoses which for example also
include diagnoses based on anaplasia. At this stage of the project anaplasia is neglected
since there are no annotations for this tissue type yet (see section 4.2). The distribution
of patients to the use and store set is listed in table 6.1.

The “other” diagnosis class contains classifications which do not fall into one of the
above explained five classes. This group also accommodates patients of which no di-
agnosis could be found in the database yet. For this last reason, they are not in the
use-group and can possibly be used in the later stage of this project.

A split is made to have about equal ratios of diagnosis types for both groups. Thence-
forth, the remaining 103−26 = 77 patients have to be distributed over the use-group and
store-group in ratio 53 : 24 to achieve about equal ratios for all diagnosis classes.
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Diagnosis Use Store Total
Regressive 19 9 28
Blastemal 7 3 10

Stromal 12 8 20
Epithelial 3 2 5

Mixed 17 7 24
Other 0 26 26
Total 53 50 103

Table 6.1: Distribution of patients with different medical diagnoses over the use and
store set.

Moreover, the patient’s medical file also contains tissue area percentages as estimated
by the treating pathologist. This information is present for the most relevant tissue
types: WT-blastema, WT-stroma, WT-epithelium and one percentage is given for the
three chemotherapy classes combined: necrosis, bleeding and regression. These results
can nicely be compared with the model predictions. In this chapter we refer to all six
classes at ones by the name of tumour classes T . The three WT-X classes combined are
referred to as vital tumour classes V T and the three other classes by the chemotherapy
classes C.

6.1 Diagnosis Procedure
There are different methods for diagnosing Wilms’ tumours. The procedure used in
this thesis is the one used at the department of pathology of the Princess Máxima Center
for Pediatric Oncology in Utrecht. Denote the area that is occupied by class c byAc and
the area occupied by a collection of classes Z = {c1, . . . , cn} by AZ :=

∑
iAci . The

roadmap for diagnosing a patient is as follows:
1. Calculate the fraction of the chemotherapy effect classesAC with respect to all six

tumour classes AT . If this fraction FR is larger than two-thirds, then the tumour
is of regressive type, otherwise go to step 2:

FR =
AC
AT

?
> 2/3. (6.1)

2. For every tumour cell type X∈ {blastoma, stroma and epithelium}, calculate the
fraction of occupied area by type X (AX) with respect to all three vital tumour
classesAV T . If this is larger than two-thirds for class X, then the tumour is of type
X. If this is not the case for all three classes; go to step 3:

FX =
AX
AV T

?
> 2/3. (6.2)

68 Chapter 6: Diagnosis of Wilms’ Tumours



6.1. DIAGNOSIS PROCEDURE

3. None of the above resulted in a conclusion, subsequently the tumour is of mixed
type.

The above roadmap can be implemented in the pipeline of the model by determin-
ing the amount of pixels for each class in every slide. The required fractions can be
calculated on the basis of those pixel statistics. Since the clinical diagnosis is made per
patient, one first has to combine the slides of that patient. This is simply done by adding
the amount of pixels per class to obtain overall pixel counts per class per patient. The
required fractions are calculated accordingly.

6.1.1 Exploitation of the Confusion Matrix

Based on the obtained statistics of the network performance, an idea arose to incorpo-
rate the confusion matrix in the final area per class predictions. The confusion matrix
keeps track of which classes get confused with one another. Usually, one normalises
this matrix on the ground truth axes such that every ground truth row sums to one.
This is done to account for the class annotation imbalance which is present.
One could also normalise with respect to the other axis afterwards such that every pre-
dicted class column will sum to one. The class imbalance is still solved by the first
normalisation and now the columns in this matrix can be interpreted as a probability
distribution for every predicted class. Denote stochastic variables Pi and Gi as respec-
tively the predicted class and the ground truth class of pixel i. The confusion matrix
then gives an estimate for:

P (Gi = cj|Pi = cm). (6.3)
Here cj and cm denote different classes: j,m ∈ K̄ where K denotes the amount of
classes. Note that the confusion matrix is obtained from the network predictions made
on the test set. These predictions are inserted into the matrix which is then normalised.
The final matrix is still an average over the obtained results. It could well be that the
matrices per slide or per patient are very different and thus the variance of such a con-
fusion matrix is notably high. In this case formula 6.3 will not be a good estimate for
every pixel in every slide. For the rest of this section we assume this variance is low and
the assumption can be made. The final results will show if the assumption was valid in
the first place.
The accessible data are the predictions on all pixels, the conditional probabilities 6.3
can be obtained for the confusion matrix for a network. Using this data one can exploit
the conditional probabilities to obtain the expected areas.
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A quick way to obtain expected pixel areas for each class is as follows. We are interested
in the expected value for Gi where the predicted class for this pixel is given by Pi =

cn:

E(Gi) =
K∑
j=1

cj · P (Gi = cj);

=
K∑
j=1

cj ·
C∑

m=1

P (Gi = cj|Pi = cm)P (Pi = cm);

=
K∑
j=1

cjP (Gi = cj|Pi = cn).

Now take a partition of the pixel distribution such that Sn denotes the amount of pixels
which have prediction cn. Then define T nj to be the amount of pixels with ground truth
cj but prediction cn.

E(T nj ) = Sn · P (G = cj|P = cn).

Furthermore, denote Tj the expected amount of pixels to belong to class cj :

E(Tj) = E

(
K∑
n=1

T nj

)
;

=
K∑
n=1

E(T nj );

=
K∑
n=1

Sn · P (G = cj|P = cn). (6.4)

The above method does not require any kind of simulations and can be calculated in
an instance. The big question is if the posed assumption is valid. If the variance of the
confusion matrix is notably high, then the variance for the conditional probabilities is
large which implies that the variance of those simulated areas per patient will become
large. Therefore, a well-performing network is always preferred. In the results section,
both the baseline areas and the expected areas are calculated.

6.1.2 Results

To obtain results for the data set, one has to inference all slides of all 53 patients. This
process is very time consuming and can take up to 30 minutes per slide. The use-
group consists of 53 patients which is about 750 slides of data. Therefore this operation
would take about two weeks on a single core. Consequently, this has only been done
for the most promising models: the state of the art DenseNet (configuration 2 trained
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on sparse & dense annotations) and the post-processed slides obtained using method 5
as explained in section 5.4, these prediction masks are referred to as DenseNet P.P..

Cohen’s kappa score is a statistical measure that can be used in general if one wants to
compare the outcome of two rates where both have to classifyN items intoK available
classes. A kappa score of 1 implies perfect agreement whereas 0 implies that the raters
agree no better than by random classification. In pathology, this measure is widely
used to compare the diagnoses made by the model with the diagnoses made by the
pathologists. In addition to this, it can also be used as a measure for inter-pathologist
agreement. The kappa scores obtained when comparing the models with the treating
pathologists are presented in table 6.2.

Kappa scores Baseline Expected
DenseNet 0.500 0.447

DenseNet P.P. 0.316 0.444

Table 6.2: Kappa scores for baseline and expected diagnoses made by the model and
compared to the diagnoses of the treating pathologists.

The obtained scores show that there is no significant agreement between the pathol-
ogist and the models. There are two possible causes: the pathologist is wrong or the
model is wrong. A flaw of human classification is that they can never be as precise
as computers. For example, pathologist Ronald de Krijger from the Princess Máxima
Center in Utrecht noted that in regions largely consisting of WT-blastema there are al-
ways small fields of WT-stroma present (the same way the old version of DenseNet
did in figure 5.5). Usually, a pathologist will approximate those regions to all be WT-
blastema for easy of calculation. Furthermore, there are regions in every slide in which
it is hard to determine the transition from one tissue type to another. This problem has
been discussed earlier in this thesis and those “mistakes” are also present in the data
annotations, especially in the dense annotations.

The most significant factor however is the performance of the model. When evaluat-
ing predicted slides with Ronald de Krijger, we concluded that there are still crucial
prediction mistakes made which are certainly wrong. One of which is the confusion
when WT-epithelium is the ground truth. Moreover, the classes that contribute most
to the high F1 scores are the healthy kidney tissue classes. Most of the high off-diagonal
values in the confusion matrices are in the tumour regions and therefore influence the
diagnoses.

The determined kappa scores give a measure for agreement between treating patholo-
gists and the models. Unfortunately, these measures do not quantify by how much the
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network predictions differ from the areas the pathologists predicted. This comparison
can be made by for instance examining the root mean squared error (RMSE).

Root Mean Squared Error

For T samples, the RMSE between predictions made by the pathologists pi and the
predictions of the model mi is defined by:

RMSE =

√∑T
i=1(mi − pi)2

T
. (6.5)

The available data of the pathologists’ judgements contain ranges of numbers. Often
when for instance regressive tumour type is the diagnosis, a chemotherapy area range
of 67 − 99% is given. For those cases the root mean squared error is ambiguous. Two
methods for calculating the RMSE have been used: optimal and average.

• Optimal: for this method, the range given by the pathologist is used in such a
way that the RMSE is minimal. If the model’s prediction is within the range, then
define the distance (mi − pi) for that sample to be zero. If it is outside the range,
define the distance to be the distance to the closest border of the range;

• Average: here the average of the range is chosen and the distance is calculated
with respect to this average.

Another important remark to be made is that the patient files contain relative areas FR
and FX . Hence one has to be careful when determining the RMSE. If for instance
chemotherapy area AC is 99%, then the remaining vital tumour area is small and the
variance of predicted FX will be large. Therefore I chose to calculate the RMSE per
Wilms’ tumour subtype and only take into account the patients where the pathologists
judgement was of that subtype. So for instance, T = 19 (table 6.1) for the regressive
tumour type and the sum ranges over all patients with diagnosis “regressive tumour
type”.
Ronald de Krijger told us that the ranges and values given in the patient files are bold
estimates and should not be consider a ground truth. Nevertheless, the RMSE should
give an impression of the performance of the models. The RMSEs are listed in table
6.3.
All three cases of WT-epithelium in the use set did not contain a range of areas. There-
fore no difference can be observed between the two methods in table 6.3. The difference
between “optimal” and “average” for WT-stroma is small for the same reason; just a few
cases had a range of areas in the patients’ records.

72 Chapter 6: Diagnosis of Wilms’ Tumours



6.1. DIAGNOSIS PROCEDURE

DenseNet DenseNet P.P.
Baseline areas optimal average optimal average
Chemotherapy 12.273 12.715 18.048 19.084
WT-blastema 15.070 19.774 29.760 33.343

WT-stroma 9.985 10.225 10.887 11.280
WT-epithelium 10.930 10.930 16.140 16.140

DenseNet DenseNet P.P.
Simulated areas optimal average optimal average
Chemotherapy 17.385 18.432 18.071 19.189
WT-blastema 40.153 45.020 40.755 45.516

WT-stroma 9.396 9.404 9.361 9.373
WT-epithelium 13.661 13.661 9.238 9.238

Table 6.3: RMSEs for the different histological WT tissue components. Area percentages
scored by pathologists are compared with percentages predicted by the models.

A first observation that should be made when evaluating table 6.3 is that the post-
processed slides to not outperform the standard DenseNet even though the overall
F1 score is higher. Furthermore, the simulated areas seem to outperform the base-
line areas for some classes, but there is also a excessively large increase in error for
WT-blastema. Especially since the diagnosis WT-blastema subtype got classification
high-risk, the performance on this class should have priority. Baseline areas predicted
by the baseline DenseNet therefore work best.

Another way of comparing the estimated areas by the pathologist with the areas pre-
dicted by the models is by evaluating ROC curves. The “two-third” threshold is empiri-
cally determined and it could well be that in general a pathologist structurally estimates
a higher or lower percentage than is actually present. Patients will be diagnosed dif-
ferently when using different thresholds. A model would perform perfectly if for any
threshold, the diagnosis made by the pathologist and by the model are equal. In this
case, the predicted areas necessarily have to lie close to each other. The next section
shines a light on the ROC curves with which one can investigate different threshold
values.
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6.2 ROC curves
A receiver operating characteristic curve (ROC curve) is a graphical plot of true positive
rate (TPR, also called recall) versus false positive rate (FPR).

TPR =
TP

TP + FN
;

FPR =
FP

FP + TN
.

TP denotes the amount of true positives, FN the amount of false negatives, FP the
amount of false positives and TN the amount of true negatives. Different thresholds
can be used to obtain different combinations of TPR andFPR. Ideally, one would have
TPR = 1 and FPR = 0.
The area under the curve (AUC) is, as the name suggests, the value obtained when inte-
grating the curve from 0 to 1. This measure can be interpreted as the probability that
the classifier will rank a randomly chosen positive instance higher than a randomly
chosen negative instance.[Fawcett, 2006]
This section start with an analyses of the existing method for diagnosis where the
chemotherapeutic classes are treated separately. Later, a new diagnosis procedure for
the model will be investigated where all diagnosis classes are treated on equal foot-
ing. These are then compared to the pathologist’s judgement. In this section the base-
line area predictions (and not the expected areas) of the DenseNet (configuration 2)
for both the base network and the post-processed slides will be discussed and evalu-
ated.

Existing Diagnosis Procedure

In the existing procedure, every patient will first be checked for regressive tumour type.
Where before the threshold for regression was fixed at a value TR = 2/3, here TR will
be treated as a variable. The ROC curve for regressive tumour type is plotted in fig-
ure 6.1. Every bend in the curve corresponds to a significant change in threshold. If
the threshold would be 0.0, then every patient will get the same diagnosis: regressive
tumour type. In this case the true positive rate and the false positive rate are both 1.0

since there are no false negatives and no true negatives. In the entire opposite, where
the threshold is 1.0, there would be no regressive tumour types and therefore no posi-
tives at all. Resulting in 0.0 true positive rate and 0.0 false positive rate. Thus thresholds
are increasing from top right to bottom left in the ROC curve.
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Figure 6.1: ROC curves for regressive tumour type. The base network scores AUC =

0.94 and the result based on the post-processed slides is AUC = 0.89.

It is important to note that the dotted diagonal line is the strategy for random classi-
fication. Furthermore, every horizontal line in the curve corresponds to an increase of
performance for increasing threshold since the false positive rate decreases while the
TPR remains constant. Every vertical line is a decrease in performance for increasing
threshold.

Figure 6.1 shows that the base network performs better in any regard. Especially the
base model shows that for any threshold TR, the diagnosis made by the model is com-
parable to the diagnosis made by the treating pathologist. In other word, the areas
predicted by the model are comparable to the areas estimated by the pathologist.

Unfortunately, the ROC curves for the other classifications will not be that informative.
This is because the curves are dependent on the regression threshold that is chosen. To
make this point clear, take the threshold for regression to be 0.0. Then every patient will
get the same diagnosis: “regressive tumour”. In this case, there will be no predictions
made for stromal tumour type. Therefore, the subtype stromal tumour will have no
true positives and no false positives. Resulting in TPR = 0.0 and FPR = 0.0. In case
of larger regression thresholds, the rates will not necessarily be zero, but they also will
not go to (FPR, TPR) = (1.0, 1.0).
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6.2. ROC CURVES

ROC curves for all subtypes can be made in case of an absolute diagnosis procedure
where all diagnosis classes are treated on equal footing.

Absolute Diagnosis Procedure

Where before the vital tumour area ratios were calculated with respect to the composi-
tion of the vital tumour areas, now all relative areas have to be calculated with respect
to all six tumour classes instead. In this case, equation 6.2 is replaced by

F̃X =
AX
AT

?
> TX . (6.6)

When introducing ROC curves for all classes, one has to be concerned about the fact that
one patient cannot have multiple classifications. At least, this is not favourable in med-
ical treatment of the patient. Therefore, only threshold combinations (TR, TB, TS, TE)

will be chosen such that

Ti + Tj > 1 ∀i 6= j ∧ i, j ∈ {R,B, S,E}. (6.7)

HereR,B, S andE denote respectively the regressive, blastemal, stromal and epithelial
subtypes. Using this method, the ROC curves obtained are illustrated in figure 6.2.
Note that the curves for the epithelial tumour type do not contain a lot of information
since the use set only contains three cases of epithelial tumour diagnosis. Furthermore,
the curves for regressive subtype are the same as in figure 6.1 since the formula for
calculating the chemotherapy fraction did not change.
It is clear that the post-processed slides result in worse ROC curves than the base
DenseNet. The curve for WT-blastema shows that for a lot of thresholds the true pos-
itive rate is low. For the lower blastema thresholds TB the true positive rate is signifi-
cantly higher.
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6.2. ROC CURVES

Figure 6.2: ROC curves for absolute diagnosis method. Top image shows the base net-
work curves and the bottom image the curves obtained when using the post-processed
slides.
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Chapter 7
Conclusion

The aim of this thesis was to investigate if it is feasible to apply deep learning techniques
to quantify histological Wilms’ tumour components. Multiple convolutional neural net-
works have been developed and tested in different configurations to inference the whole
slide images of 103 patients. The two architectures discussed in this thesis are U-Net
and DenseNet which both show their pros and cons. In the end, DenseNet showed the
best result with an overall F1 score of 0.850 and after a procedure of post-processing
the score increased to 0.863. Both AI-models performed well in particular at classifying
healthy kidney tissue.

To pick up on all relevant features in the WSIs, the pixel size proved to be one of the
most important settings in the configurations of the deep learning models. Pixel sizes
in the data set range from 0.25 micron up to 64 micron with factors of two. To be able
to extract all relevant information in a slide, a pixel size of 0.5 micron turned out to be
unavoidable.

In line with the way a pathologist evaluates a case, the models benefit from contextual
understanding in terms of a large tissue region. To achieve this goal, a DenseNet trained
on patches of about 6×6 millimetres is used to determine the tumour and non-tumour
regions of a slide. This network managed to realise a performance of F1 = 0.821 on
the task of binary classification: tumour versus non-tumour. Based on the predictions
of this binary classifier, inferenced slides produced by the original DenseNet can be
altered accordingly since tumour regions can only contain a certain subset of all classes
and vice versa for non-tumour regions. This method resulted in an increase of the
baseline score F1 = 0.850 to F1 = 0.863 where the improvements are exclusively found
in the regions important for diagnosis: the tumorous regions. The performance on the
WT-stroma class improved from 0.668 to 0.716 using this post-processing step.

The ultimate goal for the model is to mimic the actions of a pathologist to full extend
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and therefore be able to diagnose a patient. A new idea to incorporate the uncertainty
of AI-models has been introduced. The highest kappa score κ = 0.500 was achieved
by the state of the art DenseNet without the post-processing step and without the pro-
posed method which incorporates the uncertainty of the model by using the confusion
matrix.
Further analysis of the root mean squared errors between the predictions made by the
treating pathologists and the predictions of the model came to the same conclusion:
the baseline DenseNet without post-processing performs best at the task of diagnos-
ing. The examination of ROC curves showed AUC scores of 0.94, 0.84, 0.94 and 0.99 for
respectively regressive, blastemal, stromal and epithelial tumour subtypes for the base-
line DenseNet without post-processing. The AUC values for the latter three subtypes
are calculated using a proposed new method for diagnosis. This method involves a rel-
ative area compared to all tumour classes instead of comparing to only the vital tumour
classes.
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Chapter 8
Discussion

The study demonstrates that histological classification of kidney tissue components is
possible to high accuracy. The scores for Wilms’ tumour components were lower in
general when compared to the scores of healthy kidney tissue but show promising per-
spectives. These results can be made more robust by incorporating cross-validation in
which the train, validation and test set get reordered multiple times and in such a way
that every slide appears at least once in every set. The obtained statistics, such as the
confusion matrices and the F1 scores, can then be averaged to obtain a more robust
measure for performance.

Parameter configurations for U-Net and DenseNet have been chosen with great care.
Despite that, it is conceivable that there are configurations which are not tested in this
thesis but will boost the performance of the models. Automated hyperparameter tun-
ing should be implemented to come to the optimal results. The can be done by involving
Bayesian optimisation methods to determine the optimal set of hyperparameters.

At the moment, the best performing network performs poor on Wilms’ tumour epithe-
lial tissue. Especially the confusion with blood vessels should not be present, hence
this tissue class should be one of the main focuses in future research. Additionally,
the data suggests that WT-stroma, regression and connective tissue are challenging
classes. From the point of view of a pathologist, the confusion between tumour stroma
and regression is understandable and precise boundaries between the two are hard to
determine. The results of the tumour versus non-tumour network indicate that con-
fusion with connective tissue can be improved. In-depth analysis of the predictions of
the binary classifying network could lead to better segmentation of the slides in tumour
and non-tumour regions which will lead to better reclassification.

To further mimic the pathologist’s actions, one should incorporate the tumour and non-
tumour region predictions in the training procedure of the AI-models as opposed to
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using them in a post-processing step. A whole slide image is a three dimensional ma-
trix containing three channels for the colours. It may be interesting to add an extra
channel for the tumorous regions by way of a binary array containing a one for a pre-
dicted tumorous pixel and a zero for a predicted non-tumorous pixel. In this way, the
information about tumour regions is used in a pre-processing step and therefore the
deep learning models can incorporate this information during training.
EnsembleNet shows interesting results in case a specific combination of two AI-models
is desired. A U-Net that performs well on tumour classes and a DenseNet that performs
well on the non-tumour classes are combined in this thesis. A weighted average of
the predictions resulted in higher overall scores than the scores of the two networks
individually. A future perspective is to treat EnsembleNet like a trainable network in
the sense that the weights in the final layer can be trained. It is conceivable that freezing
the U-Net and DenseNet layers and only training the weights used for the weighted
average could combine the individual capacities of the networks in the best possible
way instead of by manually guessing the weights.
As for the procedure of diagnosis, an interesting idea for simulating areas based on
baseline predictions and the confusion matrix is proposed. Reliability is strongly de-
pendent on the variance of the confusion matrix and therefore this variance should be
further investigated. Cross-validation as explained in the first paragraph of the discus-
sion can be incorporated to increase the robustness. In this way the variance can be
calculated and the influence of slides from different patients is integrated.
Although the current models demonstrate valuable results, a pathologist should not
fully rely on AI-based predictions. Despite that, a deep learning model can definitely
provide useful information in a fraction of the time it would take for a pathologist to
investigate a biopsy. An overlay of the predictions can be made for the whole slide
images and the treating pathologist can use the overlay in a desirable way. Furthermore,
discussions with pathologist Ronald de Krijger from the Princess Máxima Center for
Pediatric Oncology showed that the network results brought about questions about
the fundamental procedures for classification as done by pathologists. This is seen in
particular in the case of determining precise border between several tissue classes.
Finalising, the resulting diagnoses by the model and the tissue areas predicted will
have to be compared to a panel of expert pathologists in the field of Wilms’ tumours.
In extend to that, interobserver variability caused by reviewer interpretation will be
tested. There are plans of writing a scientific article about this comparison study.
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Appendix A: example of a training epoch

def _training_epoch(self, epoch_number):

# Set network in training mode

self.model.network.train()

# Declare epoch training variables

total_training_loss, total_training_accuracy = 0.0, 0.0

for _ in range(self.repetitions_training):

utils.start_filling_buffer(self.training_batch_generator)

for _ in range(self.parameter_dict['iterations training']):

# Load patches and calculate loss with prediction.

batch, indices = \

self.training_batch_generator.batch( \

self.batch_size_training)

patches, net_output, ground_truth, weight_mapper = \

utils.convert_batch(self.model.network,

batch,

self.parameter_dictionary)

ground_truth_predictions = utils.contract_batch(ground_truth)

# Calculate the loss between the prediction

# and ground truth

loss = self.loss_function(net_output,

ground_truth_predictions,

weight_mapper)

total_training_loss += loss

# Calculate the accuracy between the prediction

# and ground truth

accuracy = self._calculate_accuracy(patches,

ground_truth_predictions,

weight_mapper)

total_training_accuracy += accuracy

# Update batch generator if hard negative mining enabled
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if self.parameter_dict['hard negative mining']:

model_errors = self._get_model_errors( \

net_output=net_output,

ground_truth=ground_truth,

weights=weight_mapper)

self.training_batch_generator.update(indices=indices,

errors=model_errors)

# Update the weights

self.optimiser.zero_grad()

loss.backward()

self.optimiser.step()

# Hard negative mining updates

transfer_count = self._calc_transfer_count()

utils.generators.transfer_buffer( \

batch_generator=self.training_batch_generator,

count=transfer_count,

difficult_threshold=self.difficult_threshold)

# Calculate total loss and accuracy of the epoch

training_loss_score = total_training_loss / \

epoch_size_training

training_accuracy_score = total_training_accuracy / \

epoch_size_training

return training_loss_score, training_accuracy_score
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