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Introduction
Magnetic Resonance Imaging is an imaging modality used in health care in diagnosis of disease as
well as localization of (malicious) anatomical structures within the body. Like the related field of
NMR the physical basis is the interaction between particles with a non-zero spin and a magnetic
field, the differences of the two being that MRI tries to achieve spatial localization, while NMR
measures energy spectra. The versatility of the MRI modality comes from the fact that different
pulse sequences leads to different imaging results, especially when combined with the sub millime-
ter resolution. Another advantage of MRI is that it is non-invasive for the patient, and there is no
chance of destroying good tissue. The latter is a disadvantage of radiation based methods1.
MRI is used to image certain isotopes which are said to be ’magnetically active’ informally. This
simply means that the isotopes need a non-zero magnetic moment. Current MRI usage in practice
all image protons, 1H isotopes. Off all hydrogen isotopes 99.985% are of this kind. Furthermore
the gyromagnetic ratio, the quantity which connects a particles magnetic moment to its total an-
gular momentum, is higher than that of most other magnetically active isotopes. Both the high
abundance and gyromagnetic ratio are beneficial for proton imaging, which makes it so successful
in health care.
However not every piece of information required can be found by measuring protons, and there are
a lot of metabolites in human which would be suitable for 13C or 31P imaging [1][2]. However these
isotopes are much harder to image by MR Method. The amount of MR signal may be estimated
to be proportional to ∝ Aγ3, where A is the natural abundance and γ the gyromagnetic ratio.
Explicit calculations yield that for 31P the amount of signal per fluor nucleus is only 6.6% of that
of all proton nuclei. For 13C the amount of signal per carbon nucleus is 0.17% of that of proton
nuclei. One also has to remember that in the previous calculations it was assumed that the total
number of nuclei was the same for all atoms/nuclei. This is not true and the majority of atoms
inside a human are hydrogen. The conclusion of the previous is that while biologically interesting,
imaging using 13C and 31P is not directly feasible.
To partly counteract the signal loss which was described in the previous paragraph it is possible to
use Dynamic Nuclear Polarization as a technique to enhance the MR signal. This technique was
introduced by Ardenkjaer-Larsen et al. in the related field of NMR in liquids [3]. In a nutshell this
technique allows nearby free electrons to interact with the nucleus in question and create a larger
polarization of the nuclear states, which leads to a larger MR signal. That paper reported signal
ratio gains of > 10000, but these numbers are not feasible in a (pre-)clinical setting. However the
enhancement for 13C is large enough that in current research injecting hyperpolarized metabolites
in animals leads to measurable, low resolution metabolite localization [4] [5]. The methods em-
ployed in these works are based a physical separation of the signals. That is that the signal is
moved from it’s original location to another in the image due to low readout bandwidth.
It is the purpose of the studies done in this thesis to explore another avenue for low resolution
hyperpolarized 13C data: Instead of physically separating the signals in the image, it is tried to
separate the signals based on their phase data. In other words, the total MR signal which is a
superposition of two signals will be separated based on the direction the magnetization vector of
each signal points towards in space. These orientations of the magnetization vector of the signals
differ in general due to differences in precession speed, which is caused by chemical shift. By know-
ing a priori the chemical shift and the measurement times, calculating back the original signals is
possible and is done on high-resolution data for protons [6][7][8][9].
The outline of this thesis can be separated into two parts. The first part is of theoretical nature can
(re-)constructs the MRI from first principles. The first chapter in this part, chapter 2, is Magnetic
Resonance and starts with the Schrödinger equation and works towards the macroscopic Bloch
equations. This chapter also deals with constructing images out of MR data and not only energy
spectra and what these images physically mean. Some practical issues about MRI are discussed in
the end of this chapter.
Chapter 3 deals with the Bloch equations which are an important result as from these equations,
and taking appropriate approximations, one may derive the signal model which is used in fourier-

1Note that radiation here is meant in the sense of α, β and γ radiation. Also note that this comment is actually
moot, since unlike what the majority of practitioners think, MRI uses no radiation at all as it is mostly in the static
regime.
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based MRI2. This chapter ends with a prototype equation for the signal model.
Chapter 4 deals with the construction of two specific phase data based methods, and their un-
derlying theory. These methods are the Dixon method and the method of Variable Projection.
An emphasis is set on the theory behind the methods. The implementation is discussed where
necessary, but some details are omitted and left to the original papers introducing these papers.
Chapter 5 is the final theoretical chapter which is about Dynamic Nuclear Polarization. The atomic
physics behind these class of polarization transfer is discussed thoroughly where needed in order
to understand the physical principles behind the DNP mechanisms. This chapter also marks the
transition from the theoretical side to the practical side of the thesis as it ends with a discussion
of the experimental setup and other practical issues when measuring with hyperpolarized data.
Chapter 6 deals with simulations run in order to validate algorithms and determining good ex-
perimental parameters based on Cramer-Rao lower bounds. Since estimations by the VARPRO
is done on non-linear parameter the noise distribution changes non-linearly as well. This implies
that just acquiring as many data points as possible in a short amount of time may not be the best
approach, and it will be shown that it is not.
Chapter 7 discusses the experiments done for this thesis. It contains three different types of data
sets: Clinical, proton phantoms and hyper polarized 13C phantoms. The results of these experi-
ments will be discussed and preliminary remarks will be given about the results.
Chapter 8 is a fairly short chapter summarizes and takes conclusions about the results of the pre-
vious chapter and gives a short discussion about the results. As will be evident from the discussed
data it will stated that using phase data to separate signals seems promising and it is recommended
to pursue this avenue of research further.
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Magnetic Resonance
Magnetic Resonance is the name of the physical effect that is observed when (nuclear) spins interact
with external magnetic fields under appropriate conditions. In order to fully describe the effects
of magnetic resonance one has to use a quantum mechanical description of the system, which is
obvious due to the small length scale of the system of a single spin as well as the fact that the
concept of spin is used, which is absent in classical mechanics. Spin is defined as quantized intrinsic
angular momentum posessed by particles [1], and is a fundamental quantity of particles just like
mass and charge. Since it is (although intrisic) angular momentum of a charged particle, it follows
from there that nucleii which have a non-zero spin also have an intrinsic magnetic moment due
to the Ampère law of electromagnetism. It is the interaction of this magnetic moment with the
externally applied magnetic field which is the basis of the Magnetic Resonance phenomenon. This
chapter will be divided into two parts: MR Physics and an introduction to MR-Imaging, with a
main result being that for imaging purposes a ’classical’ interpretation for the equations of motions
may be used which follows from quantum mechanical analysis.
The MR Physics part of this chapters contains three main subsections. The first is the analysis of
a single spin S = 1/2 inside a magnetic field, including time evolution where it will turn out that
a measurable precession of a spin magnetic moment inside a magnetic field predicted. Hereafter
the notion of ensembles of spins will be discussed with that the density matrix formalism will be
introduced, which generalizes the statements about precession of spins to ensemble magnetization.
Finally using this new formalism the effect of randomly fluctuating pertubative magnetic fields
will be analyzed to derive relaxation effects for liquids and non crystalline materials. For the rest
of this chapter it is assumed that the particles are ’spin-half’, or S = 1/2 as all imaged nucleii in
this study are S = 1/2.

MR Physics
In quantummechanics the central equations of motion are the time-dependent and time-independent
Schrödinger equations. Although this is a bit of a misnomer, as there really is only one Schrödinger
equation. There are two forms of the same equation of which the original is time-dependent
Schrödinger equation:

ih̄
∂Ψ(~x, t)

∂t
= − h̄2

2m
∇2Ψ(~x, t) + VΨ(~x, t)

In the above expression h̄ is the reduced plank constant, i is the complex unity along the imaginary
axis and V is the potential energy of the system. Assuming that Ψ(~x, t) is a seperable product of
the time variable t and the space vector ~x :Ψ(~x, t) = X(x)τ(t). It is easily shown that this results in
the following equation for the space part of the equation, which is known as the time-independent
Schrödinger equation: [1]

h̄2

2m
∇2ψ + V ψ = Eψ or

( h̄2

2m
∇2 + V

)
ψ ≡ Ĥψ = Eψ (1)

Where in the second part the Hamiltonian is implicitly defined as the sum of the kinetic and all
potential energies. It is this time independent form (1), which will be used to analyze the ’spin in
a magnetic field’ system, but before one is to start the analysis a few notes must be made about
spin space.
Particles in spin space have two quantum numbers which define their spin wave functions. These
quantum numbers are labeled s for the spin quantum number and m for the magnetic quantum
number. This is no coincidence and after the earlier remarks about intrinsic angular momentum,
it should not surprise the reader that there is a magnetic quantum number related to spin. It is
shown in standard quantum mechanics textbooks that the following relations hold for the spin and
magnetic quantum numbers as it must obey the same mathematical rules as angular momentum,
but without the constraint that the eigenfunctions are Legendre polynomials: [1][2][3]

S = 1/2 ⇒ s =
1

2
, 1,

3

2
, 2 ...

n

2
, −s < −s+ 1 < ... < m < ... < s− 1 < s
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In S = 1/2-space there are two spin eigenstates which is also observed from the preceding relation
as s = 1/2 this means that m = ±1/2. The spin operators Ŝx, Ŝy, Ŝz have exactly the same form as
their angular momentum counterparts and do the following when operating on a spin eigenfunction
χ(s,m)1:

Ŝ± = Ŝx ± iŜy, ŜzΨ = Ŝzψτχ = ψτŜzχ = ψτ · h̄m · χ = h̄mΨ

Ŝ±χ(s,m) = h̄
√
s(s+ 1)−m(m± 1)χ(s,m± 1)

Ŝ2χ(s,m) = (Ŝ2
x + Ŝ2

y + Ŝ2
z )χ(m, s) = h̄2s(s+ 1)χ(s,m)

A spin S = 1/2 particle in a magnetic field
It is now possible to analyze the quantum system of a S = 1/2 particle in a magnetic field. The
spin hamiltonian acting on the spin space of the particle has the form of Ĥ = −~µ · ~B. This may
be shown via the work energy theorem and rewriting the the work integral by integrating over
angles instead of position. The result is that the work done is the integral of the torque over the
angle which is exactly the dot product including the minus sign in the Hamiltonian. Please note
that the magnetic interaction happens in spin space of the particle and that we are interested
in the energy splitting of the two states, therefore the kinetic energy operator may be omitted.
Solving the Schrödinger equation 1 is straightforward, assuming without loss of generality that the
magnetic field is set in the ~z-direction as well as that the field strength is constant.2

Eχ = Ĥχ = (−~µ · ~B)χ = −γ(~S · ~B) = −γBzŜzχ =⇒

Ŝzχ(
1

2
,

1

2
) = − h̄

2
χ, Ŝzχ(

1

2
,−1

2
) =

h̄

2
χ =⇒

∆E = |Em=−1/2 − Em=1/2| = γB0h̄ (2)

This result is schematically drawn in figure 1, with on the left side a S = 1/2 particle in the absence
of a magnetic field in which both eigenstates correspond to the same energy (due to ~B = ~0, and
on the right the situation where the same particle is in a magnetic field ~B = (0, 0, B0). Most spin
S = 1/2 particles have a positive γ constant. In this case the state m = 1/2 is lower in energy
and the state m = −1/2 is the higher energy level. If γ < 0 the reverse holds as may be seen
from equation 2. In all cases however the the total energy difference is the same, and is named
the Zeeman splitting in literature. The quantity γB0 is usually written as ω0 and is equal to the
resonance frequency, which is also often referred to as the larmor frequency.

Figure 1: The energy level splitting between the two spin eigenstates of a S = 1/2 particle

NMR and MRI signals are received by a receiving coil close to the sample. Faraday’s Law implies
that a change of magnetic flux induces a current which then in turn may be measured. A change
in magnetic flux originates in the case of magnetic resonance by change in the magnetization of the
sample, as the geometry of the coil is constant during the experiment. Therefore it is mandatory

1The total wave function of a particle including spin space is given by the product Ψ = ψτχ as defined in this
chapter

2This was actually already assumed in the step where it was stated that the operators of S have exactly the same
form as those of angular momentum L, but this was skimmed over at that point due to being out of the scope of
this text.
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to understand the quantum mechanical time evolution of the magnetic moment. It will be shown
that this yields the same result as one would calculate using classical physics:

ih̄
∂mj=x,y,z

∂t
= γ

∂Ŝj=x,y,z
∂t︸ ︷︷ ︸
=0

+[~m, Ĥ]j=x,y,z = γ2[Ŝj ,−(ŜxBx + ŜyBy + ŜzBz)]j=x,y,z

For the sake of completeness the reader is reminded of the commutation relations for angular
momenta aswell as the anticommutativity of the commutation operators:

[Ŝx, Ŝy] = ih̄Sz, [Ŝy, Ŝz] = ih̄Sx, [Ŝz, Ŝx] = ih̄Sy, [Â, B̂] = −[B̂, Â]

Using these relations in the expression for the time derivative of the x-component of the magnetic
moment yields:

ih̄
∂mx

∂t
= γ2[Ŝx,−(ŜxBx + ŜyBy + ŜzBz)] = γ2[Ŝx,−ŜyBy − ŜzBz] = ih̄γ2(SyBz − SzBy) =⇒

∂µx
∂t

= γ2(SyBz − SxBy) = γ(µyBz − µzBy)

And as the commutation relations are cyclic in nature the other components are found trivially:

∂µy
∂t

= γ2(SzBx − SxBz) = γ(µzBx − µxBz)

∂µz
∂t

= γ2(SxBy − SyBx) = γ(µxBy − µyBx)

Even though the careful reader already notices what this amounts to, however for completeness
one might rewrite these equations in a quasi-determinant form.3

∂µx

∂t
∂µy

∂t
∂µz

∂t

 = γ

∣∣∣∣∣∣
x̂ ŷ ẑ
µx µy µz
Bx By Bz

∣∣∣∣∣∣ ≡ γ(~µ× ~B)

From here one concludes that the measured presession of the magnetization of the sample follows
the law that one would find using a fully classical analysis, and that therefore the Bloch Equations,
except for the relaxation terms, are explained by the quantum mechanical model thus far.
Before venturing further into the theory of Magnetic Resonance one potential but common mis-
conception should be addressed. In the quantum derivation above it was silently implied that what
is observed in real space are spins transitioning between energy levels, which will release photons
and that it is these photons that one observes in an MRI or NMR experiment. This is not the
case, as is demonstrated by D.I. Hoult and B. Bhakar [4] and F. Engelke [5]. A full treatment is to
extensive for this thesis, but it should be noted that the interactions between the spins within the
sample and the electrons within the receiver coil (which receive momentum and therefore a current
is induced, which is the emf) are mediated by virtual photons. It is however derived by Engelke
in [5] that the expectation of the spin operator is a linear determining factor of the measured emf,
which agrees with the classical notion of Faraday’s Law.

Ensembles of spins
The previous analysis has shown the time-evolution and energy levels of a system where there is
a single spin in a magnetic field. It it obvious that in MRI experiments the number of spins is of
a much greater order than 1. A simple estimation done by Hoult puts the number of spins in the
order of ≈ 1022 for a rather large sample [4]. The amount of spins within a voxel is typically 10
to 20 times smaller, but this still means that the amount is spins is of a much larger order than
unity.
The main implications of this are the following:

3Please note that this ’determinant’ does not have any meaning formally. This has to be so as the top row
does not contain scalars but ’axes’/’directions’ (as far as one is allowed to define those objects..). It is however a
convenient mnemonic to compute a cross product between two vectors.

5



• Describing the quantum system fully is impossible due to the number of particles and degrees
of freedom.

• By definition: The system of a single spin in a magnetic field is missing interactions between
spins.

In an ensemble of spin S = 1/2 particles the total populations energy level is given by the Boltz-
mann distribution[6]: N(Em=−1/2)/N(Em=1/2) = exp

{
−∆E
kbT

}
= exp

{
− h̄γB0

kbT

}
. Since the numer-

ator is orders of magnitude smaller than the denominator the error introduced by Taylor expanding
the exponential around zero and truncating everything above linear order is negligible which results
into the following expression for the equilibrium total magnetization for a bath of spins in thermal
equilibrium:

Meq =
γh̄

2
(Nm=1/2 −Nm=−1/2), Nm=−1/2 = Ntotal exp

{(
−
E0 + 1

2∆E

kbT

)}
Nm=1/2 = Ntotal exp

{(
−
E0 − 1

2∆E

kbT

)}
Nm=1/2 −Nm=−1/2 ≈︸︷︷︸

Taylor

Ntotal(−E0 +
1

2
∆E + E0 +

1

2
∆E) = Ntotal

γh̄B0

2kBT

=⇒Meq =
γh̄

2
(Nm=1/2 −Nm=−1/2) =

Ntotalγ
2h̄2B0

4kBT

Plugging in numbers for an MRI experiment involving 100 ml of water (which is a lot, as voxels are
usually in the order of single digit ml), 293 K and a main static magnetic field of 7T yields that
the equilibirum magnetization of the sample is Meq = 1.152 · 10−6 Am−1. It should be obvious
to the reader that this is a small quantity, which is convenient for medical purposes as a strong
magnetic field will not magnetize a human being significantly.
Relaxation occurs due to the interactions between spins as these interactions will perturb the sys-
tem, whilst these perturbations may be seen as random. It is however required to describe the
quantum mechanical spin system to the extent that all relevant variables remain, but unneces-
sary variables are ’integrated out’ which will result in a simplified but still calculable system. A
formulation which accomplishes this is the density matrix formalism which is introduced by von
Neumann in 1927 [7] [8]. The idea for the Magnetic resonance phenomenon is that everything
except for the spin variables are integrated out, as the Hamiltonian −~µ · ~B is only dependent on
operators involving in spin space and not in position or equivalently momentum space. This is
illustrated in the following, based on the derivation presented by Beenakker [8].

Density Matrix Formalism
Consider an artificially generated spin system (a box for example) ofN spin S = 1/2 particles which
are all in the same state, which is a super position of the spin eigenstates χ( 1

2 ,
1
2 ) and χ( 1

2 ,−
1
2 )

of the Hamiltonian. The full time-independent wave function is of course the multiplication of the
spin wave function with the spatial wave function. This may be written down as the following
wave function:

ψtotal = ψa(~r)χ 1
2 ,

1
2

+ ψb(~r)χ 1
2 ,−

1
2

The reader is reminded that for a wave function taking the complex square of itself is intepreted
as the probability of finding the particle in that state. As the sum of all probabilities should be 1,
this yields the following for any wavefunction β depending on only on physical parameter y:

1 = 〈β| |β〉 =

{∫
β∗(~y)β(~y) d~y if ~y is continuous∑
i β
∗(yi)β(yi) if the parameter is discrete

Since the spin wave functions are eigenfunctions of the Hamiltonian, they are basis functions for
spin space, yielding that:
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〈χ 1
2 ,

1
2
| |χ 1

2 ,
1
2
〉 = 〈χ 1

2 ,−
1
2
| |χ 1

2 ,−
1
2
〉 = 1, 〈χ 1

2 ,
1
2
| |χ 1

2 ,−
1
2
〉 = 〈χ 1

2 ,
1
2
| |χ 1

2 ,−
1
2
〉 = 0

Applying the total probability condition to ψtotal and simplifying by using the fact that spin
wave functions commute with spatial wave functions, and using the orthogonality of the spin wave
functions results in the following:

1
Total Prob︷︸︸︷

= 〈ψtotal| |ψtotal〉 = 〈ψaχ 1
2 ,

1
2

+ ψbχ 1
2 ,−

1
2
| |ψaχ 1

2 ,
1
2

+ ψbχ 1
2 ,−

1
2
〉 =

〈χ 1
2 ,

1
2
| 〈ψa| |ψa〉 |χ 1

2 ,
1
2
〉+ 〈χ 1

2 ,
1
2
| 〈ψa| |ψb〉 |χ 1

2 ,−
1
2
〉+ 〈χ 1

2 ,−
1
2
| 〈ψb| |ψa〉 |χ 1

2 ,
1
2
〉+ 〈χ 1

2 ,−
1
2
| 〈ψb| |ψb〉 |χ 1

2 ,−
1
2
〉 =

〈χ 1
2 ,

1
2
| |χ 1

2 ,
1
2
〉 〈ψa| |ψa〉+ 〈χ 1

2 ,
1
2
| |χ 1

2 ,−
1
2
〉 〈ψa| |ψb〉+ 〈χ 1

2 ,−
1
2
| |χ 1

2 ,
1
2
〉 〈ψb| |ψa〉+ 〈χ 1

2 ,−
1
2
| |χ 1

2 ,−
1
2
〉 〈ψb| |ψb〉 =

〈χ 1
2 ,

1
2
| |χ 1

2 ,
1
2
〉 〈ψa| |ψa〉+ 〈χ 1

2 ,−
1
2
| |χ 1

2 ,−
1
2
〉 〈ψb| |ψb〉 = 〈ψa| |ψa〉+ 〈ψb| |ψb〉

This implies:

∫
ψa(~r)∗ψa(~r) d~r = Wa and

∫
ψb(~r)

∗ψb(~r) d~r = Wb, such that Wa +Wb = 1 (3)

Note that there was no assumption on the spatial wave functions. The spatial wave functions are
in general not orthogonal and this is also true for NMR and MRI. The reader is reminded at this
point that the construction of the density matrix is based on integrating the total wave function
over all positions and there by removing those degrees of freedom. To illustrate the concept of the
density matrix fully, two cases will be considered. One case is where the spatial wave functions are
orthogonal, implying that 〈ψa| |ψb〉 = 0. Note that in the notation the explicit dependence of ψ
on ~r is dropped. The second case is where the orthogonality of the spatial wave functions (which
is artificial) is dropped and the meaning of the off-diagonal terms, called coherences in literature,
is explored.
Consider an observable 〈A〉 which corresponds to a spin observable and is written in the basis
χ 1

2 ,
1
2
, χ 1

2 ,−
1
2
. That observable answers could for example the question: What is the total spin of

the system? What the observable does not have an answer for is anything spatial. From a pure
probabilistic point of view it is only natural to integrate over all spatial variables, as was argued
before. Calculations yield:

〈A〉 =

∫
〈ψtotal| Â |ψtotal〉 d~r

Beenakker: [8]︷︸︸︷
= Tr(Â

∫
〈ψtotal| |ψtotal〉) d~r =

Tr(Â

∫
〈ψtotal|

(
|χ 1

2 ,
1
2
〉+ |χ 1

2 ,−
1
2
〉
)(
〈χ 1

2 ,
1
2
|+ 〈χ 1

2 ,−
1
2
|
)
|ψtotal〉) d~r =

Tr(Â

∫
〈ψtotal|

(
|χ 1

2 ,
1
2
〉 〈χ 1

2 ,
1
2
|+ |χ 1

2 ,−
1
2
〉 〈χ 1

2 ,
1
2
|+ |χ 1

2 ,
1
2
〉 〈χ 1

2 ,−
1
2
|+ |χ 1

2 ,−
1
2
〉 〈χ 1

2 ,−
1
2
|
)
|ψtotal〉 d~r) =

Tr(Â

∫
ψ∗aψa |χ 1

2 ,
1
2
〉 〈χ 1

2 ,
1
2
|+ ψ∗bψa |χ 1

2 ,−
1
2
〉 〈χ 1

2 ,
1
2
|+ ψ∗aψb |χ 1

2 ,
1
2
〉 〈χ 1

2 ,−
1
2
|+ ψ∗bψb |χ 1

2 ,−
1
2
〉 〈χ 1

2 ,−
1
2
| d~r)

Writing the last expression in matrix form with basis χ 1
2 ,

1
2
, χ 1

2 ,−
1
2
yields4:

〈A〉 = Tr

(
Â

(∫
ψ∗
aψa d~r

∫
ψ∗
aψb d~r∫

ψ∗
bψa d~r

∫
ψ∗
bψb d~r

))
≡ Tr(Âρ) (4)

The density matrix is defined as the matrix ρ in the previous equation. At this point one may
consider the case that the spatial wave functions are orthogonal. This implies that it is well defined
for a given position whether a particle, should there be a particle at that given position, is in its
χ 1

2 ,
1
2
eigenstate or in its χ 1

2 ,−
1
2
eigenstate. In that case the density matrix ρ becomes diagonal as

the off diagonal elements are zero due to the orthogonality of the ψ terms. The diagonal terms
are the probabilities that a particle is χ 1

2 ,
1
2
and χ 1

2 ,−
1
2
eigenstates, which may be observed when

4It really can’t be any other basis as the operator Â is already written in that basis.
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comparing those matrix elements to equation 3. This implies that the there is net spin, which could
be zero, of Wa−Wb along the chosen spin quantization axis which is measurable as magnetization
along that axis. This is for example the case when a sample it put inside and NMR spectrometer
or an MRI scanner prior to any pulse, in that the sample gets magnetized along the direction of
the ~B0-field and that the quantization axis is directed along the same axis.
Now consider the case where the spatial wave functions are not orthogonal to each other and the
wave functions therefore do overlap5. Note that this is only an adjustment on the position of spin
with respect to the previous case, and that the probability to hypothetically measure a spin in
either χ 1

2 ,
1
2
or χ 1

2 ,−
1
2
should and does remain the same. This means that the diagonal elements

are not altered with respect to the previous case. However the off diagonal elements are not zero,
therefore it is needed to diagonalize the matrix. In order to understand the consequences of the off
diagonal elements it is instructive to first decompose the matrix into a sum of the identity matrix
and the three Pauli matrices, which is a basis for the space of 2× 2 matrices:

ρ = P01̂ + Pxσx + Pyσy + Pzσz

The following trace identities may be used to determine the coefficients P0, Px, Py and Pz [8]:

1 = Tr(ρ) = P0Tr(1̂) + PxTr(1̂) + PyTr(1̂) + PzTr(1̂) = 2P0 ⇒ P0 = 1/2

〈σi〉 = Tr(ρσi) = Tr(1̂σi) + PxTr(σiσx) + PyTr(σiσy) + PzTr(σiσz), i = x, y, z
=⇒ Pi = 〈σi〉 /2

Where it is used that Pauli matrices are traceless, except for σz there are only zero diagonals and
the diagonal cancels for the latter. It was also used that multiplication of two Pauli matrices either
results in canceling diagonal elements if they are different and that squaring a Pauli matrix yields
the identity matrix. Explicit summation yields:

ρ =
1

2
1̂ +

1

2
Pxσx +

1

2
Pxσy+

1

2
Pzσz =

1

2

((
1 0
0 1

)
+ Px

(
0 1
1 0

)
+ Py

(
0 −i
i 0

)
+ Pz

(
1 0
0 −1

))
=⇒ ρ =

1

2

(
1 + Pz Px − iPy
Px + iPy 1− Pz

)
(5)

Calculating eigenvalues for this matrix is trivial and yields λ± = 1
2 (1±

√
P 2
x + P 2

y + P 2
z ) = 1

2 (1±|~P |.
Therefore the diagonal form of this matrix is:

ρdiag =
1

2

(
1 + |~P | 0

0 1− |~P |

)
This matrix is of identical form of equation 5 but with the spin quantization axis (which is the
z-axis) along the vector ~P rather than Pz, further implying that mixed ensembles of spins cause
the measured magnetization to no longer be along the original spin quantifying axis. There is
magnetization in the transverse plane, in the laboratory frame, which may be measured. Please
note that the omission of the kinetic energy operator in the derivation of the energy difference is
now really justified by this framework: Any variables in space are integrated out .

Time-Evolution in the Density Matrix formalism
For the time evolution of the density operator one may use the following reasoning: One does not
expect that in a infinitesimal time step that the densities change. This implies that that the time
evolution of the density operator is stationary, in a given hamiltonian Ĥ, and the time-evolution
operator is unitary. Following Beenakker and defining Û(t, t0) as the time-evolution operator from
t0 to t, the following holds:

5There is at least partial overlap.

8



ρ̂(t) = Û(t, t0)ρ̂(t0) ˆU†(t, t0), where: ih̄
dÛ(t, t0)

dt
= ˆH(t)Û(t, t0)

−ih̄d
ˆU†(t, t0)

dt
= Û†(t, t0)Ĥ(t)

This implies:

dρ̂(t)

dt
=

d

dt

(
Û(t, t0)ρ(t0)

)
ˆU†(t, t0) + Û(t, t0)

d

dt

(
ρ(t0)Û†(t, t0)

)
=

ĤÛ(t, t0)ρ(t0)Û†(t, t0)

ih̄
− Û(t, t0)ρ(t0)Û†(t, t0)Ĥ

ih̄
=︸︷︷︸

ρ̂(t)=Û ρ̂(t0)Û†

Ĥρ(t)

ih̄
− ρ(t)Ĥ

ih̄

=⇒ ih̄
dρ(t)

dt
= [Ĥ, ρ(t)] (6)

The last equation is known as the Liouville equation and it is the equation to be used to derive some
properties of relaxation. Most importantly it will be shown that relaxation is described by two
different mono-exponential decays, due to random fluctuations of the magnetic field. The sources
of these fluctuations are for example dipolar interactions with neighbouring spins or changes in the
effective magnetic field due to the combination of molecular tumbling and chemical shift anisotropy.
One of the mono exponential decays describes relaxation along the longitudinal axis, and a the
second mono exponential decay for relaxation of the magnetization in the transversal plane. The
steps to achieve this result are the following:

• Set up a perturbation potential which models the random fluctuations and cast it in the
interaction frame.

• Recursively solve the Liouville equation to determine the time evolution due to the pertur-
bation to leading order.

It should be noted that the Hamiltonian in the Liouville equation is the full (relevant) Hamilto-
nian for the system. This includes the term which causes the Zeeman splitting. By going into the
interaction frame, which will be a unitary transformation, the Zeeman term will disappear from
the Hamiltonian, however the perturbation will have to be transformed as well. This will yield
a Hamiltonian consisting of only a transformed perturbation term for use in the Liouville equation.

Setting up the pertubation potential in the interaction frame
The Zeeman hamiltonian does not describe the full physics of the system. The are time dependent
random fluctuations which make small corrections to the hamiltonian, which are called perturba-
tions. Adding these perturbations to the hamiltonian leads to the following expression:

Ĥtot = Ĥ︸︷︷︸
Zeeman

+ ˆV (t) =

(
−γB0

2 0

0 γB0

2

)
+

(
V11(t) V12(t)
V21(t) V22(t)

)
The time dependence of the fluctuations is given in the matrix explicitly, however after this step
it will be dropped from the notation inside matrices for brevity. The Liouville equation (6) has to
be solved for the full hamiltonian to describe the dynamics. Plugging in the hamiltonian yields:

ih̄
dρ(t)

dt
= [Ĥtot, ρ(t)] = [Ĥ + V̂ (t), ρ̂(t)] = [Ĥ, ρ̂(t)] + [V̂ (t), ρ̂(t)] = Ĥρ̂(t)− ρ̂(t)Ĥ + V̂ (t)ρ̂(t)− ˆρ(t)V̂ (t)

This form is unwieldy to use as one has two solve two commutators which yield to four matrix
products. It should be noted however that one commutator contains the time independent Zeeman
hamiltonian. Those two matrix products with the Zeeman hamiltonian can be transformed away
without too much trouble once one realizes that those terms yield to exponentials. However one
should note that there are two matrix products. The most illustrative way to derive what works is
to take an obvious first guess for a solution and work from there. It will turn out that the guess is
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half of the solution to transform the Zeeman hamiltonian away. The first guess, when looking at
the term Ĥρ and noticing the i in the differential equation is the transformation ρ̂ = exp

{
−iĤt

}
α̂:

ih̄
dρ̂

dt
= ih̄

d

dt

(
exp
(
−iĤt

)
α̂
)

= ih̄

(( d
dt

exp
(
−iĤt

))
α̂+ exp

(
−iĤt

)dα̂
dt

)
=

Differentiation of matrices by a scalar is defined as element wise differentiation so this yields:

ih̄

 d

dt

exp
(
iγB0t

2

)
0

0 exp
(
− iγB0t

2

)(α11 α12

α21 α22

)
︸ ︷︷ ︸

1

+

exp
(
iγB0t

2

)
0

0 exp
(
− iγB0t

2

) d

dt

(
α11 α12

α21 α22

)
There are two terms in the previous equation. The second term is actually just a another left
side of a Liouville equation, multiplied by a matrix exponential. This is well, since the goal is a
transformed Liouville equation. The first term, labeled 1, is an extra term. Explicitly calculating
1, note that ih̄ will be taken into account, yields the following:

ih̄
d

dt

(
exp(iγB0t/2) 0

0 exp(−iγB0t/2)

)(
α11 α12

α21 α22

)
=

ih̄

(
iγB0

2 exp(iγB0t/2) 0

0 −iγB0

2 exp(−iγB0t/2)

)(
α11 α12

α21 α22

)
=(−γB0

2 0

0 γB0

2

)(
exp(iγB0t/2) 0

0 exp(−iγB0t/2)

)(
α11 α12

α21 α22

)
= Ĥ exp

(
iĤt

)
α̂ = Ĥρ̂

This result is promising as this transformation yields exactly the term Ĥρ̂ on the left side of the
Liouville equation. That is one of the commutator terms of Ĥ on the right side of the equation.
This means cancellation, and also gives one the tool to be able to transform the ρ̂Ĥ term away as
well: One notes that the sign of this term is inverted and that the exponential should therefore
have an inverted sign as well. Also since the matrices are in reverse with respect to the previous
calculation, one knows that it should be the transformation: ρ̂ = α̂ exp

(
iĤt

)
. In this case the left

hand side of the Liouville equation becomes:

ih̄
dρ̂

dt
= ih̄

d

dt

(
α̂ exp

(
iĤt

))
= ih̄

(
α̂
( d
dt

exp
(
iĤt

))
+
dα̂

dt
exp
(
iĤt

))
=

ih̄


(
α11 α12

α21 α22

)
d

dt

exp
(
− iγB0t

2

)
0

0 exp
(
iγB0t

2

)
︸ ︷︷ ︸

2

+
d

dt

(
α11 α12

α21 α22

)exp
(
− iγB0t

2

)
0

0 exp
(
iγB0t

2

)


Analogously to the previous case the 2 becomes:

ih̄

(
α11 α12

α21 α22

)(−iγB0

2 exp(−iγB0t/2) 0

0 iγB0

2 exp(iγB0t/2)

)
=(

α11 α12

α21 α22

)(
exp(−iγB0t/2) 0

0 exp(iγB0t/2)

)(
γB0

2 0

0 −γB0

2

)
= α̂ exp

(
iĤt

)
· −Ĥ = −ρ̂Ĥ

Note that with respect to the first equation the order of the hamiltonian matrix and exp
(
iĤt

)
is

reversed. That this is true is easily verified by matrix multiplication. This all implies that this
transformation would remove −ρ̂Ĥ from the equation. The result for now is that two different
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transformation remove two separate parts from the Liouville equation which one wants removed.
However it is required that look at the terms which are still remaining on both left hand sides:

For ρ̂ = exp
(
−iĤt

)
α̂ :

(
exp(iγB0t/2) 0

0 exp(−iγB0t/2)

)
d

dt

(
α11 α12

α21 α22

)
= exp

(
−iĤt

) d
dt
α̂

For ρ̂ = α̂ exp
(
iĤt

)
:

d

dt

(
α11 α12

α21 α22

)(
exp(−iγB0t/2) 0

0 exp(iγB0t/2)

)
=

d

dt
(α̂) exp

(
iĤt

)
After carefully inspecting, one comes to the conclusion that the following triple product is the
transformation that one seeks ρ̂ = exp

(
−iĤt

)
α̂ exp

(
iĤt

)
: Written in a more condensed this

yields:

ih̄
dρ

dt
= ih̄

d

dt

(
exp
(
−iĤt

)
α̂ exp

(
iĤt

))
=

ih̄

(
d

dt
exp
(
−iĤt

)
α̂ exp

(
iĤt

)
+ exp

(
−iĤt

)dα̂
dt

exp
(
iĤt

)
+ exp

(
−iĤt

)
α̂
d

dt
exp
(
iĤt

))
One may see that due to the product rule the complex conjugate of the exponential remaining
in both individual transformations appear on the other side of the operator α. This means that
on the right hand side Ĥρ − ρ̂Ĥ will disappear, but the left hand side will only leave the term
exp
(
−iĤt

)
dα̂
dt exp

{
iĤt

}
as the first and the third term will cancel the Ĥρ̂− ρ̂H term in the same

way as was shown above. For brevity that calculation will be omitted here. Explicitly this means
for the Liouville equation:

ih̄
dρ(t)

dt
= [Ĥ + V̂ (t), ρ̂]⇐⇒ ih̄

(
exp
(
−iĤt

)dα̂
dt

exp
(
iĤt

))
=

[(exp
(
−iĤt

)
V̂ (t)(exp

(
iĤt

)
,

(
exp
(
−iĤt

)dα̂
dt

exp
(
iĤt

))
] ≡ ih̄dρ̂

∗

dt
= [V ∗, ρ̂∗]

One might wonder at this point where the complex rotation of the potential comes from, this is
quite simply due to the fact that one also has to plug in the transformation into the right hand side
of the Liouville equation as well. The computations are completely analogous to the left hand side
and are omitted from this thesis. The reader may straightfowardly verify that this is the result,
as one would expect since a transformation should transform the potential as well in the same
manner from physical principles. Mathematically the exponential matrices also should not simply
disappear.
An added convenience is that due to this transformation, we are in a frame which coincides with
the larmor frequency. This implies that the density matrix is easily written down: It is diagonal
with the populations (diagonal terms) given by the Boltzman distribution. The new form of the
potential matrix is written explicitly to be

V̂ ∗ =

(
exp(iγB0t/2) 0

0 exp(−iγB0t/2)

)(
V11 V12

V21 V22

)(
exp(−iγB0t/2) 0

0 exp(iγB0t/2)

)
Multiplying the three matrices implies that the transformed perturbation potential may be written
as:

V̂ ∗ =

(
V11 V12 exp(−iγB0t)

V21 exp(iγB0t) V22

)
(7)

Equation 7 describes the perturbation V in the interaction frame, where the Zeeman hamiltonian
is transformed away. Note that the diagonal is identical in both frames. The off diagonal terms are
oscillating with frequency ±γB0, and these oscillations will ultimately play a very important role
in the difference between the two relaxation times. As was done before with the Density Matrix,
this matrix is also decomposable into a linear sum of the unit matrix and the pauli matrices. Since
this decomposition is required later, it will be stated here for completeness:
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V̂ ∗ = V11̂ + Vzσ̂z + V12 exp{−iγB0t}σ+ + V21 exp{iγB0t}σ− (8)

Here σ± is defined as 1/2(σx ± iσy) and corresponds to the upper right matrix element for V̂ ∗

and the downward left matrix element of V̂ ∗, as is easily verified via trivial matrix multiplication.
The coefficients V1 and Vz are determined by the equations V1 + Vz = V11 and V1 − Vz = V22.
Simultaneously solving them yields that Vz = (V11 − V22)/2 and V1 = (V11 + V22)/2.
Returning to the Liouville Equation in this frame, it simply reads:

ih̄
dρ∗(t)

dt
= [Ĥ, ρ∗(t)] = [V̂ ∗, ρ(t)∗]

The stars in the above equation imply that the operators are written in the interaction frame.
Before recursively solving the Liouville equation, some properties of the perturbation potential
should be delved into first. It should be noted that an explicit expression for the perturbation
is impossible due to the degrees of freedom of a system, when considering an ensemble of spins.
Therefore the perturbation is assumed to be a random variable with the following properties:
It is assumed that the perturbation is zero on average on the timescale of an NMR experiment
implying that the average magnetic field felt by the ensemble of spins is equal to the B0-field in
the laboratory frame. It is assumed however that the variance of the perturbation is not equal to
zero, and this implies that second order perturbations will yield corrections to the density matrix,
implying corrections to the populations and coherences and therefore the measured magnetization.

Recursively solving the Liouville equation
The following method recursively solved the liouville equation and will provide a correct solution,
but one must note the following: Since one will solve the equation and plug the result into the dif-
ferential equation again, this solution only works if the total change over time is not to large. This
implies that the integral should be over a time period which is much smaller than observed relax-
ation times. The time over which one integrates should however be larger than the characteristic
time where the perturbations in a point in space are correlated and thus have a non-zero variance.
This means that the following theory is not valid in solids which have very long correlation times
due to their crystal structure.
The first step is integration of the Liouville equation on both sides, assuming only a small time
evolution from 0 to t:

ih̄
dρ(t)

dt
= [V̂ ∗, ρ∗(t)] =⇒ ρ∗(t) = ρ∗0 −

i

h̄

∫ t

0

[V̂ ∗, ρ∗0]

Plugging this expression back into the Liouville equation, while omitting the stars in the notation
from this point:

ih̄
dρ(t)

dt
=
[
V̂ , ρ0 −

i

h̄

∫ t

0

[V̂ , ρ(t)]
]

= [V̂ , ρ0]−
[
V̂ ,

i

h̄

∫ t

0

[V̂ , ρ0]
]

Integrating the last expression yields:

ρ(t) = ρ0 +

∫ t

0

−i
h̄

[V̂ (t), ρ0]− −i
h̄

∫ t

0

[
V̂ (t2),

i

h

∫ t2

0

[V̂ (t1), ρ0] dt1

]
dt2

= ρ0 +

∫ t

0

−i
h̄

[V̂ (t), ρ0]− 1

h̄2

∫ t

0

[
V̂ (t2),

∫ t2

0

[V̂ (t1), ρ0] dt1

]
dt2

Taking the time average drops the first term due to the mean B0-field assumption and yields the
following expression:

ρ∗(t) = ρ∗0 −
1

h̄2

∫ t

0

[
V̂ (t2),

∫ t2

0

[V̂ (t1), ρ0] dt1

]
dt2 = ρ∗0 −

1

h̄2

∫ t

0

∫ t2

0

[
V̂ ∗(t2), [V̂ ∗(t1), ρ0] dt1

]
dt2
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Note that the explicit frame referenced by the stars is put back in the last equality. It is at this
point when the decomposition which was given earlier in equation 8 is convenient. Commutators
of two of the decomposition matrices is a multiple of a third matrix in the decomposition. This
allows for easy calculation of the double commutator within the integral. For notational brevity it
is convenient to write down V̂ ∗ in terms of the decomposition in the following way:

V̂ ∗(t) =
∑

j=1,z,+,−
Vj(t) exp(iωjt)σj

The above equation is just the decomposition written more condensely. For j = 1, z the frequency
ωj is 0. Plugging in the decomposition yields the following:

ρ∗(t) = ρ∗0 −
1

h̄2

∑
j

∑
k

[σj , [σk, ρ0]]

∫ t

0

∫ t2

0

Vj(t2)Vk(t1) exp(i(ωjt2 + ωkt1)) dt1 dt2

Even though there are two different integrals over time variables, due to time averaging the main
contributions are when ωj = ωk as the correlations will average out due to oscillations. This
greatly reduces the number of commutators. The number of possible commutators is reduced even
further by dropping all j = 1 and k = 1 terms, every matrix commutes with the identity matrix
by definition.
It is further assumed that t is very short as it has to be due to the solution of the Liouville equation
being a recursive one. Following the steps given Kiselev [9] the double integral will be rewritten into
a function called spectral density Jjk. Please note that the equations here have a slightly different
form due to a different choice for plugging in the decomposition as well as not discarding ρ0 at this
stage. Recasting the variable t2 = t1 + ∆t or equivalently ∆t = t2− t1 and then integrating over t1
and all correlations times ∆t, further assuming that correlations die out at larger ∆t so therefore
increasing it’s integration interval to infinity, the integral may be written in the following form:

ρ∗(t) = ρ∗0 −
1

h̄2

∑
j,k|ωj+ωk=0

[σj , [σk, ρ
∗
0]]

∫ ∞
0

∫ t

0

Vj(t1 + ∆t)Vk(t1) exp(iωj∆t) dt1 d∆t

= ρ∗0 −
1

h̄2

∑
j,k|ωj+ωk=0

[σj , [σk, ρ
∗
0]]

∫ ∞
0

exp(iωj∆t)

∫ t

0

Vj(t1 + ∆t)Vk(t1) dt1︸ ︷︷ ︸
≡tGjk(∆t)

d∆t

︸ ︷︷ ︸
Positive half of the Fourier Transform of tGjk≡Jjk(ωj)

This yields:

ρ∗(t) = ρ∗0 −
t

h̄2

∑
j,k|ωj+ωk=0

[σj , [σk, ρ
∗
0]]Jjk

Please note that the Fourier transform was an integral over all ∆t so that t is simply taken out
of the integral. The conclusion here is that the on second order the time evolution of the density
matrix is linear in time. Taking infinitesimal time steps (differentiating with respect to t, but
recognizing that the ρ term is ρ(t) and not ρ0) finally allows writing of the equation of motion for
the density matrix:

d

dt
ρ∗(t) = − 1

h̄2

∑
j,k|ωj+ωk=0

[σj , [σk, ρ
∗(t)]]Jjk (9)

Finally one has to determine which commutators have to be computed. Given that ωj = −ωk the
are the following commutators including their spectral density function evaluation:

[σz, [σz, ρ
∗]]Jzz(0), [σ+, [σ−, ρ

∗]]J+−(γB0), [σ−, [σ+, ρ
∗]]J−+(γB0)

13



It is shown in literature that the commutators have the following commutation relations hold [9].

[σz, σ+] = 2σ+, [σz, σ−] = −2σ−, [σ±, σ∓] = ±σz

This leads to the following non zero terms:

[σz, [σz, σ+]]Jzz(0) = 2[σz, σ+]Jzz(0) = 4σ+Jzz(0)

[σz, [σz, σ−]]Jzz(0) = −2[σz, σ−]Jzz(0) = 4σ−Jzz(0)

[σ+, [σ−, σ+]]J+−(γB0) = [σ+,−σz]J+−(γB0) = 2σ+J+−(γB0)

[σ+, [σ−, σz]]J+−(γB0) = 2[σ+, σ−]J+−(γB0) = 2σzJ+−(γB0)

[σ−, [σ+, σ−]]J−+(γB0) = [σ−, σz]J−+(γB0) = 2σ−J−+(γB0)

[σ−, [σ+, σz]]J−+(γB0) = −2[σ−, σ+]J−+(γB0) = 2σzJ−+(γB0)

Finally using orthogonality of the decomposition matrices, implying that equation 9 can be seper-
ated into multiple equation involving only like terms of sigma, the following differential equations
describe relaxation, with the solutions obviously being mono-exponential functions:

d

dt
σz = − 2

h̄2 (J+−(γB0) + J−+(γB0))σz

d

dt
σ+ = − 2

h̄2 (2Jzz(0) + J+−(γB0))σ+

d

dt
σ− = − 2

h̄2 (2Jzz(0) + J−+(γB0))σ−

The first differential equation, σz, describes relaxation towards the quantization axis and therefore
describes T1 relaxation. The second and third equation describe relaxation in the transversal plane,
and therefore describes T2 relaxation. The fundamental difference is that transversal relaxation
rate has a term which evaluates the spectral density function at point zero, while the longitudinal
relaxation rate only has spectral density evaluations at point γB0. This implies that the relax-
ation rates are indeed fundamentally different for transversal and longitudinal relaxation, which is
modeled by T1 and T2 time constants.
Please note that the the exact form of the spectral density function, which is the Fourier transform
of the autocorrelation function Gjk multiplied by time as defined above, is not yet known in this
derivation. The precise form depends on what interaction causes the fluctuations in the magnetic
field [9]. This could be for example chemical shift anisotropy of a molecules itself or dipolar interac-
tions between spins. In both cases there is a different stochastic process going on which determine
the perturbative potential and hence the spectral density. For the dipolar interaction this is the
random (often assumed brownian) motion in space which causes fluctuations in the magnetic field.
For relaxation due to chemical shift anisotropy this is the random rotation of the molecule itself
which is the source. In both cases the spectral density may be computed explicitly, but that is
not a topic which this thesis will dwell upon. A final note is that for the dipolar interaction, the
number of states in the system to be considered is four instead of two, which makes the calculations
even more extensive. In this thesis only a qualitative description of the relaxation rates, in terms
of their time constants, will be discussed.

Qualitative analysis of the Spectral Density function Jjk
Most often the autocorrelation function is a decaying exponential with a time constant τc, exclud-
ing pre-factors [10]. Assuming a normalized decaying exponential for the autocorrelation function
it is possible to qualitatively analyze the size of the time constants. Assuming Gjk = exp(−∆t/τc)
the spectral density is computed as follows, where ∆t has been replaced with t for brevity:
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J(ωj) =

∫ ∞
0

exp

(
−t
τc

)
exp(−iωjt) dt =

1

2

∫ ∞
−∞

exp

(
−|t|
τc

)
exp(−iωjt) dt =

1

2

∫ ∞
0

exp

(
−t
τc

)
exp(−iωjt) dt+

1

2

∫ 0

−∞
exp

(
t

τc

)
exp(−iωjt) dt =

− 1

2

(
1

−1
τc

+ iωj

)
+

1

2

(
1

1
τc

+ iωj

)
=

τc
1 + ω2τ2

c

Recapping from the differential equations for relaxation that longitudinal relaxation rate probes
the Spectral Density function at ωj = γB0, while the transversal relaxation rate probes the spectral
density at ωj = 0 and ωj = γB0, it is possible to plot the relaxation times as a function of ωjτc.
This is presented in figure 2.

Figure 2: A qualitative diagram depicting expected relaxation times depending on ωτc = γB0τc

A qualitative analysis using this figure is possible, but the reader should be wary that due to
the construction of the correlation function, just assuming an exponential without any prefactor
or what so ever, it is impossible to do any quantitative assessments using this figure. The first
quantity to analyze is T2. It is clear that a longer correlation time will decrease the relaxation time
constant T2 as longer correlations in time implies a larger variance of the magnetic field, which
leads to the phase dispersion of the ensemble of spins. What one should not interpret from this
figure is that a higher B0-field will decrease the T1 time. This is due to the fact that the straight
line is the result of plugging in ωj = 0 into the equation. There is no frequency component and
therefore it is field independent.
For T1 the story is a bit different. The spectral density is only probed at the characteristic frequency
γB0. This is due to the energy difference between the spin-up and spin-down states. Should the
correlation time, which might be thought of as sort of ’contact time’ for the interaction with the
perturbation, match 1/γB0, then one will get a maximum number of net transitions decreasing the
energy of the system. For longer or shorter ’contact-times’ there will transitions which counteract
the previous effect, and the net number of transitions will be less leading to less relaxation. This
is why there is a minimum for T1 at ωjτc = 1 and the relaxation rates become larger the more the
value of ωjτc deviates from 1.

Time evolution of magnetization
Combining the results of the relaxation as well as the precession within this chapter, one may
conclude that the time evolution of magnetization is given by the following equation, due to
~M(t) = γ~S:
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d

dt
~M(t) = γ ~M(t)× ~B(t)−

(Mx

T2
,
My

T2
,
Mz −M0

T1

)T
(10)

The above equations are known as the Bloch equations and are the result of quantum mechanical
analysis. Note that these equations do not have any quantization within them and could be
regarded as equations of classical mechanics, if one just assumes the existence of relaxation terms.
These equations will be studied further in the chapter about Bloch Equations. But this classical
interpretation is convenient for the next part of this chapter, which is an introduction to MR-
imaging.

MR Imaging
Magnetic Resonance Imaging is a technologically advanced technique to create images, for example
structural, of any object inside an MRI scanner. In the context of health the object is obviously
the patient, but that does not need to be the case. The main use of this technique in the Health
Sector is the fact that MRI images are non-invasive for patients, there is no danger for patients due
to radiation and specific regions of interest may be imaged on a sub mm3 resolution, The object
may be anything that fits in the MRI scanner and has an abundance of the Spin S 6= 0 particles on
which the MRI machine is calibrated. In the rest of this section it is implied that ’spins’ refer to
particles with S 6= 0 and that the MRI machine is calibrated to the resonance frequency of those
particles. In order to create images an MRI scanner has at least the following parts:

• A large (usually superconducting) magnet which creates the main magnetic field B0 for
energy level splitting. The axis along the direction which the magnetic field points to is the
longitudinal axis.

• Transmitter coils in order to transmit the RF pulse which rotates the magnetization into the
transversal plane, which is the plane perpendicular to the longitudinal axis.

• Receiver coils which measure precessing magnetization as a continuously changing magnetic
flux.

• Gradient coils which, among other things, impose spatial dependence of the magnetic field
by adding a linear term Bz(x, y, z) = B0 +Gxx+Gyy +Gzz. The Gi terms are the sizes of
the increase to Bz per meter. This spatial dependence is used for image reconstruction.

It is intuitively clear that it is the gradients that make image formation possible, due to the explicit
spatial dependence of the magnetic field introduced by them. Recalling from the previous part of
this chapter that this changes the resonance frequency it is possible to determine the signal’s origin
based upon the frequency. This concept is called frequency encoding. However this is not the full
story: While along a single axis it is indeed possible to just shift resonance frequencies based on
position, the same encoding generalized to two or three dimensions may cause problems depending
on the acquisition strategy. The obvious problem is that resonance frequencies correspond then
to any linear combination of two or three gradients which yield the same shift of the resonance
frequency. Therefore is it required that another type of encoding is required to fully distinguish
the position where the signal comes from. The second type of encoding will turn out to be phase
encoding and is also the result of gradients. In order to understand the mechanisms behind the
encodings, the signal of an ensemble of spins at a certain position will be derived. To keep it
intuitively, the derivation start with frequency encoding, which will be done for the two most
common MRI experiments: Gradient Echo and Spin Echo.

Frequency Encoding
Consider the example of an ensemble of spins distributed along a line. Let us choose the x-axis
to coincide with the direction of this line, and the density of spins be given by the function ρ(x).
This line is placed inside a spatially dependent magnetic field direction along ẑ which is given by
the following equation ~B = (0, 0, Bz) = (0, 0, B0 +Gx~x). A schematic overview is given in figure 3.
Assume that at t = 0 there was a hard 90 degrees RF-pulse whose bandwidth covered all possible
resonance frequencies along that line with equal power. Therefore the magnetization of the total
one dimensional volume is fully in the transverse plane just after the pulse. Since every spin in the
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Figure 3: An arbitrary spin density and a magnetic field (B0 +Gx) as a function of position. The
red bars indicate a hypothetical frequency bandwidth.

ensemble has a magnetic moment which now is pointing along the same direction in the transverse
plane, all spins are now in phase. Without loss of generality we may choose this phase to be zero.
It is at this point convenient to look at the simplified pulse sequences for a single k-line of the
gradient echo and spin echo [11].

(a) Gradient Echo sequence
(b) Spin Echo sequence

Figure 4: The simplified pulse sequences of the Gradient Echo en Spin Echo.
The Images are taken from [11]

At the top of the pulse sequences one observes every RF pulse in the sequence. Both the spin
echo and gradient echo have a prephasing gradient lobe in the frequency encoding direction. For
a gradient echo there is only single RF pulse to tip the magnetization from the longitudinal axis.
A Spin Echo pulse sequence has a π-pulse to mirror the phase with the axis of reflection being the
axis along which the pulse is played.
Subdividing the ensemble volume into infinitesimal intervals in space, the accumulated phase of
the spins due to the prephasing lobe may be written as follows:

φx =

∫ T

0

ω(t)dt =

∫ T

0

γ(B0 +Gx(t)x) dt

Since the receiver can only measure phase differences it is more convenient to analyze the situation
in the rotating frame with frequency γB0. In that case the phase is written as:
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φx =

∫ T

0

ω(t)dt =

∫ T

0

γ +Gx(t)x dt

This means that the signal of a spin after the prephasing gradient lobe may be modeled as:

Sx ∝ ρ(x) exp(−iωφx)

Integrating over all space yields to total signal:

S =

∫ ∞
−∞

Sx dx ∝
∫ ∞
−∞

ρ(x) exp

(
−i
∫ T

0

γGx(t)x dt

)
dx

Defining the integral as the following quantity yields a familiar expression, where the quantity kx
has inverted dimensions with respect to space.:

∫ T

0

γGx(t)xdt = x

∫ T

0

γGx(t)dt = 2πxkx

Namely the measured signal is the Fourier transform of the the spin densities in space with spatial
frequencies kx :

S ∝
∫ ∞
−∞

ρ(x) exp(−2πkxxi) dx (11)

What has been done up to now is creating a phase dispersion of the magnetization which is well
defined and dependent on a spin’s location in space. But as may be seen in the images in figure
4 there are also ’readout’ gradient lobes. The difference of polarity is due to the π-pulse. For the
moment it is assumed that the sequence is a Gradient Echo sequence. The second gradient also
induces a spatially dependent phase accumulation over the sample:

S(t) =

∫ ∞
−∞

ρ(x) exp(−i(φx,1(x)− φx,ro)(x, t)) =

∫ ∞
−∞

ρ(x) exp

(
−i(φx,1(x)−

∫ T

0

γGx(t)x dt)

)
dx

It is emphasized here that the phase of the first lobe is no longer time dependent. This is equivalent
of saying that t = 0 occurs at the start of the second lobe. It is now imperative to think of the
meaning and interpretation of this equation. At t = 0, just before the second gradient, spins in
the sample have accumulated a position dependent phase φx,1. This is a essentially the lower limit
of the quantity in the exponential, as the gradient polarity is reversed for the second lobe. By
playing the gradient, one essentially moves through inverse space: The exponential will take on
all values between the lower limit and the upper limit due to the second integral. Essentially this
implies that by playing the gradient one integrates the ensemble of spins over its dual space. The
time point where exp

(
−i(φx,1(x)−

∫ T
0
γGx(t)x dt)

)
= 0 is where all spins are in phase and the

signal is maximum. The time difference between the centre of the RF pulse and the time point of
maximum phase is called the Echo Time. MR-signal data is sampled when the read-out gradient
lobe is played. The integral of the ’read-out’ lobe is equal to twice the integral of the pre-phasing
lobe, to symmetrically sample around zero spatial frequency. Please note that this does not have
to be two times the time of the first lobe. There is no reason why the gradients should be identical
up to a minus sign, only the integral expressions have to be. In practice the gradients are not
identical as that may speed up acquisition. The main reason is that gradients are not only used for
encoding but also for crushing remaining signal or correcting for eddy currents. It is then possible
to have more complicated gradients amplitude shapes and they are then linear combinations of
these gradients.

Phase Encoding
MRI images are always taken in two or three dimensions. Since frequency encoding only works for
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a single dimension, there has to be another way to determine spatial distribution along the other
dimensions. This is done using Phase Encoding. Phase Encoding also uses gradients to acquire
extra spatially dependent phases, but the gradients are now played used differently and not during
acquisition, but rather just after the RF-pulse. The idea for multidimensional acquisition is that
one excites and measures the same slice several (e.g. 128) times, and vary the strength of the phase
encoding gradient to induce a spatially dependent phase per acquisition. This induced phase is
linearly dependent on position, and it will turn out that one also measures the Fourier transform
of the spin density in this case. A simplified pulse sequence for the gradient echo is given in figure
5.

Figure 5: Simplified Pulse sequence for a 2D gradient echo. Adapted from [11]

The extra gradient just after the alters the signal equation in the following way:

S(t) =

∫ ∞
−∞

ρ(x) exp

(
−i(φx,1(x)−

∫ T

0

γGx(t)x dt)

)
dx︸ ︷︷ ︸

1D signal

· exp

(
−i
∫ T

0

γGyydt

)
︸ ︷︷ ︸

y-dependent phase

Once again the gradients allows the system to traverse inverse space: The results of the 1D-integral
is the same for every acquisition of the slice. The only difference between the acquisitions is the
phase spins accumulate depending on the positions along the y axis. By choosing the gradients in
the y direction such that for measurement n = 0, 1 ,2 ... the phase is φn =

∫ T
0
γGyydt = φ0 +n∆φ

one samples the same volume in inverse y space. A simple Fourier transform along the y direction
then yields the spin density along the y direction. The phase step per acquisition must be chosen
with care: While for frequency encoding one may filter high and low frequencies to prevent aliasing,
this is obviously impossible for phase encoding. This implies that aliasing may occur as phases are
2π invariant. This has the following limitation:

∫ T

0

γGyymax dt = γymax

∫ T

0

Gy dt ≤ 2π → γ

∫ T

0

Gy dt ≤
2π

ymax

K-space
The previously discussed pulse sequences were relatively easy to analyze as the sequences were
relatively simple. Analyzing sequence is often more convenient in ’k-space’ (in the dual space of
position) rather than in real space. Using the conventional definition of k for three dimension:

19



2πkx =

∫ T

0

γGx dt

2πky =

∫ T

0

γGy dt

2πkz =

∫ T

0

γGz dt

~k = (kx, ky, kz)

The signal at time t may then be described by the following equation, which is perfectly analogous
to the result in the previous sections:

S(t) ∝
∫
V

ρ(~r) exp

(
−iγ

∫ T

0

Gxx+Gyy +Gzz dt

)
dV =

∫
V

ρ(~r) exp

(
−iγ

∫ T

0

~r ·G(t) dt

)
dV

=

∫
V

ρ(~r) exp
(
−i2π~k · ~r

)
dV

The last equality makes explicitly clear that k varies in time, and it follows the trajectory of the
integral of the gradients. In other words, ~k moves as soon and as long as a gradient is active.
Before the notion and importance of K-space is clear, a little bit more thought has to be made
about the expression of the signal. Obviously the signal from a certain position is proportional to
the density of spins at that position. But this can be made more explicit by using the principle of
reciprocity which is described by Hoult [12]. The total strength of the signal is the scalar product
of the total magnetization of the spins in the transversal plane M⊥ and the hypothetical B1 field
at the position of the magnetization which would be there if an oscillating current of 1A would be
sent trough the coil. This makes physically sense since that product is of dimension energy, which
is what one would expect. This yields the following equation for the instantaneous signal[12], [11]:

S(t) =

∫
V

M⊥B1 exp
(
−i2π~k · ~r

)
dV

It is well known via Plancherell’s theorem that energy is conserved in both the real space and
its dual space. The implications of this is that as long as k-space is fully probed, it is possible
to reconstruct the signal in real space. This is not different than the argument made before for
phase encoding and frequency encoding, but there is a subtle and important difference: As long a
k-space is fully probed implying that there is no constraint on how the vector ~k transverses over
all k-space in time. As long as it traverses over all space during the measurement the signal can
be reconstructed. This has yielded many different acquisition strategies such as a spiral trajectory
or a radial acquisition strategy. Figure 6 from [11] illustrates this rather nicely:
It should first be noted that traversing (integrating) over all of k-space is not possible, and that
in practice a finite volume of k space is probed. This is however not a problem, since the most
interesting features of an MRI image have mostly low spatial frequency components. In other
words: Vectors ~k with small amplitudes are the most important. This makes sense as anatomical
structures have a length in the order of centimeters and there is low variation of signal within
an anatomical structure. Transitions between tissue are also smooth enough that most of that
information is around ~k = 0. When considering figure 6, the top left acquisition scheme is exactly
the gradient echo which was discussed in the previous sections. The Phase Encoding gradient lobe
shifts the k-vector along the ky-axis. Then the prephasing lobe of the frequency encoding moves
the vector k to either ±kx. During acquisition the frequency encoding gradient is still active but
of opposite polarity, which means that the vector now traverses along the kx-axis but in opposite
direction. For the next line of k the process is repeated except that a different ky will be probed.
The sequence which is depicted in the bottom left is very similar. It is called Echo Planar imaging
and probes the entire 2D volume of k-space in one acquisition. After acquiring a single line, the
k vector shifts a bit along the ky axis by a short gradient in the y direction. Then another line is
recorded and this is continued until the whole volume is acquired. The similarity with the gradient
echo is very simple due to the fact that the volume is probed in a cartesian way.
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Figure 6: Different acquisition schemes depicted in their k-space trajectories

The sequences on the right show that this is not required and that a radial acquisition (top right) or
a spiral acquisition (bottom right) work as well: By parametrising the gradients as Gx(t) = t cos(θ)
and Gy(t) = t sin(θ) and shifting θ between [0, 2π] after every acquisition one probes k space
radially as is shown in the top right image. A similar parametrisation may be made to acquire
a spiral image: Gx(t) = A(t) cos(θ(t)) and Gy(t) = A sin(θ(t)), where now both the amplitude
and the angle are linearly dependent on time. The precise functions for A(t) and θ(t) are not
that obvious due to the fact that the implementation of the Fourier transform used in MRI is the
DFT for speed purposes. This implies that any non-cartesian aquisition need to be mapped in
Cartesian coordinates [11]. These coordinate transformations also transforms the noise which leads
to artifacts. There are therefore multiple strategies for selecting A(t) and θ(t) dependent on what
kind of artifacts one wants to reduce primarily. Even tough the cartesian sweep through k space
has fewer artifacts, the artifacts by the non-cartesian sweeps usually don’t lead to misinterpretation
of the image and cartesian sampling is more susceptible to motion artifacts as there is no unique
phase encoding encoding direction along which ghosting occurs [13]. Furthermore the non cartesian
sweep is sampled faster than a cartesian sweep in time which has other advantages, an example
being spectroscopic imaging as these sequences are time intensive. As the experiments in this
thesis do not make use of any of the non-cartesian acquisition schemes, the discussion of this topic
stops here.

MRI in Practice
In order to work practically with MRI data one needs to understand the practical limitations with
respect to the theory. It was briefly mentioned that only a finite size of k-space was sampled
as k-space is infinitely large and that requires indefinite gradients to sample fully. However, the
most important thing here is that k-space is sampled and every echo is a line in k-space. It is
assumed that that the image is acquired in a cartesian fashion, or that non cartesian data has been
regridded into k-space with a cartesian basis. Since there are a discrete number of points, the two
dimensional continuous Fourier transform integral is replaced by a two dimensional discrete Fourier
transform during reconstruction. Since the one dimensional discrete Fourier transform is defined
to be a symmetrical matrix, this implies that the size of the image in pixels along a dimension is
equal to the number of samples along its dual dimension in k-space. E.g. if there are 128 samples
along the direction of k̂x for every k-line, then the image size along the x̂-direction is 128 pixels.

21



A pictorial example of a hypothetical k-space is given in figure 7.

Figure 7: A hypothetical result of k-space sampling. Note that the minimum and maximum of kx
and ky are equal. Also note the convention for the position of ~k = 0 for even sized matrices.

Although it is not strictly necessary, k-space is usually acquired with the same upper and lower
boundaries for kx, ky and in case of a 3D acquisition kz. This is to have the resolution equal
along all directions. Taking a 2D example: If a rectangular view is sufficient instead the number
of samples needed along the short direction is smaller. What is done to prevent image distortions
is that the number of samples is reduced along that direction by sampling with more distance
between adjacent k-points. This is also shown in figure 7.
Each of the samples represents a complex number. In practice all these numbers are written in
a matrix which has the same structure as the figure: The upper left element of the matrix is the
upper left point in k-space, one element to the right in the matrix has the sample to the right of
the upper left point in k-space, etc. Taking the hypothetical example pictured in fire 7 a bit more
literally implies that a 16 point inverse DFT matrix is needed along k̂x and a 12 point inverse
DFT is needed along k̂y. Before going in to how the explicit calculation is made, one first has to
notice that kx = 0 does not correspond to the left row (and ky = 0 does not correspond to the top
column) of the matrix, while the zero frequency is defined along the first row and column for the
DFT matrix6:

Define: ωx = exp(2πi/x)

Then for the unitary x-dimensional DFT matrix:

DFT =
1√
x


ω0·0
x ω0·1 . . . ω0·(x−1)

ω1·0
x ω1·1 . . . ω1·(x−1)

...
...

. . .
...

ω
(x−1)·0
x ω(x−1)·1 . . . ω(x−1)·(x−1)



In order to correct the matrix which contains the MRI data, which has ky rows and kx columns,
all rows and subsequently all resulting columns are shifted: All rows are shifted up by kx/2 and

6Remember that the DFT matrix is a 1 dimensional transformation, e.g. a transformation either from kx to x
or from ky to y. The fact that the zero frequency is in the first row and column comes from the hermiticity of the
Fourier operator and has nothing to do with the two dimensions of k.
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all columns are shifted to the left by ky/2. It is obvious that first shifting all columns by ky/2 to
the left and subsequently shifting all rows up by kx/2 also works. The mathematical proof of this
concept is very simple: The transformation of shifting z rows up for a matrix A can be written
as a matrix: It is the identity matrix shifted z rows down and then the multiplication if from the
left: MshiftA. Similarly shifting the columns a matrix A w columns to the left is written as the
identity matrix shifted w columns to the right. In this case the multiplication is from the right:
AMshift. Therefore both shifts may be written down for the matrix K of k-space data as follows:

Kshift = MrowsKMcols = (MrowsK)Mcols = Mrows(KMcols)

Here the matrices Mrows and Mcols are the row shifting and column shifting matrix respectively.
The last two equalities are true by virtue of associativity of the space of matrices and imply that
either the row shift or the column shift may be done first.
It may be shown that a two dimensional inverse Fourier transformation may be written as the
following matrix-product:

Image = iDFTky Sk iDFTkx

Here Sk is the shifted acquired k-space matrix and iDFTx is the x-dimensional inverse discrete
Fourier transform matrix, which is the complex conjugate of the discrete Fourier transform matrix
as it is hermitian which follows trivially from the definition. This matrix multiplication has the
following dimensions and results in:

Image︸ ︷︷ ︸
ky×kx

=

. . . . . .
. . . . . .


︸ ︷︷ ︸

ky×ky

. . . . . .
. . . . . .


︸ ︷︷ ︸

ky×kx

. . . . . .
. . . . . .


︸ ︷︷ ︸

kx×kx

The result is a matrix of which each element is the local magnetization in space, written as
a complex number. Taking the magnitude of this complex number yields the intensity of the
magnetization, e.g. length of the magnetization vector, which is visualized in figure 8. The
magnitudes of the complex numbers in k-space for the same data are visualized in figure 9.
Closing Remarks
In this chapter it was systematically shown how from physical principles one constructs an MRI
image and what the data looks like. Every matrix element of the image matrix is a complex
number, of which the magnitude is the length of the magnetization vector. The next chapter will
be about the Bloch equations derived in the first part of this chapter. These will be solved for some
limiting cases to construct a signal model. This signal model will be used to model the signal for
every pixel in image space, or equivalently said: This model will predict what the complex value of
the matrix elements of the image matrix will be at time t, given realistic assumptions. This signal
model will afterwards be used to explain different methods on separating signals based on their
chemical shift.
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(a) Schematic of 4× 6 MRI data in image space, the indices respresent the position in space.

(b) Magnitude of the signal intensity of an MRI of the upper leg.

Figure 8: MRI data and visualization
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(b) Magnitudes of the same upper leg in k-space with ~k = 0 in the top left. This is how the data is
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Figure 9: K-space visualization
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Bloch Equations
In order to correctly describe the equations of motion for spins on a microscopic scale one needs
to use the theory and machinery of quantum mechanics. However on a macroscopic scale the
equations of motion for the total magnetization of an object inside an MRI scanner can at least
in part be described classically, as the size of that object is at least in the order of 10−3 which is
magnitudes larger than the ’de Broglie wavelength’. It was also shown in the previous section that
the expectation operator of the time evolution of a magnetic moment in a magnetic field directly
yields the Bloch Equations, except for relaxation. However relaxation was later also explained
using the Density Operator and perturbation theory.
In other words: Given that there is magnetization in the transversal plane, predicting the time
evolution of the magnetization implies solving the Bloch Equations. Solving these equations in
required to understand the signal model which is used in MRI and NMR, as it is the time evolution
of the magnetization what receiver coils measure. In this section solutions will be sought for two
limiting cases so that a signal model may be constructed for use in later chapters. In the laboratory
frame (meaning in the frame of the observer) they are written as follows [1]:

d

dt
~M(t) = γ ~M(t)× ~B(t)−

(Mx

T2
,
My

T2
,
Mz −M0

T1

)T
Where the superscript ’T’ represents the transpose. Written down explicitly this yields:

d

dt
Mx(t) = γ(MyBz −MzBy)− Mx

T2

d

dt
My(t) = γ(MzBx −MxBz)−

My

T2

d

dt
Mz(t) = γ(MxBy −MyBx)− Mz −M0

T1

These equations may be cast in a matrix form, which will be useful to solve the coupled equations.
Although explicit forms for the solutions of these equations are more than tedious to write in the
general case, solutions for simplified cases are analytically tractable. These solutions to simplified
cases of the Bloch equations will be calculated in order to understand the proposed signal model
of the MRI experiments described in later chapters. The matrix form of the Bloch Equations is:

d

dt
M(t) =

 −1
T2

γBz −γBy
−γBz −1

T2
γBx

γBy −γBx −1
T1

Mx

My

Mz

+

 0
0
M0

T1


However this form is not yet the most useful form of the Bloch Equations as it is more convenient
to analyze the Bloch Equations in the rotating frame with angular frequency ω. To achieve this one
first defines Mxy(t) = Mx(t) + iMy(t) (and Bxy(t) = Bx(t) + iBy(t)) to reduce the two equations
forMx andMy into a single differential equation for the whole plane, where the real part represents
the x-direction and the imaginary part of the equation represents the y direction of the laboratory
frame. This yields the following:

dMxy

dt
=
dMx

dt
+ i

dMy

dt
= γ(MyBz −MzBy)− Mx

T2
+ i
(
γ(MzBx −MxBz)−

My

T2

)
= γ(Mz(−By + iBx) +Bz(My − iMx))− Mx+ iMy

T2

= γ(iMz(Bxy)− iBz(Mxy))− Mxy

T2
=⇒

dMxy

dt
= iγ(MzBxy −BzMxy)− Mxy

T2
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The time evolution of Mxy(t) in the rotating frame, denoted by primed variables with frequency
ω is now given by:

d

dt
M ′xy(t) =

d

dt

(
Mxy(t) exp (iωt)

)
= exp (iωt)

d

dt
Mxy(t) + iω exp (iωt)Mxy(t)

= exp (iωt)
(
iγ(MzBxy −BzMxy)− Mxy

T2

)
+ iω exp (iωt)Mxy(t)

= iγ(M ′zB
′
xy −B′zM ′xy)−

M ′xy
T2

+ iωM ′xy(t)

= i(γM ′zB
′
xy + (ω − γB′z)M ′xy)−

M ′xy
T2

Where in the second to last line it was used that Mz = M ′z, Bz = B′z and M ′xy = Mxy exp (iωt),
B′xy = Bxy exp (iωt) as the rotation is around the z axis which coincide in both frames. It may
be seen from the last line that the effective Bz field gets augmented by ω

γ and that if the rotating
frequency of the frame equals the resonating frequency the effective Bz field in the rotating frame
equals 0. Now assuming (in the laboratory frame) RF-fields of the form Bx = B1 cos(ωt) and
By = B1 sin(ωt) and a static B-field Bx = By = 0, Bz = B0, the matrix form of the Bloch
Equations yield:

d

dt
M ′(t) =

 −1
T2

ω − γB0 −γB1 sinα

−(ω − γB0) −1
T2

γB1 cosα

γB1 sinα −γB1 cosα −1
T1

M ′xM ′y
M ′z

+

 0
0
M0

T1


Where alpha is the difference in angle (or phase) between the rotating frame and the B1 pulse.
Due to the assumption of the Bx term being the cosine term, α = 0 corresponds to the x-axis
in the rotating frame. Without loss of generality one may assume that α = 0 and by defining
(ω − γB0) = δ and γB1 = ψ one gets the following form for the Bloch equations in the rotating
frame.

d

dt
M ′(t) =

−1
T2

δ 0

−δ −1
T2

ψ

0 −ψ −1
T1

M ′xM ′y
M ′z

+

 0
0
M0

T1

 = A ~M ′ + ~f(t)

The solution to these coupled differential equations is given by Duhamel’s formula, where ~M(0) is
the starting magnetization [2]:

~M ′(t) = etA ~M ′(0) +

∫ t

0

e(t−s)A ~f(s)ds (1)

However explicit forms are not trivially found as one needs to compute the matrix exponential
which is quite cumbersome in general, although for special cases the calculation of the exponential
is considerably simplified.
There will be two special cases explicitly considered in this chapter. The first of these cases is
free precession of magnetization in the case that the receiver is off resonance, but without an RF-
field present. The second case will be in the presence of an RF-Field, but without off-resonance
effects. This implies that the RF-pulse is applied precisely on resonance although in MRI this is
in general not the case [3] [4]. It is an approximation to simplify the analytical computation while
still understanding the physics during an excitation. In order to simplify the notation, from this
point onward the primes denoting the rotating frame will be dropped even though all calculations
will be done in this frame.

Case 1: Off resonance precession without an active RF pulse
For the case where there is free precession and no active RF-pulse present the coupled differential
equations reduce to the following form, where it is assumed that the initial magnetization is along
the x̂-direction in the rotating frame (e.g. an infinitesimal timestep after a π

2 -pulse):
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d

dt
M ′(t) =

−1
T2

δ 0

−δ −1
T2

0

0 0 −1
T1


︸ ︷︷ ︸

A

M ′xM ′y
M ′z

+

 0
0
M0

T1


︸ ︷︷ ︸

f(t)

, M0 =

M0

0
0



In order to find the matrix exponential of A, one needs to find at least the eigenvalues of the
matrix A [5], [2]. Depending of the method of computing the matrix exponential one requires the
corresponding eigenvectors as well. The matrix written in the basis of eigenvectors is by definition
diagonal, therefore the exponential of the matrix in that basis is just taking the exponent of the
diagonal elements [2]. By writing the standard basis as a linear combination of eigenvectors, it
is possible to find the exponential of matrix A. In order to make the computations clearer the
following definitions are introduced for during the calculation: E1 = −1

T1
, E2 = −1

T2
.

The Characteristic polynomial and the resulting eigenvalues for A are:

0 = p(A) = det(A− Iλ) =

∣∣∣∣∣∣
E2 − λ δ 0
−δ E2 − λ 0
0 0 E1 − λ

∣∣∣∣∣∣ = (λ− E1)
(
(λ− E2)2 + δ2

)
0 = (λ− E1)

(
λ2 − 2λE2 + E2

2 + δ2
)

=⇒ λ1 = E1

0 =
(
λ2 − 2λE2 + E2

2 + δ2
)

=⇒ λ2,3 =
2E2 ±

√
(4E2

2 − 4(E2
2 + δ2))

2
= E2 ± iδ

The eigenvector corresponding to λ1 is obvious due to the structure of A: (0, 0, 1)T . Since the
matrix is antisymmetric and the eigenvalue is complex, one searches for the eigenvectors in the
field complex numbers. Acknowledging that the eigenvectors are within the space which is spanned
by (1,0,0) and (0,1,0) with complex coefficients, one may search for the eigenvectors using the upper
left 2× 2 submatrix. The equations to solve are:

(
E2 − (E2 ± iδ) δ

−δ E2 − (E2 ± iδ)

)(
a1

a2

)
= 0

For the eigenvalue E2 − iδ this implies:(
iδ δ
−δ iδ

)(
a1

a2

)
= 0⇒ iδa1 = δa2 → ~v− = (−i, 1, 0)T

Similiar calculations for the other eigenvalue yield ~v+ = (i, 1, 0)T . It should be noted that for both
cases the two equations for a1, a2 are identical and that the third zero is due to the original matrix
being 3 × 3. To find the exponential of the matrix A one writes the standard basis as a linear
combination of the eigenvectors (ignoring the obvious solution for (0, 0, 1)T ):

1
0
0

 = a

i1
0

+ b

−i1
0

 and

0
1
0

 = c

i1
0

+ d

−i1
0


The solutions are a = −i

2 , b = i
2 and c = d = 1

2 . The first column of the matrix exponential is
given by the following vector:

etA

1
0
0

 = etA
(−i

2

i1
0

+
i

2

−i1
0

) = e(E2+iδ)t

 1
2
−i
2
0

+ e(E2−iδ)t

 1
2
i
2
0


=

 (exp((E2+iδ)t)+exp ((E2−iδ)t))
2

i(exp ((E2−iδ)t)−exp ((E2+iδ)t)
2
0

 =

 (exp((E2+iδ)t)+exp ((E2−iδ)t))
2

(exp ((E2+iδ)t)−exp ((E2−iδ)t)
2i
0


=

exp (E2t) cos (δt)
exp (E2t) sin (δt)

0
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Similar calculations for the second standard basis vector yield the second column for the matrix
exponential:

etA

0
1
0

 =

− exp (E2t) sin (δt)
exp (E2t) cos (δt)

0


As the third column of etA is trivial, the final expression for the exponential is:

=

exp (E2t) cos (δt) − exp (E2t) sin (δt) 0
exp (E2t) sin (δt) exp (E2t) cos (δt) 0

0 0 exp(E1t)


Applying Duhamel’s formula while assuming that all the magnetization starts in theM ′x direction
(M ′(0) = (M0, 0, 0)T ), equivalent after a 90 degree pulse in the y direction yields the following
solution:

~M ′(t) =

M0 exp (E2t) cos (δt)
M0 exp (E2t) sin (δt)

0

+

∫ t

0

M0

T1
exp ((t− s)E1) ds M̂ ′z =

M0 exp (E2t) cos (δt)
M0 exp (E2t) sin (δt)
M0(1− exp (E1t))


Note that in the last step a simplification occured as E−1

1 = T1. Reverting back to physical
variables:

~M ′(t) =

M0 exp (−tT2
) cos ((ω − γB0)t)

M0 exp (−tT2
) sin ((ω − γB0)t)

M0(1− exp (−tT1
))

 (2)

From equation 2 one directly observes that in the rotating frame, which is the frame that the
receiver measures the MR signal in, any off resonant signal has an added frequency modulation
equal to frequency difference of the receiver and the larmor frequency of the spin. This results in
phase differences between different MR signals. In a NMR spectrum this is observed as shifted
peaks due to the application of the Fourier transform. As expected the relaxation rate for the
spins is not affected by off-resonance effects during precession. It will be seen later that this is not
always the case due to eigenvectors which have a component along both the transversal plane and
the longitudinal axis. The NMR signal in the transversal plane decays with characteristic time
T2, which in reality is T ∗2 denoting the effective T2, while the magnetization buildup along the
longitudinal axis is goes with characteristic time T1. A plot with typical T1, T2 and δ is presented
in figure 1. Although T1, T2 and δ are obviously dependent on a lot of factors, T1 is usually about
an order of magnitude larger than the measured effective T2.

Case 2: An active RF pulse with initial magnetization in equilibrium
In this case the simplified form of the Bloch equations take the following matrix form, please note
that in thermal equilibrium the magnetization is in the z-direction:

d

dt
M ′(t) =

−1
T2

0 0

0 −1
T2

ψ

0 −ψ −1
T1


︸ ︷︷ ︸

A

M ′xM ′y
M ′z

+

 0
0
M0

T1


︸ ︷︷ ︸

f(t)

, M0 =

 0
0
M0



Upon first inspection one might say that this problem is identical as the previous problem, apart
from the fact that the second and third basis vector ’mix’ instead of the first two basis vectors.
This is only partly true as the value’s on the diagonal are not identical, and therefore a rotation
of the second and third basis vectors will not yield eigenvectors. Even though one will have to
construct the exponential matrix, the strategy here will be different and a theorem will be used
to construct the exponential without the need for explicit forms of the eigenvectors, as that is
analytically not tractable.
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The eigenvalues are found in an identical manner as in the first case:

0 = p(A) = det(A− Iλ) =

∣∣∣∣∣∣
E2 − λ 0 0

0 E2 − λ ψ
0 −ψ E1 − λ

∣∣∣∣∣∣ = (E2 − λ)
(
(E2 − λ)(E1 − λ) + δ2

)
= (E2 − λ)

(
(E2 − λ)(E1 − λ) + ψ2

)
⇒ λ1 = E2

0 = E2E1 − (E2 + E1)λ+ λ2 + ψ2 = λ2 − (E2 + E1)λ+ (E2E1 + ψ2) =⇒

λ± =
E2 + E1

2
±
√

(E2 + E1)2 − 4(E2E1 + ψ2)

2
≡ E2 + E1

2
±∆i

The last definition uses the fact that for any reasonable pulse ψ >> |(E1 + E2)|. A numerical
example would be that for a typical fast MRI experiment where signal’s decay relatively fast
ψ = (γB1) = 200, while |(E1 +E2)| = | − 1

1 −
1
20 | = 51, implying that the the root in λ± is indeed

a complex number.1 Please note that ∆ ≡
√
|(E2+E1)2−4(E2E1+ψ2)|

2 as so to make the following
easier. In order to compute the matrix exponential of this form, the following theorem will be used
[5]. This theorem has been used before in relation of finding solutions to the Bloch Equations [6].

Theorem 1 If A is an n×n matrix with n distinct eigenvalues λ1, λ2, . . . , λn, then we have

etA =

n∑
k=1

etλkLk(A)

where the Lk(A) are Lagrange interpolation coefficients given by

Lk(A) =

n∏
j=1,j 6=k

A− λjI
λk − λj

, for k = 1, 2, . . . , n

No attempt shall be made to prove the theorem in this text. Since the eigenvalues are found and
they are distinct, the theorem is applicable in this situation. An explicit formula for the 3 × 3
matrix in the current problem is:

etA = etλ1

((A− λ+I

λ1 − λ+

)( A− λ−
λ1 − λ−

))
+ etλ+

((A− λ1I

λ+ − λ1

)( A− λ−
λ+ − λ−

))
+ etλ−

((A− λ1I

λ− − λ1

)( A− λ+

λ− − λ+

))
Writing the matrices A− λk explicitly yields:

A− λ1I =

0 0 0
0 0 ψ
0 −ψ E1 − E2

 ,

A− λ±I =

E2 −
(
E2+E1

2 ± i∆
)

0 0
0 E2 −

(
E2+E1

2 ± i∆
)

ψ
0 −ψ E1 −

(
E2+E1

2 ± i∆
)


=

(E2−E1
2 ∓ i∆

)
0 0

0
(
E2−E1

2 ∓ i∆
)

ψ
0 −ψ E1 −

(
E1−E2

2 ∓ i∆
)


Defining D+ = E2−E1

2 + i∆ and D− = E2−E1

2 − i∆ in order to make the matrix multiplications
much less tedious results in the following expressions for the matrices (A− λ±)

A− λ+I =

D− 0 0
0 D− ψ
0 −ψ −D+

 , A− λ−I =

D+ 0 0
0 D+ ψ
0 −ψ −D−


1This is not true at very absurdly short T2-times, however this situation is not relevant in any NMR/MRI case

and will be omitted.
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This results into the following expressions for the three required matrix multiplications:

(
A− λ1I

)(
A− λ+I

)
=

0 0 0
0 −ψ2 −ψD+

0 −ψ(D− + E1 − E2) −ψ2 +D+(E2 − E1)

 ,

(
A− λ1I

)(
A− λ−I

)
=

0 0 0
0 −ψ2 −ψD−
0 −ψ(D+ + E1 − E2) −ψ2 +D−(E2 − E1)


(
A− λ+I

)(
A− λ−I

)
=

D−D+ 0 0
0 D−D+ − ψ2 0
0 0 D+D+ − ψ2


Where in the last matrix was used that

((
A− λ+I

)(
A− λ−I

))
2,3

and
((
A− λ+I

)(
A− λ−I

))
3,2

sum to zero. The expressions for the denominators containing the eigenvalues are given in the
following table:

Product Result

(λ1 − λ+)(λ1 − λ−)
(E1 − E2)2

4
−∆2

(λ+ − λ1)(λ+ − λ−) i∆(E1 − E2)− 2∆2

(λ− − λ1)(λ− − λ+) −i∆(E1 − E2)− 2∆2

This leads to the following expression for the matrix exponential:

etA =
4eE2t

(E1 − E2)2 − 4∆2

D−D+ 0 0
0 D−D+ − ψ2 0
0 0 D+D+ − ψ2

+

et((E2+E1)/2+i∆)

−2∆2 + i∆(E2 − E1)

0 0 0
0 −ψ2 −ψD−
0 −ψ(D+ + E1 − E2) −ψ2 +D−(E2 − E1)

+

et((E2+E1)/2−i∆)

−2∆2 − i∆(E2 − E1)

0 0 0
0 −ψ2 −ψD+

0 −ψ(D− + E1 − E2) −ψ2 +D+(E2 − E1)


This matrix is complicated, especially once the physical variables are substituted back into the
equation. Since it is assumed that the magnetization is in thermal equilibrium prior to the pulse,
there is only a component in the z direction for the vector ~M(0). Inspecting Duhamel’s Formula
(equation 1), there are only a few elements of the matrix exponential actually required. Due to
the zeros in both the initial magnetization and in the driving term of the differential equation it
is only required to calculate the last column explicitly. The next step is to combine the required
matrix elements which have to complex (and conjugate) exponentials. For etA2,3 this is the following
sum:

etA2,3 = −ψD−
et((E2+E1)/2+i∆)

−2∆2 + i∆(E2 − E1)
+ ψD+

et((E2+E1)/2−i∆)

−2∆2 − i∆(E2 − E1)

= −ψet((E2+E1)/2)
(
D−

eit∆

−2∆2 + i∆(E2 − E1)
+D+

e−it∆

−2∆2 − i∆(E2 − E1)

)
The term between the parenthesis can be written in the form of

(cos (∆t) + i sin (∆t))(c− di)
a+ bi

+
(cos (∆t)− i sin (∆t))(c+ di)

a− bi
, where

a = −2∆2 b = ∆(E2 − E1) c = (E2 − E1)/2 d = ∆

,
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This is rewritten justly to get all complex factors in the nominator:

(cos (∆t) + i sin (∆t))(c− di)(a− bi) + (cos (∆t)− i sin (∆t))(c+ di)(a+ bi))

a2 + b2
=

2 cos (∆t)

=0︷ ︸︸ ︷
(ac− bd)−2i2 sin (∆t)(cb+ ad)

a2 + b2
=

2 sin (∆t)(cb+ ad)

a2 + b2
=⇒

etA2,3 = −ψet((E2+E1)/2) · sin (∆t)(∆(E2 − E1)2 − 4∆3)

4∆4 + ∆2(E2 − E1)2

= ψet((E2+E1)/2) · sin (∆t)(4∆3 −∆(E2 − E1)2)

4∆4 + ∆2(E2 − E1)2

Since etA2,3 is the only non-zero term for the dynamics in the ŷ-direction and there is no driving
term, the solution for the time evolution in the ŷ-direction is given by:

My(t) = M0γB1 exp
(1

2

(−1

T1
+
−1

T2

)
t
)

sin (∆t)
4∆3 −∆(−1

T2
− −1

T1
)2

4∆4 + ∆2(−1
T2
− −1

T1
)2

(3)

where: ∆ ≡

√
|(−1
T2

+ −1
T1

)2 − 4(−1
T2
· −1
T1

+ (γB1)2)|

2

However there is still the initial magnetization (due to thermal equilibrium) to account for in
Duhamel’s formula. When applied for the ŷ component one get’s an integral of the following form:

∫ t

0

ec(t−s) sin (∆(t− s)) ds =︸︷︷︸
u=t−s

−
∫ u(t)

u(0)

e(cu) sin (∆u) du =⇒

∫ u(t)

u(0)

e(cu) sin (∆u) du =

[
e(cu)

c
sin (∆u)

]u(t)

u(0)

−∆

∫ u(t)

u(0)

e(cu)

c
cos (∆u) du =

[
e(cu)

c
sin (∆u)

]u(t)

u(0)

−
[
e(cu)

c2
∆ cos (∆u)

]u(t)

u(0)

−
∫ u(t)

u(0)

e(cu)

c2
∆2 sin (∆u) du⇒

(
1 +

∆2

c2

)∫ u(t)

u(0)

e(cu) sin (∆u) du =

[
e(cu)

c
sin (∆u)

]u(t)

u(0)

−
[
e(cu)

c2
∆ cos (∆u)

]u(t)

u(0)

⇒∫ u(t)

u(0)

e(cu) sin (∆u) du =
c2

c2 + ∆2
ecu
( sin (∆u)

c
− ∆ cos (∆u)

c2

)
=

ecu

c2 + ∆2

(
c sin (∆u)−∆ cos (∆u)

)
Applying this formula to the current problem in the ŷ-direction:

[∫ t

0

e(t−s)A ~f(s)ds

]
y

= −
∫ t

0

ψe(t−s)((E2+E1)/2) · sin (∆(t− s))(4∆3 −∆(E2 − E1)2)

4∆4 + ∆2(E2 − E1)2

= −ψ(4∆3 −∆(E2 − E1)2)

4∆4 + ∆2(E2 − E1)2

∫ t

0

e(t−s)((E2+E1)/2) sin (∆(t− s)) ds

= −ψ(4∆3 −∆(E2 − E1)2)

4∆4 + ∆2(E2 − E1)2

∆− et((E2+E1)/2)((E2 + E1)/2) sin (∆t) + et((E2+E1)/2)∆ cos (∆t)

∆2 + ((E2 + E1)/2))2

(4)

The full solution for the ŷ-direction is the sum of (3) and (4). This equation looks gastly and
therefore requires some analysis. It should be noted that the term in equation (3) is by far
dominant. The leading order of the terms in equation (4) is approximately 1

∆ , which is the cosine
term as well as the constant term in that equation. The constant appearing in equation 4 is
just a constant to fix the equation to the initial value problem, as posed in the beginning of this
subsection. One may conclude that the driving term in the coupled differential equations only
provides corrections of a perturbative nature.
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However there is a result one might not expect in these equations: The transversal relaxation time
constant is an average of the the reciprocals of T1 and T2 during the pulse. This may be explained
physically by the fact that between infinitesimal time steps the population of spins move from the
ŷ direction to the the ẑ-direction and vice versa. A more mathematical explanation is that the
eigenvectors of the matrix A have to be a linear combination of the second and third basis vector
due to the structure of the matrix, implying that the relaxation rate should at least be a linear
combination of relaxation rates due to the fact that these are the diagonal terms. Plots for the
time evolution of the magnetization for typical values used in MRI may be found in figure 2.
Even though a full solution for the system would also include an analysis for the longitudinal
component (ẑ), that component of the magnetization is not measured by the experimental setup
and would therefore only include tedious calculations without much of a purpose. Therefore these
calculations are omitted, even though the strategy to calculate them is identical to the previous,
except for different matrix elements of etA.

Limiting case where 1
T2

= E2 → 0 and 1
T1

= E1 → 0:
It is insightful to investigate what happens to equations (3) and (4) when discarding relaxation.
As a first step it is import to note what happens to ∆:

∆ =

√
|(−1
T2

+ −1
T1

)2 − 4(−1
T2
· −1
T1

+ (γB1)2)|

2
=

√
4(γB1)2

2
= γB1 = ψ

which reduces equation (3) to:

My(t) = M0γB1 exp
(1

2

(−1

T1
+
−1

T2

)
t
)

sin (∆t)
4∆3 −∆(−1

T2
− −1

T1
)2

4∆4 + ∆2(−1
T2
− −1

T1
)2

= M0γB1 sin (γB1t)
1

γB1
=⇒

My(t) = M0 sin (γB1t) (5)

Equation 4 is no longer a factor in this limiting case, as the driving term in the reduces to zero
in this case and therefore the integral term in Duhamel’s formula is equal to zero. The result of
equation (5) is practically used in almost all applications of NMR/MRI as the duration of the pulses
applied to spin systems is in the order of 1-5ms in MRI and shorter in NMR, which is much shorter
than the relevant time constants. The approximation is called the hard pulse approximation, and
is also assumed in constructing the signal model used later in this thesis. And even if one is in the
regime that it cannot be said a priori that 1

T2
may be discarded to zero, the γB1 dominates as it

is in the order of 10 to 50 times larger in MRI, and even more in NMR. The small pertubations
caused by this term could be discarded as noisy terms in this case, as the dominating term in ∆
still is γB1 by far.

Concluding Remarks
From both the limiting cases, it is clear that off resonance effects, and relaxation effects during
acquisition are significant and must be taken into account for modeling the signal. Combining both
Mx and My into a complex variable M⊥, the x and y components in equation 2 may be written in
scalar form for each resonance as:

M exp (i(ω − γB0)t) exp (
−t
T2

) = M exp (i∆ωt) exp (
−t
T2

)

Where ∆ω is the frequency difference in radians with respect to the RF frequency in radians of
the applied pulse and M is equal to the last expression of equation 5, as the pulse in general is
not a π

2 -pulse which was assumed in the first case. In this form, the real part of the equation
is the magnetization in the x̂-direction and the imaginary part is the magnetization in the ŷ-
direction. Conversion from angular frequencies to temporal frequencies is done as usual by a factor
2π: ∆ω = 2π∆f .
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Figure 1: Time evolution for free precession in the rotating frame:
T1 = 500ms, T2 = 50ms, δ = 430Hz, M0 = (M0, 0, 0)
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Figure 2: Time evolution during a B1 pulse in the x̂-direction in the rotating frame:
T1 = 500ms, T2 = 50ms, γB1 = 200Hz, M0 = (0, 0,M0)
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Dixon and VARPRO
In the previous sections the it was shown that from physical principles that the resulting signal
from an NMR or MRI experiment may be modeled, using appropriate approximations, by a relative
simple signal model. That signal model will be considered as a ground truth in this section, and
will be used to describe the Dixon method and Variable Projection of the MRI signal (VARPRO)
method. Literature which have introduced (derivatives of) these methods have used this signal
model as the ground truth [1][2][3] [4]. The main idea of these methods is that the MR signals of
different tissues for anatomical imaging or different metabolites have different resonance frequen-
cies, and by knowing the different these differences a priori and measuring multiple echoes, one is
able to compute the signal contribution of each of the resonances by their phase differences. In
other words, the latter means that the magnetization of the measured object consists of multiple
sub ensembles of which the magnetizations are generally oriented differently in space. Care must
be taken however with the experimental parameters, as the result of the measurement is not only
the signal but also noise. In MR experiments using quadrature receive coils one measures magni-
tudes of the magnetization orthogonally in the transverse plane. When one calculates the phase
(orientation of the magnetization in space) of a measurement, that calculation is equivalent to a
variable transformation from Cartesian coördinates to polar coordinates:

M =
√
M2
x +M2

y , φ = atan
(
My

Mx

)
(Mx > 0), φ = atan

(
My

Mx

)
+ π (Mx < 0,My ≥ 0)

φ = atan
(
My

Mx

)
− π (Mx < 0,My < 0), φ = ±π

2
(Mx = 0,My ± a, a > 0)

This transformation also transforms the noise non-trivially and the precision of the computed
results depends on picking the parameters in such manner that the noise does not influence the
measurement parameters in a significant way. A concrete example to make this concept clear
is the following: Choosing echo times where the phase differences are very small between the
measurements yield a bad estimation of the actual phase differences in the sample due to the
relative large effect of the measured phase differences due to noise. A more detailed study on
what experimental parameters has been done previously in the paper by Pineda et al in [5], albeit
for acquisitions using three echoes and not incorporating signal decay due to relaxation. Similar
calculations have been done for this thesis incorporating more echoes and transversal relaxation
and results will be discussed in the appropriate section. This section will discuss the Dixon and
VARPRO methods under the assumption that the chosen experimental parameters have been
chosen carefully. The remainder of this section will discuss the construction of the specific Dixon
and the VARPRO formulation of the reconstruction problems which are used in this paper. The
first to be discussed is the Dixon method, as it is more intuitive in the sense that it is based on
weighted addition and subtraction of two images. The VARPRO method requires knowledge of
linear algebra to formulate, especially on the notion of different subspaces such as the column space
of a matrix.

The asymmetric echo Dixon
The Dixon method used in experiments done in this thesis is originally from Xiang [2]. It is
essentially an extension from the original method introduced by Dixon about 20 years earlier [1].
In order to illustrate the principle of the Dixon method, a very special case of the Dixon method
will be illustrated. Consider the signal model which resulted from the Bloch equations analysis,
with the added assumption that the time difference between the echoes is very small with respect
to T ∗2 such that the exponential decay between those time points may be omitted from the model.
Assume that the sample has two resonances1 and that one of the resonances is in phase with the
receive coil, e.g. that the respective resonance has no phase evolution in time with respect to the
receive coil:

S = (M1 +M2 exp (i∆ωt)) exp (
−t
T2

)⇒ (M1 +M2 exp (i∆ωt))

1This is true for the hyperpolarized experiments. In the clinical experiments fat tissue actually has up to 6
resonances, but approximately 70% of the signal is from a single resonance which is the modeled fat resonance.
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Consider now two echo times (t = TEi) where the first is chosen such that i∆ωTE1 = 2πn such
that n is an integer, and the second is chosen that i∆ωTE2 = 2πn + π. In other words that
the phase difference is 0 for the first echo, and π or 180 deg for the second echo. This yields the
following signals at time points TE1 and TE2

S1 = M1 +M2

S2 = M1 −M2

Elementary school mathematics then yield that the solution for both signals M1 and M2 is:

M1 =
(S1 + S2)

2

M2 =
(S1 − S2)

2

This result is exactly what Dixon introduced in his original paper in 1984 [1]. The formulation and
solution are elegant but one is really restricted in the experimental parameters due to the fixed
choice of echo times such that the resulting phase difference is an even and an odd multiple of π.
Another problem in this formulation is that B0 inhomogeneity results in phases across the image
which are not exactly these multiples of π, although it should be mentioned that the inhomogene-
ity was lower in those times due to lower main magnetic field strength. The idea for the Dixon
methods currently in use by commercial scanners in hospitals is rather the same although a third
echo is sometimes acquired to reduce noise effects.
With MRI acquisition using hyper polarized signals in mind, where total signal strength decays
with T1 after polarization, it is imperative to acquire signals rapidly the most out of the data.
Therefore the choice was made for an algorithm which only requires two echoes to reconstruct
the image, as well as having flexibility for the second echo time as long as the phase between the
magnetization is partially opposed. Xiang has showed in his paper that acquisitions where the
phase difference is between 2

3π and 4
3π, or 120 and 240 degrees, with respect to the in phase signal

yield comparable and good results [2]. The restriction for the first echo still applies however, due
to a noise reduction algorithm incorporated in this method which assumes an in phase image.2
Assuming that the phase is partially opposed it is possible to use the following diagram to geo-
metrically construct an expression for the magnitudes of the individual resonances.

Figure 1: A diagram depicting hypothetical magnetizations with magnitudes M1 and M2 from a single
voxel. The angle between them is α. This figure is another representation of figure 1 from [2]

It is assumed for the derivation that two MR signals consisting of two resonances are recorded which
have a different relative phase difference. This is the general case but allows for nice symmetry
between the two equations for the signal. The requirement that the first signal is in phase is added
afterwards. For both signals the magnitude of M2 +M1 may be written using the cosine rule, as is
seen from the diagram. The first signal is denoted with Ma and the second signal is denoted with
Mb, with the subscripts a, b denoting their relative difference in phase:

2Although in practice small deviations from precisely in phase acquisitions will still work.
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M2
a = M2

1 +M2 − 2M1M2 cos(π − a) = M2
1 +M2

2 + 2M1M2 cos(a)

M2
b = M2

1 +M2 − 2M1M2 cos(π − b) = M2
1 +M2

2 + 2M1M2 cos(b)

In order to find a solution for M1 and M2 one notes that (M1 ±M2)2 = M2
1 +M2

2 ± 2M1M2 and
that by adding or subtracting the square roots of those expressions one either gets an expression
for 2M1 (addition) or 2M2 (subtraction). In order to get the M2

1 +M2
2 terms the right hand will

be symmetrized by multiplying both equations with the cosine of the other angle:

M2
a cos(b) = (M2

1 +M2
2 + 2M1M2 cos(a)) cos(b)

M2
b cos(a) = (M2

1 +M2
2 + 2M1M2 cos(b)) cos(a)

Subtraction of the first expression from the second yields yields:

M2
a cos(b)−M2

b cos(a) = (M2
1 +M2

2 + 2M1M2 cos(a)) cos(b)− (M2
1 +M2

2 + 2M1M2 cos(b)) cos(a) =

M2
b cos(a)−M2

a cos(a) = (M2
1 +M2

2 ) cos(b)− (M2
1 +M2

2 ) cos(a) = (M2
1 +M2

2 )(cos(b)− cos(a))

⇒M2
1 +M2

2 =
M2
b cos(a)−M2

a cos(b)

cos(b)− cos(a)

It is also required to get the ±2M1M2 term, for this one is able to subtract the original equations
from one and another:

M2
b −M2

a = 2M1M2(cos(b)− cos(a))

⇒ ±2M1M2 =
M2
b −M2

a

cos(b)− cos(a)

This implies that:

(M1 ±M2)2 =
M2
b cos(a)−M2

a cos(b)

cos(b)− cos(a)
± M2

b −M2
a

cos(b)− cos(a)

And therefore the result for M1 and M2 is found by either adding or subtracting the square roots
of these expressions:

M1 =
1

2

(√
M2
b cos(a)−M2

a cos(b) +M2
b −M2

a

cos(b)− cos(a)
+

√
M2
b cos(a)−M2

a cos(b)−M2
b +M2

a

cos(b)− cos(a)

)

M2 =
1

2

(√
M2
b cos(a)−M2

a cos(b) +M2
b −M2

a

cos(b)− cos(a)
−

√
M2
b cos(a)−M2

a cos(b)−M2
b +M2

a

cos(b)− cos(a)

)
Please note that for a = 0 and b = π the equations reduce to exactly the expressions that Dixon
derived in his original paper. Writing the final equation for M1 for the case that the first echo
consists of two magnetizations in phase (a = 0), while in the second echo there is a phase difference
(b = α):

M1 =
1

2

(√
M2
b −M2

a cos(α) +M2
b −M2

a

cos(α)− 1
+

√
M2
b −M2

a cos(α)−M2
b +M2

a

cos(α)− 1

)

=
1

2

(√
2M2

b −M2
a (cos(α) + 1)

cos(α)− 1
+

√
M2
a (1− cos(α))

cos(α)− 1

)
=

1

2

(√
2M2

b −M2
a (cos(α) + 1)

cos(α)− 1
−Ma

)
It should be noted thatM1 andM2 are amplitudes, and that therefore absolute values are assumed
throughout the calculation. To keep the notation consistent with Xiang in [2] I multiply my result
by -1 and take the absolute value which then reads:
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M1 =

∣∣∣∣∣12
(
Ma +

√
2M2

b −M2
a (cos(α) + 1)

1− cos(α)

)∣∣∣∣∣
Please note that the denominator in the square root changed sign which causes the sign change.
Equivalently the solution for M2 may be found:

M2 =

∣∣∣∣∣12
(
Ma −

√
2M2

b −M2
a (cos(α) + 1)

1− cos(α)

)∣∣∣∣∣
The algorithm in practice
Using these equations allows for reconstruction of the signal. However due to the combination of
noise, a low amount of data points and possible other artifacts one does not simply just plug in
the magnitudes of the two echo’s for each voxel into the above solutions for M1 and M2. The
algorithm that Xiang introduced utilizes a two step noise removing strategy. A brief overview of
the algorithm will be given here. For full details one is referred to the paper [2].
The first step uses the fact that the first image is in phase: This image is not noise free. However
the second image is expected to have this same noise as well which is expected to be from the
experimental / medical setup, apart from extra noise induced by measuring out of phase magne-
tization. Therefore the first step is to correct the noise of the second image by removing the noise
of the first image.
The second step is that each voxel of an image only be one of two possibilities, given by the angle
which is fed to the algorithm by the user. The angle is known by the user since the user determines
the echo times at the MRI scanner. The two possibilities which the algorithm considers are the
following:

S = M1 exp(iα) +M2 and S = M1 +M2 exp(iα)

Again this is due to only the magnitudes but having no idea of the spatial orientation of M1 and
M2 . Any deviation in phase from these solutions is considered a phase error the RIPE algorithm
introduced in his paper is used to assign the most likely phase error per pixel. The precise details
of this algorithm will not be discussed. For the purpose of this thesis it should be noted that
the random initiation of the algorithm, which makes it more robust for challenging cases, was
implemented by the author.
After assigning most likely phase errors per voxel one gets a phase error map. The phase error
map is smoothed due to phyisical requirements that it has to be smooth. Every pixel in the out of
phase image has it’s determined phase error, which is the phase error from the corresponding pixel
in the smoothed phase error map, removed by multiplying the signal with the complex conjugate
of the phase error. The result is a phase corrected second, or out of phase, image.
At this moment the reconstruction of the image begins with the original first image, and the phase
corrected second image. This is done using a least squares error scheme. In order to do this the out
of phase equation has to be rewritten as to gain an equation: There are two variables M1 and M2

to be estimated per voxel, and currently there are only two equations. To make it three equations
we write:

S1 = M1 +M2 Re(S2C) = M1 +M2 cos(α) Im(S2C) = M2 sin(α)

Where the subscript C was added to emphasize that this term is from the phase corrected image.
Writing this in matrix form will yield a least squares solution using matrix pseudo inversion, whilst
writing the exponential form will yield an exact solution using the matrix inversion for the given
data. Since the data is not noise free, it is not expected that the matrix inverse solution is correct.
Writing the equation in matrix form yields:

 S1

Re(S2C)
Im(S2C)

 =

1 1
1 cos(a)
0 sin(a)

(M1

M2

)
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Taking the psuedo inverse is equivalent to taking the least squares estimate, as will be proven
later in the section for variable projection. For now it should be known that the psuedo inverse of
matrix A is defined as (ATA)−1AT . The result is the following:

(
M1

M2

)
=

(1 1 0
1 cos(a) sin(α)

)1 1
1 cos(a)
0 sin(a)

−1(
1 1 0
1 cos(a) sin(α)

) S1

Re(S2C)
Im(S2C)


=

1

3− 2 cos(α) + cos2(α)

(
2 1 + cos(α)

1 + cos(α) 2

)(
1 1 0
1 cos(a) sin(α)

) S1

Re(S2C)
Im(S2C)


=

1

(cos(α)− 3)(cos(α)− 1)

(
1− cos(α) 2− cos(α)(1 + cos(α)) − sin(α)(1 + cos(α))
1− cos(α) cos(a)− 1 2 sin(α)

) S1

Re(S2C)
Im(S2C)


=

1

3− cos(α)

(
1 2 + cos(α) sin(α)(1 + cos(α))/(cos(α− 1)
1 −1 2 sin(α)/(1− cos(α))

) S1

Re(S2C)
Im(S2C)


Where in the last step the factor (cos(α) − 1) was removed from the matrix and the sign of the
denominator and the matrix terms were inverted. The result is also given by Xiang in equation 22.
This equation is simple to implement in MATLAB and is penultimately used for reconstruction of
the image after the necessary steps to construct the phase corrected out of phase image.

The variable projection (VARPRO) method
The second method of separating voxels based on chemical shift is the VARPRO method. The
method used for experiments written in this thesis is based on calculations involving graphs and
finding an optimal cut. The paper by Hernando et al. discusses the conversion of the VARPRO-
formulated problem into a graph cut problem [3]. Hernando also introduced the VARPRO formu-
lation to the MRI community with the following paper [4] as a method to estimate B0 magnetic
field inhomogeneity maps as well as signal magnitudes jointly. However a theoretical discussion
is omitted in both papers. This section will start with a theoretical discussion of the VARPRO
formulation in the MRI context. The main idea of this formulation is that the derived signal model,
which may contain any number of resonances, predicts what the signal should be at any time t.
This is however not what is measured due to both noise and the B0 inhomogeneity. Assuming
that the MRI signal is much larger than noise contributions, one may make the assumption that
the largest error comes from assuming a wrong B0 at a voxel. The VARPRO method is based on
the fact that the projection of the data onto the frequency modulation B0 + ∆B, where ∆B is the
B0 offset at a voxel, should be minimal. In other words a B0 offset is chosen such that the sum of
squared deviances of the data points from the signal model prediction is minimal, which coincides
with the assumption that the noise contribution to the error is much smaller than the B0-offset.
To this end some preliminaries of linear algebra are needed.
The first is the notion of the ’column space’ of a vector space. Take the n-dimensional vector space
Rn. A full mapping Rn → Rn is represented by an n× n matrix with respect to an n-dimensional
basis. However the interpretation of an n×m matrix by an m dimensional vector where m < n is
important for this purpose. Explicitly writing this out for a n×m matrix A and an m-dimensional
vector ~v yields:

A~v =


A11 A12 . . . A1m

A21 A22 . . .
...

...
...

. . .
...

An1 . . . . . . Anm



v1

v2

...
vm

 =


∑m
i=1A1ivi∑m
i=1A2ivi

...∑m
i=1Amivi

 =

m∑
i=1

vi


A1i

A2i

...
Ami

 (1)

It is readily seen that this matrix multiplication spans a subspace of Rn with the basis vectors
being the column of A, with the coefficients of the basis vector i, which is the vector given by
column i, is given by vi. That is why the columns of a n-dimensional matrix span the ’column
space’ of Rn.
The second preliminary from linear algebra is the notion of a projection operator. A projection
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operator P is defined as a mapping from Rn to itself with the property that P 2 = P . This implies
that the identity operator In is also a projection operator as I2

n = In, though not a particular
exciting one. The next step is to construct the projection operator as a mapping of Rn to an
m-dimensional subspace of itself. The starting point will be the image below, which is for R3 for
illustrative reasons. However the general operator will be derived.

Figure 2: A projection of vector ~v, P (~v) in R3. The difference between the P (~v) and ~v is ~e

Suppose that ~v ∈ Rn and the projection on a m-dimensional subspace of Rn spanned by m basis
vectors is to be found. Then the projection of ~v may be written as a linear combinations of these
basis vectors. Then using equation 1 the projection may be written as:

P (~v) = P~x =


P11 P12 . . . P1m

P21 P22 . . .
...

...
...

. . .
...

Pn1 . . . . . . Pnm



x1

x2

...
xm

 =


= ~p1︷︸︸︷
P11

P21

...
Pn1

= ~p2︷︸︸︷
P12

P22

...
Pn2

. . .

. . .

. . .

. . .

= ~pn︷︸︸︷
P1m

P2m

...
Pnm



x1

x2

...
xm

 (2)

Where the basis vectors are the columns of P and xi are the coefficients in front of each basis vector.
From the image it may be seen that there is a component of the vector not in the subspace of the
projection which is defined as ~e.3 This implies that ~e is orthogonal to the projection subspace,
which is equivalent to saying that the vector ~e is orthogonal to each of the basis vectors which span
the subspace, or that for all i the following holds: ~pi · ~e = 0. This is however equivalent to writing
that for all i, ~pTi ~e = 0. This may be verified by matrix multiplication:4

~pTi ~e =

pi (eq. 2)︷ ︸︸ ︷(
P1i P2i . . . Pni

)
e1

e2

. . .
en

 =

n∑
j=1

Pjiej ≡ ~pi · ~ei

Since all of the inner products have to be equal to zero as was stated above, this is equal to writing
that PT~e = ~0. Every column of P is a row of PT , or to be more precise the jth column of P is the
jth row of PT . And row j of PT multiplied by the vector ~e is the inner product ~pj · ~e for each j.
However ~e is also by definition the difference of ~v and the projection of ~v, so this yields:

PT (~v − P~x) = 0

3If the projection is the identity matrix then vece is simply zero, so this is the general case
4A k-dimensional column vector and a k× 1 matrix are identical objects, as are a k-dimensional row vector and

a 1× k matrix. This is of course assuming that the vector and the matrix have the same coefficients.
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Now follows a little bit of matrix algebra:

PT (~v − P~x) = 0⇒ PT~v = PTP~x⇒ (PTP )−1PT~v = ~x

P (~v) = P~x = P (PTP )−1PT~v

⇒ P (PTP )−1PT ↔ Projection on the subspace spanned by column vectors of P

Now that the projection matrix has been derived, it is instructive to to link the measured data to
a linear algebra problem: MR signals are sampled at different time points t = TEi where TEi is
the ith echo. Assuming an extra ∆B0 term and n resonating signals, the signal model derived in
the chapter of Bloch Equations the sampled may be written as following in frequency units:

S(TEk) =

ρ1 +

n∑
j=2

ρj exp(2πi ∆fj TEk

 exp (2πi f0 TEk) exp

(
−TEk
T ∗2

)
, k = 1, 2..., Necho

In the above equation it was assumed that one of the resonating signals is in phase with the
receiver. This is without loss of any generality as it is always possible to absorb the complex phase
of one exponentials into f0, should none of them be on resonance. This has actually been done
in some of the experimental work in this thesis. This equation is readily converted into a matrix
vector product, with the densities as the elements of the vectors:

~S =


S1

S2

...
SNEcho

 = M~ρ


exp(2πi (f0)TE1) exp

(
−TE1

T∗
2

)
. . . . . . exp(2πi (f0 + ∆fn)TE1) exp

(
−TE1

T∗
2

)
exp(2πi (f0)TE2) exp

(
−TE2

T∗
2

)
. . . . . . exp(2πi (f0 + ∆fn)TE2) exp

(
−TE2

T∗
2

)
...

...
. . .

...
exp(2πi (f0)TENe

) exp
(
−TENe

T∗
2

)
. . . . . . exp(2πi (f0 + ∆fn)TENe

) exp
(
−TENe

T∗
2

)


︸ ︷︷ ︸

Matrix M , where Column j corresponds to resonance j (∆fj , where ∆f1≡0)


ρ1

ρ2

...
ρn



In the matrix Necho was abbreviated to Ne for space purposes to Please note that the vectors ~S
and ~ρ are not of equal size, unless Necho = n, which is usually not the case as that implies that
the number of samples equals the number of resonances which leads to poor estimation. Also note
that this is the result of the signal model, e.g. this is what the signal should be at those echo times
according to the model.
In this signal model there are quite a few parameters and variables. The table below depicts the
a priori known parameters and the unknown variables:

Var. A priori Reason
∆fn Known Resonance frequency of metabolite/tissue n ⇒ Tabled / NMR spectroscopy
TEn Known Echo times set by the user of the MRI scanner
f0 Unknown B0-field offset due to inhomogeneity of the main field
T ∗2 Unknown Relaxation rate in a voxel, due to inhomogeneities (6= T2)
ρn Unknown Density of nth resonance in a voxel, ultimately this is the quantity of interest

The densities are the variables of interest. However there are also two other which are unknown,
and they are not linear in the signal equation. They are f0 and T ∗2 and have either sinusodial
(f0) or exponential relationships. These non-linear relationships make estimation much harder,
and this is where the projections come in. The strategy is to use projections to estimate these
quantities. Once these quantities are estimated, the matrix M consists only of scalars implying
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that the equation for ~ρ is simply linear. Estimating ~ρ is then quite simply a linear least squares
problem.
Denote the measured signal samples as the vector ~S∗. They differ from the theoretical signal ~S
due to noise. However the objective is to to find the values for f0 and T ∗2 such that the projection
of ~S∗ on to the theoretical predicted signal is minimal. Underlying this objective is, as earlier is
stated, that the signal dominates the noise and that therefore the noise should have a minimal
contribution. In other words it is assumed that the projection where the ’error’ (the vector ~e) is
minimal gives the true values of B0 and T ∗2 as all of the contributions come from incorrect values
for these variables. The projection matrix in this case is the matrix M as that matrix projects the
signals on to the predicted orientation in space as well as predicted signal decay. It is clear that this
matrix is orthogonal due to the different arguments in the complex exponentials in each column.
As the goal is to minimize the total error the following expression is the VARPRO formulation of
the MRI signal, which is also stated by Hernando et al. in [3] and [4]:

~e = ~S∗ −M(MTM)−1M~S∗, where |e| is minimal⇒ min
f0,T∗

2

~eT · ~e =

min
f0,T∗

2

(~S∗ −M(MTM)−1M~S∗)T · (~S∗ −M(MTM)−1M~S∗) = min
f0,T∗

2

∣∣∣~S∗ −M(MTM)−1M~S∗
∣∣∣ (3)

The inner product of the error vector with itself, or equivalently stated it’s length, is called the
cost function in this context. Note that there are subtle differences between what is written here
and in the papers by Hernando. Hernando assumes two resonances initially incorporates decay at
a later equation in his paper. The matrix M will be augmented later in the ’usage in practice ’
section for reasons which then become obvious. First it is required to add a regularization term
based for f0 on the physical principle that magnetic fields in space are described by continuous
vector fields. This regularization term will penalize the cost function when jumps of the f0 from
one voxel to neighbouring voxels is larger. As is also used by Hernando, this regularization term is
quadratic with respect to the difference in f0 between neighbours [3] [4]. The regularization term
may now be formally written as following [3] [4]:

β = µ

V∑
v=1

∑
l∈δq

wv,l(f0v − f0l)
2

Where v are the voxels of the image and δq represents the set of voxels which are classified as
neighbours of voxel v. µ is a global scaling parameter and wq,l is a weight based on the distance
between the voxel and its neighbour. This means that the total cost function may now be written
as following:

C =

V∑
v=1

∣∣∣(I −M(MTM)−1M) ~Sv
∗∣∣∣+ µ

V∑
v=1

∑
l∈δq

wv,l(f0v − f0l)
2

The index v was added to the signal vector to explicitly make clear that the signal is considered
per voxel, which also makes it convenient to write the first term. Note also that the first term is
now written as a product of a matrix multiplied by ~S instead of a vector minus another vector.
The strategy is to find the solution where C is minimal which estimates parameters f0 and T ∗2 .
Then there is an overdetermined system per voxel and voxelwise estimation of the densities is done
using linear least squares.

VARPRO in practice
There are practical considerations which have to be dealt with before this method is even usable
on MRI data. First of all is the fact that that the parameter space of f0 and T ∗2 consists of an
infinite number of points, even for two dimensions.5 This is of course not feasable so the first step
is to discretize the parameter space and set lower and upper limits for each parameter. In work
done here the possible f0 were discretized with a distance of 1 Hz per point. The total domain of
the parameter f0 was between 80 and 300 Hz, depending on the data. Computationally it is much

5This is also true for one dimension, but then it would not be a projection suitable for separating signals
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more convenient to split the projections of the frequencies and the decay rate T ∗2 into two separate
steps for speed. Since f0 concerns orientation in space and T ∗2 magnitudes they are both separable.
The first step is to search for the right f0 given some intermediate estimate of T ∗2 , which does not
have to be particularly good. Afterwards when f0 is estimated, The projection is used to find the
decay rate which minimalizes the cost function and thus estimate T ∗2 . The projection matrix is
not modified for this purpose and is used twice.
For clinical images where one wants to seperate different types of tissue, for example water and fat,
there is the following problem: In a voxel there is either almost all water signal or all fat signal.
This implies that while looking for f0 that there are multiple very good solutions, and that the
regularization term will trap the solution in the wrong ’potential well’ of the cost function for parts
of the image causing swaps of fat and water. Please note that this is not an issue when both (or
more depending on the image) resonances are found in a voxel. This problem may be solved by
narrowing the search over f0, but in the case of fat by modeling the fat signal as a super position
of more resonances. This is possible as fat has 5 resonance frequencies. Usually the following
projection for f0 is used, which projects on a two dimensional subspace:

M =


exp(2πi f0TE1) exp(2πi (f0)TE1)

(∑N
n=2 wn exp(2πi ∆fnTE1)

)
exp(2πi f0TE2) exp(2πi (f0)TE2)

(∑N
n=2 wn exp(2πi ∆fnTE2)

)
...

...
exp(2πi f0TENe) exp(2πi (f0)TENe)

(∑N
n=2 wn exp(2πi ∆fnTENe)

)


This projection is also used in this work for water multi-resonance fat separation. Here wn is the
relative weight of each resonance, where

∑
n wn = 1. These are assumed to be known a priori and

available in literature. An alternative is to measure the resonace sequences using a spectroscopy
sequence on an MRI scanner, or an NMR spectrometer depending on the sample. Note that there
are only two columns here. Sometimes the Nyquist criterion forced a smaller domain of f0. This
is the case where one models fat using its main resoance of about 419 Hz at 3T, but sampling
data at a rate of 320 Hz due to scanner limitations. This means that the apparant resonance is
at 99Hz. In that case one could visualize the cost function for single voxel as a function of f0.
This will then yield a potential like graph with two ’wells’ and it would become apparent where to
center the search for the smaller domain f0 so to prevent fat and water swaps inside an image.

The implemented algorithm of the VARPRO method is the graph cut method described in [3].
This method is based on a series of binary choices, 75 in the implementation used for this work,
to find the B0-map. The power of the graph cut is that it finds the most optimal solution for all
voxels simultaneously by finding the minimum cut of the graph, instead of updating voxels one
by one based on their neighbours. The drawback obviously is that every choice is binary. Every
update step for the graph has three potential choices:

• The potential new frequency for the voxel is the first ’well’ in the cost function without the
regularization term encountered at a lower frequency from the current frequency. This is
for all voxels.

• The potential new frequency for the voxel is the first ’well’ in the cost function without the
regularization term encountered at a higher frequency from the current frequency. This
is for all voxels.

• The potential new frequency for the voxel is a shift of ±x Hz with respect to the current
frequency, where x is a random integer between 1 and 15. In this case x is the same for all
voxels in the image .

If a voxel contains only noise, which is determined by a signal threshhold, the update frequencies
with respect to a well above have no meaning. Therefore a voxel with signal is chosen for potential
new frequencies in noise voxels. This is important for the regularization term, because one will get
large frequency differences at high-signal/noise-signal interfaces as the cost-function is meaningless
in noise-only voxels and regularization of these frequencies. The errors occurring here will propagate
through the whole image and therefore breakdown the algorithm. Even though the algorithm starts
out at a uniform B0 map, divergence from this situation is rapid due to voxel specific updates as
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each voxel have their well at a different positions in frequency space. The first 8 iterations only
allow for the first two binary choices, while from iteration 35 the chances for the different update
rules are 1

3 split evenly over the first two rules and 2
3 for the frequency shift rule. The construction

of the graph was done in the same manner as done by Hernando et al. in their paper [3], and is
fully described there. The BoostGraph Library for MatLab developed by D. Gleich was used to
solve the graph cut [6]. All parameters of the model were chosen identical to similarly to Hernando
et al. The global regularization parameter (µ) in their paper was chosen to be smaller than their
reported value as that yielded better results. Unlike Hernando et al. the Second order neighbours
were taken into account instead of only direct neighbours, where the euclidean norm was taken
into account for scaling the amount of regularization based on the distance between the voxels.
This is partly the reason for a lower µ as the regularization contribution is larger due to having
more terms.

Closing Remarks
This chapter introduced two methods of separating signals based on phase differences due to
chemical shift. First the Dixon method was introduced in its most simplest form and was later
generalized to arbitrary phase differences, assuming that in the first echo both signals are in phase.
This method was developed by Xiang, however some derivations which were omitted in his paper
has been discussed here. The main focus was to get an expression to separate the signals, and the
details of the noise correction algorithm were omitted in this work.
The second method which was introduced is Variable Projection. This method was first introduced
by Hernando et al, although it should be noted that in their paper the authors went straight for
applications and that the underlying theory presented there omitted the concept of projections
completely. Even though VARPRO is finally used in the context of MRI signals in this work the
principle behind this methodology is more general. This is also the reasoning in this work behind
starting with projections in general and introducing the MRI context afterwards. The method of
variable projection works for any problem which may be cast in a matrix form, and for which a
cost function may be defined that makes sense and has well defined optima.6 The VARPRO model
incorporates more terms, giving it the potential to be better at quantifying results than the Dixon
algorithm. Since quantification is part of the problem for this thesis, this is an aspect that will be
assessed through experiment.
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Dynamic Nuclear Polarization
Dynamic Nuclear Polarization (DNP) is a purely quantum mechanical effect which is used in NMR
experiments for spectra and is emerging in the field of NMR Imaging as well. This effect allows of
great enhancement of the desired NMR signal. In the context of medical imaging it also opens up
new possibilities for nuclei other than 1H to be imaged, for example the inherently low abundant
13C nucleus. This chapter will derive the quantum mechanical theory and discuss some practical
aspects of Dynamic Nuclear polarization.
When using the DNP process to ’hyperpolarize’ one should take note that some practical aspects
of experimenting are different: The first is that the available hyperpolarized magnetization can
only be excited once. Once excited, the transversed magnetization will not return to the hyper
polarized level again within the NMR spectrometer, but rather to thermodynamical equilibrium.
This not only implies a new strategy for determining flip angles for different pulse durations, but
also that low flip angles have to be used in experiments where one wants to average over multiple
measurements. A π

2 -pulse will excite all magnetization and after this it is all gone.
It should be noted that there exists no single DNP effect by itself. It is rather a category of effects
resulting in hyper polarization of the nuclei of interest. The effects however have one thing in
common: Electron Zeeman operators are ’coupled’ to Nuclear Zeeman operators, and therefore
(multiple) simultaneous transitions of electrons and nucleii are responsible for the hyper polarizing
effect.
DNP is often split up into the Solid Effect, Cross Effect and Thermal Mixing. The difference
between these effects is the number of free electrons required in the vicinity of the nucleus. The solid
effect requires only one free electron, the Cross Effect requires two free electrons and has additional
mechanisms when compared to the previous. Thermal Mixing requires more than two electrons,
although the occurring mechanisms are closely related to the Cross Effect. This may be understood
as adding another electron does not add a fundamental different term to the hamiltonian: Electron-
Electron Dipolar interaction as well as Hyper-fine couplings are already present for a system with
a free nucleus and two free electrons. Which of the three effects will dominate depends, apart
from the number of free electrons, on the EPR homogeneous line width δ, the inhomogeneous
spectral width ∆ and the larmor frequency of the nucleus ωI . If both δ and ∆ < ωI , then the Solid
Effect dominates as there is no separation of EPR frequencies equal to the larmor frequency. Or
in formula ωS1

− ωS2 6= ωI . In the regime that such a seperation does exist, it depends whether
δ ≈ ∆ are comparable (Cross-Effect) or not, δ < ∆ (Thermal Mixing).
This chapter is structured as follows: The next section will discuss the Quantum Mechanics of a
nucleus in proximity of a free electron and derive the Solid Effect fully. The third section will partly
discuss the Quantum Mechanics of a free nucleus in proximity of two free electrons, so that the me-
chanics behind Cross Effect DNP is understood. It will be shown in these sections that a microwave
source is needed to polarize the sample. This process is also dependent on the T1 time constant
of the sample, due to the requirement of spin diffusion transfer the polarization throughout the
sample. Section IV will discuss the experimental side of DNP, such as the experimental setup and
practical consequences as well as highlight the details which are important in the (pre-)medical
imaging context. The derivation of sections II and III will follow the steps in this paper: Quantum
Mechanical Theory of Dynamic Nuclear Polarization in solid dielectrics by [1]. However the com-
putations have all been (re-)done by myself and some of them in matrix form should that be easier.

Derivation of the Solid Effect

Diagonalizing the Hamiltonian
The solid effect is the DNP effect for which only one nucleus and one free electron in proximity is
required, and therefore may be described by the following Hamiltonian:

HIS
0 = ωSSz − ωIIz + aSzIz + bSzIx (1)

In the previous formula the operators Sz, Iz are the Zeeman operators for the electron and the
nucleus respectively. The operators Sz, Iz and SzIx are the isotropic and anisotropic contributions
of the hyperfine coupling between the nucleus and the electron. It should be noted that the
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convention used is that capital letters are Operators, ω and other non-capital letters are just
scalars and that Greek letters other then ω will represent rotation angles. Lastly: h̄ is taken to be
1.
In matrix form, one of the representations in Product Spin Basis functions is the following:

HIS
0 =


ωS−ωI

2 + a
4 0 b

4 0
0 −ωS−ωI

2 − a
4 0 − b

4

− b
4 0 ωS+ωI

2 − a
4 0

0 b
4 0 −ωS+ωI

2 + a
4

 (2)

In this representation Iz,PSB = Iz,2x2⊗ 1̂ and Sz,PSB = 1̂⊗Sz,2x2. Informally it may be said that
the Nucleus is labeled as ’particle 1’ and the electron as ’particle 2’. It is clear from this form that
the anisotropic hyperfine coupling mixes the eigenstates of the hamiltonian, due to the off diagonal
elements. It is also clear that there are two different subspaces which are independent from each
other: |1 >, |3 > and |2 >, |4 >. By independent it is meant that the states from those subspaces
only mix within the subspace. This is however inconvenient to analyze in its current form as the
Hamiltonian is not diagonal. Since Hamiltonians are hermitian and therefore diagonalizable by a
rotation (in spin space), it is more convenient to rewrite this Hamiltonian in diagonal form. Using
electron-projection operators it is possible to separate the |1 >, |3 > states from the |2 >, |4 >
states by writing the Hamiltonian as a sum of two hamiltonians: One only contains the electron
’spin-up’ states, and the second only the electron ’spin -down’ states. This is done as follows:

Sα =
1

2
1̂ + Sz (3)

Sβ =
1

2
1̂− Sz (4)

To recognize the projection of these operators we look at their matrix form:

1

2
1̂ + Sz =


1
2 0 0 0
0 1

2 0 0
0 0 1

2 0
0 0 0 1

2

+


1
2 0 0 0
0 − 1

2 0 0
0 0 + 1

2 0
0 0 0 − 1

2

 =


1 0 0 0
0 0 0 0
0 0 1 0
0 0 0 0


This operator clearly selects states |1 >, |3 >. Similarly for the other projection operator:

1

2
1̂− Sz =


1
2 0 0 0
0 1

2 0 0
0 0 1

2 0
0 0 0 1

2

−


1
2 0 0 0
0 − 1

2 0 0
0 0 1

2 0
0 0 0 − 1

2

 =


0 0 0 0
0 1 0 0
0 0 0 0
0 0 0 1


In this case only the |2 >, |4 > states are selected. It is clear that SαSβ = 0, implying [Sα, Sβ ] = 0.
Therefore we may write for the Hamiltonian, as Sα−Sβ = 2Sz and Sα +Sβ = 1̂ from (3) and (4):

HIS
0 = ωSSz − ωIIz + aSzIz + bSzIx

= ωSSz − 1̂ωIIz +
a

2
(Sα − Sβ)Iz +

b

2
(Sα − Sβ)Ix

= ωSSz − (Sα + Sβ)ωIIz + Sα(
a

2
Iz +

b

2
Ix) + Sβ(

−a
2
Iz +

−b
2
Ix)

= ωSSz + Sα(−ωIIz +
a

2
Iz +

b

2
Ix) + Sβ(−ωIIz −

a

2
Iz −

b

2
Ix)

= ωSSz + Sα[(−ωI +
a

2
)Iz +

b

2
Ix] + Sβ [(−ωI −

a

2
)Iz −

b

2
Ix]

For operators whose commutation relations as well as the cyclic permutations may be written as
[X,Y ] = iZ, the following expression holds for these unitary transformations:

exp (iθY )X exp (−iθY ) = cos (θ)Y + i sin (θ)[X,Y ] (5)

The off-diagonal elements from the matrix are the result from Ix, which means that a transfor-
mation about Iy is in order to transform this into an Iz component according to (5). However,
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since there a different transformations required per subspace, the transformations are carried out
on both projections seperately:

HIS
0,diag = exp [i(θSαIy + φSβIy)]HIS

0 exp [−i(θSαIy + φSβIy)]

= ωSSz + Sα[(−ωI +
a

2
)(cos(θ)Iz + i sin (θ) iIx) +

b

2
(cos (θ)Ix + i sin (θ) · −iIz)]

+ Sβ [(−ωI −
a

2
)(cos(φ)Iz + i sin (φ) iIx)− b

2
(cos (φ)Ix + i sin (φ) · −iIz)]

= ωSSz + Sα[(−ωI +
a

2
)(cos(θ)Iz − sin (θ) Ix) +

b

2
(cos (θ)Ix + sin (θ)Iz)]

+ Sβ [(−ωI −
a

2
)(cos(φ)Iz − sin (φ) Ix)− b

2
(cos (φ)Ix + sin (φ)Iz)]

One should remember that the projection operators make sure that the rotations only apply to
their own subspaces. This is by construction of these operators as is seen by their matrix forms.
This hamiltonian is diagonal when the correct angles for θ, φ are chosen. The correct angle is the
angle in which the Ix term disappear in that subspace, implying the following equations:

−(−ωI +
a

2
) sin (θ) +

b

2
(cos (θ) = 0⇒ tan (θ) =

b/2

a/2− ωI
=

b

a− 2ωI
(6)

−(−ωI −
a

2
) sin (φ)− b

2
(cos (φ) = 0⇒ tanφ =

b

a+ 2ωI
(7)

Choosing the angles as defined by the above equations and thus dropping out all Ix terms, one
is only left with the operators Sz, Iz, SzIz after substituting the expressions for the projection
operators in terms of 1̂, Sz back in to the Hamiltonian:

HIS
0,diag = ωSSz + Sα[(−ωI +

a

2
) cos(θ)Iz +

b

2
sin (θ)Iz] + Sβ [(−ωI −

a

2
) cos(φ)Iz −

b

2
sin (φ)Iz]

= ωSSz + (
1

2
1̂ + Sz)[(−ωI +

a

2
) cos(θ)Iz +

b

2
sin (θ)Iz]

+ (
1

2
1̂− Sz)[(−ωI −

a

2
) cos(φ)Iz −

b

2
sin (φ)Iz]

After multiplying out and regrouping the terms by their respective operator:

HIS
0,diag = ωSSz + (

−ωI
2

+
a

4
) cos (θ)Iz +

b

4
sin (θ)Iz + (−ωI +

a

2
) cos (θ)IzSz +

b

2
sin (θ)IzSz

+ (
−ωI

2
− a

4
) cos (φ)Iz −

b

4
sin (φ)Iz − (ωI +

a

2
) cos (φ)IzSz +

b

2
sin (φ)IzSz

= ωSSz − [
ωI
2

(cos θ + cosφ)− a

4
(cos θ − cosφ)− b

4
(sin θ − sinφ)]Iz

+ [−ωI(cos θ − cosφ) +
a

2
(cos θ + cosφ) +

b

2
(sin θ + sinφ)]SzIz

≡ ωSSz + ωIdIz + adSzIz

Where ωId, ad are:

ωId =
ωI
2

(cos θ + cosφ)− a

4
(cos θ − cosφ)− b

4
(sin θ − sinφ) (8)

ad = −ωI(cos θ − cosφ) +
a

2
(cos θ + cosφ) +

b

2
(sin θ + sinφ) (9)

The Hamiltonian is indeed diagonal as seen in the matrix form (and the fact that there are only
z-operators in the equation):
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HIS
0 =


ωS + ωId + ad 0 0 0

0 −ωS + ωId − ad 0 0
0 0 ωS − ωId − ad 0
0 0 0 −ωS − ωId + ad


Transforming the microwave Hamiltonian to the diagonalized frame
The hamiltonian for a microwave field which may be represented by a cosine modulated Sx or Sy
operator, analogous to an NMR pulse. In this case the definition of the paper by Hu et al. is
taken:

Hµ = 2c cosωµSx (10)

The 2 is there for convenience, and 2c is the amplitude of the microwave. However this is the
microwave Hamiltonian in the laboratory frame. In order to use the diagonalized Hamiltonian, the
microwave has transformed according to the same transformation which diagonalized the Hamil-
tonian. It is more convenient in this case, however, to use the the expression for the projection
operators in terms of 1̂, Sz. The unitary transformation is then written as

Udiag = exp [i(θSαIy + φSβIy)]

= exp [i(θ(
1

2
1̂ + Sz)Iy + φ(

1

2
1̂− Sz)Iy)]

= exp [i(θ − φ)SzIy + i
(θ + φ)

2
Iy]

= exp
( i

2
[(θ − φ)2SzIy + (θ + φ)Iy]

)
(11)

The first thing to note is that Iy commutes with microwave Hamiltonian, so it needs not to be
considered. The rotation is written in half angle form however, as computations come out more
nicely by putting a factor 2 in front of the operators. It is required to go to ladder operator
representation for the operators because ladder operators have convenient commutation relations
with Sz, Iz. This makes it possible to find the frequency matching conditions in the diagonalized
frame of the electron-nuclear Hamiltonian. Calculating the rotation of the microwave Hamiltonian:

Hµ,rot = 2c cosωµ · exp
( i

2
[(θ − φ)2SzIy]

)
Sx exp

(−i
2

[(θ − φ)2SzIy]
)

Ignoring prefactors for the moment this yields the following:

exp
( i

2
[(θ − φ)2SzIy]

)
Sx exp

(−i
2

[(θ − φ)2SzIy]
)

= cos
(θ − φ)

2
Sx + i sin

(θ − φ)

2
· 2[SzIy, Sx]

= cos
(θ − φ)

2
Sx + i sin

(θ − φ)

2
· 2iSyIy

= cos
(θ − φ)

2
Sx + 2i2 sin

(θ − φ)

2

S+ − S−

2i

I+ − I−

2i

= cos
(θ − φ)

2
Sx +

1

2

(
sin

(θ − φ)

2
(S+I+ − S+I− − S−I+ + S−I−)

)
= cos

(θ − φ)

2
Sx +

1

2

(
sin

(θ − φ)

2
(S+I+ + S−I−)

)
− 1

2

(
sin

(θ − φ)

2
(S+I− − S−I+)

)

The result of the rotated Hamiltonian includes double quantum and zero quantum terms. It is
these terms which lead to DNP, by transferring polarization from the electron to the nucleus.
However, the frequencies which induce these double and zero quantum transitions still have to
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be found. These are found by applying the following transformation, in the case for the double
quantum term:

exp (iHIS
0 t)[S+I+ + S−I−] exp (−iHIS

0 t)

For the zero quantum term the similar equation holds as well. First notice from (9) that ad is very
small compared to ωS , ωId: The cosines are close to unity due to the small nature of the hyperfine
couplings, which is also the reason that a, b are small, and the sines are close to zero. To make
computations less tedious, the adSzIz term is discarded from the transformation. Also one should
remember that [Sz, S

±] = ±S±, which is easily derived from S± ≡ Sx ± i · Sy. Similar relations
obviously have to hold for I operators. Applying the truncated rotation to the double quantum
part of the rotated microwave Hamiltonian yields the following:

exp (i[ωSSz − ωIdIz]t)[S+I+ + S−I−] exp (−i[ωSSz − ωIdIz]t) =

exp (i[ωSSz − ωIdIz]t)[S+I+] exp (−i[ωSSz − ωIdIz]t)
+ exp (i[ωSSz − ωIdIz]t)[S−I−] exp (−i[ωSSz − ωIdIz]t) =

cos (ωSt)[S
+I+] + i sinωSt[S

+I+] + cos (−ωIdt)[S+I+] + i sin (−ωIdt)[S+I+]

+ cos (ωSt)[S
−I−] + i sinωSt[−1 · S−I−] + cos (−ωIdt)[S−I−] + i sin (−ωIdt)[−1 · S+I+] =

So finally:

exp (i[ωSSz − ωIdIz]t)[S+I+ + S−I−] exp (−i[ωSSz − ωIdIz]t) = (12)

S+I+ exp (i(ωS − ωId)t) + S−I− exp (i(−ωS + ωId)t)

+S+I− exp (i(ωS + ωId)t) + S−I+ exp (i(−ωS − ωId)t)

In order to remove the oscillations from (12) the frequency of the microwave radiation is therefore
ωS ±ωId. Irradiating the sample, mixed with enough radical, will cause polarization transfer from
the electron to the nucleus. This will be shown analytically later, after a short intermezzo where it
will be shown that these operators lead to a hyper polarized state based upon population-difference
arguments.

S±I±,S±I∓ leading to a hyper polarized state:
Consider the following figure adapted from the paper by Hu et al, where the states of a two electron
system are given:

The transitions due to the ’flip-flip’ (S±I±) concern the blue states and arrow, while the ’flip-flop’
(S±I∓) concern the red states and arrow in the figure. All spins of the bulk1are distributed accord-
ing to the Boltzmann distribution across the energy levels. When inducing ’flip-flip’ transitions
during a certain time, there will be net transfer of systems from state |4 > to state |1 > as there
are more particles in state |4 > in thermal equilibrium. This has to be true as the transition
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probabilities |4 > → |1 >, |1 > → |4 > are symmetric, implying that the expectation value of the
former transition is higher than the expectation value for latter transition.
The NMR-transitions in the figure are |2 >↔ |4 > and |1 >↔ |3 >. As the relative population of
|4 > decreases and the relative population of |1 > increases, there is a larger population difference
between states |2 > and |4 > on one side and |1 > and |3 > on the other side than when in
thermal equilibrium. Equalizing populations |1 >, |3 > and |2 >, |4 > after excitement therefore
will lead to larger coherences, and thus larger NMR-signal. Since the larger population of each
NMR transition is in the lower state, one will get positive enhancement
For the ’flip-flop’ a completely analogous argument holds as well, and thus also yields hyper po-
larization of the sample. In this case however, the larger population of each NMR state occupies
the higher state and the enhancement will be negative. This implies that the spectrum will be
vertically inverted.

Calculating the polarization transfer from S to I
Calculating the polarization transfer from the electron to the nucleus is possible using the ’density
matrix concept’ and it’s use of traces. The expectation value of a quantum mechanical quantity
in the density matrix formalism is written as < A >= Tr(Aρ), where A is a quantum mechanical
operator and ρ is the density matrix. The goal of these calculations is to calculate < Iz > (which
is the polarization of the nucleus) in two situations: In the regular non hyperpolarized state, as
well as in the hyper polarized state. The latter is more cumbersome and will be dealt with first.
To limit the number of calculations it is assumed that the microwave hamiltonian will oscillate at
ωS − ωId and thus the ’flip-flip’ transitions will be selected. In practice this means that selecting
the frequency ωS − ωI is adequate, as radiation never truly is monochromatic and ωId ≈ ωI due
to the small rotation angles of θ, φ. This implies that the effective Hamiltonian as ’felt’ by the
systems of spins is the following:

Heff
µ = 2c · sin (

θ − φ
2

)
1

2

(
S+I+ + S−I−

)
= 2c · sin (

θ − φ
2

)
(
SxIx − SyIy

)
(13)

The last equality is due to writing out the operator products in the Cartesian form S± = Sx± iSy
and I± = Ix ± iIy.
The initial density of the spins may be truncated to only the Sz part of the Hamiltonian as
ωS >> ωI(d) >> a, b, so the initial density is written as:

ρ0 =
−HIS

0

ZkBT
≈ −h̄ωSSz

ZkBT
=
−h̄ωS(Sz + Iz)

2ZkBT
+
−h̄ωS(Sz − Iz)

2ZkBT
=
−h̄ωS

2ZkBT
[(Sz+Iz)+(Sz−Iz)] (14)

Here Z is the partition function of the spin system, and with the introduction of Iz into the equation
the system is decomposed into two projections: The Sz + Iz operator2 is the projection of Product
Spin Basis space where the electron and nucleus spins are aligned parallel to each other. The
Sz − Iz operator is the projection where the electron and nucleus spins are aligned anti-parallel.
This is a very important decomposition as for spin 1

2 particles as the operator S±I±(Sz − Iz) = 0̂.
Anti-parallel aligned spins cannot both change from a lower to a higher state if they are both spin
1
2 particles. Equivalently it is also impossible for two spins to change from a higher state to a lower
state when they are initially aligned anti-parallel.
Applying the Liouville theorem for population evolution in time yields:

1When using this model one is formally required to speak about all ’free electron and nucleus’ systems
2Please remember that a sum of operators is in itself an operator in each and every way
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ρ(t) = exp (−iHeff
µ )tρ0 exp (iHeff

µ )t =

exp (−iHeff
µ )t

−h̄ωS
2ZkBT

[(Sz − Iz) + (Sz + Iz)] exp (iHeff
µ )t =

−h̄ωS
2ZkBT

(
(Sz − Iz) + exp (−iHeff

µ )t(Sz + Iz) exp (iHeff
µ )t

)
=

−h̄ωS
2ZkBT

(
(Sz − Iz)+

cos (2c · sin (
θ − φ

2
)t)(Sz + Iz)+

i sin (2c · sin (
θ − φ

2
)t)[Sz + Iz, SxIx − SyIy]

To compute the last commutator it is convenient to use the linearity property of commutators:

[Sz + Iz, SxIx − SyIy] = [Sz, SxIx − SyIy] + [Iz, SxIx − SyIy] =

[Sz, SxIx]− [Sz, SyIy] + [Iz, SxIx]− [Iz, SyIy] = iSyIx + iSxIy + iIySx + iSyIx =

1

2
[(Sx + iSy)(Ix + iIy)− (Sx − iSy)(Ix − iIy)] =

1

2
(S+I+ − S−I−)

The second to last equality might seem coming out of nowehere, but once one has to compute
the sum of S+I+, S−I− it becomes clear what the difference has to be, and the terms are quite
recognizable. Finally this yields the following equation for the population density at time t:

ρ(t) =
−h̄ωS

2ZkBT

(
(Sz − Iz) + cos (2c · sin (

θ − φ
2

)t)(Sz + Iz) + i sin (2c · sin (
θ − φ

2
)t)(S+I+ − S−I−)

(15)

Now we may calculate the expected value of < Iz >. However, since the system is rotated from
the laboratory frame to the interaction frame, it is required to apply the same rotation to Iz as
well, before one is able to use the trace identity. More precisely: The nuclear polarization operator
Iz needs to be transformed to the diagonalized frame of the hamiltonian, and thereafter undergo
the time evolution of the diagonalized hamiltonian.
This might look intimidating at first sight, due to the many involved terms. Luckily it is not
required to do all rotations, as it will soon become clear that only a specific term will survive the
trace identity. But this will become clear in due time. The transformation of Iz to the relevant
frame is, which is called P for polarization:

P = exp iHIS
0,diagtUdiagIzU

−1
diag exp−iHIS

0,diagt =

exp [i(ωSSz + ωIdIz + adSzIz)t] exp
( i

2
[(θ − φ)2SzIy + (θ + φ)Iy]

)
Iz·

exp
(−i

2
[(θ − φ)2SzIy + (θ + φ)Iy]

)
exp [−i(ωSSz + ωIdIz + adSzIz)t]

First apply the diagonalisation operator:

UdiagIzU
−1
diag = exp

( i
2

[(θ − φ)2SzIy + (θ + φ)Iy]
)
Iz exp

(−i
2

[(θ − φ)2SzIy + (θ + φ)Iy]
)

exp (
i

2
[(θ − φ)2SzIy]) exp (

i

2
(θ + φ)Iy)Iz exp (

−i
2

(θ + φ)Iy) exp (
−i
2

[(θ − φ)2SzIy])

exp (
i

2
[(θ − φ)2SzIy])

(
cos (

θ + φ

2
)Iz + sin (

θ + φ

2
)Ix

)
exp (

−i
2

[(θ − φ)2SzIy]) =

cos (
θ − φ

2
)
(

cos (
θ + φ

2
)Iz + sin (

θ + φ

2
)Ix

)
+

sin (
θ − φ

2
)
(

cos (
θ + φ

2
) · −i2SzIz + sin (

θ + φ

2
) · i2SzIx

)
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The Polarization still needs to be time-evolved before calculating the trace. However, this is not
needed explicitly due to the following reasoning: Only the terms leading to I2

z in the trace will
survive. Terms other than z components only have off diagonal components in odd powers. And
Sz has zero trace in odd powers as well. Combining these facts one has to conclude that only
the Iz component of the polarization, multiplied by the Iz component of the population will have
non-zero components in the trace calculation. When considering the fact that Iz commutes with
the diagonalized Hamiltonian, explicit calculation of this rotation is not needed as the relevant
term remains cos ( θ−φ2 ) cos ( θ+φ2 )Iz. All of the previous yields to a relative simple equation for the
nuclear polarization:

< Iz >hyp (t) = Tr(Iz,rotρ(t)) =
−h̄ωS

2ZkBT
cos (

θ − φ
2

) cos (
θ + φ

2
)
(
− 1 + cos (2c · sin (

θ − φ
2

)t)
)
I2
z

=
−h̄ωS

2ZkBT
cos (

θ − φ
2

) cos (
θ + φ

2
)
(
− 1 + cos (2c · sin (

θ − φ
2

)t)
)

≈ −h̄ωS
2ZkBT

(
− 1 + cos (2c · sin (

θ − φ
2

)t)
)

(min(cos(x)) = −1) =⇒ =
−h̄ωS

2ZkBT

(
− 2
)

Concluding:

< Iz >hyp (t) =
h̄ωS
ZkBT

(16)

Calculating the polarization for the non hyper polarized state is quite easy. There are no rotations
involved and the trace is simply:

< Iz >= Tr(Izρ0) = Tr(Iz
−h̄
zkBT

HIS
0 =

h̄ωI
ZkBT

(17)

As all other terms of the hamiltonian yield zero trace when left-multiplied by Iz. The definition
of the polarization gain (ε) is what one would expect and calculating it finally yields:

ε =
< Iz >hyp
< Iz >

=
h̄ωS
ZkBT
h̄ωI
ZkBT

=
ωS
ωI
≡ γS
γI

(18)

Closing remarks
In this section a full derivation was given of the Solid Effect in DNP, as was mainly for illustrative
purposes for the next section. Since the cross effect is more closely linked to Thermal mixing,
which is the polarization regime of the experiments done for this theses, it will be analyzed next.
The cross effect analysis will follow roughly the same mathematical steps, but will be cut short due
to the mathematical complexity of the problem. The fundamental difference between the solid and
cross effect is that the cross effect makes use of two elections in the vicinity of the nucleus which
allows for so called ’triple spin flips’ where the population imbalance is induced of simultaneous
flips of the two electrons and the nucleus.
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Partial derivation of the Cross Effect
In order to analyze the cross effect one needs to describe a 3 spin system: Two elections and a
nucleus. Due to the complex nature of this system only a partial derivation will be sought here,
with the understanding that the primary goal is to create an energy diagram much like in the
previous section and understanding the dynamics behind the cross effect. No explicit calculation
of the polarization will be sought.

Diagonalizing the Hamiltonian
The cross effect is the DNP effect for which one nucleus, but two free electrons in proximity of
that nucleus are required, and therefore may be described by the following Hamiltonian:

HISS
0 =ωS1S1z + ωS2S2z − ωIIz + a1S1zIz + a2S2zIz

+b1S1zIx + b2S2zIx + d(3S1zS2z − ~S1 · ~S2)− 2j ~S1 · ~S2

=ωS1S1z + ωS2S2z − ωIIz + (a1S1z + a2S2z)Iz

+(b1S1z + b2S2z)Ix + d(2S1zS2z − S1zS2z − S1yS2y)− 2j ~S1 · ~S2 (19)

In the product Spin Basis representation where the nucleus is the first particle (I, S1, S2) the
Hamiltonian has the following matrix form:



H1 0 0 0 1
4 (b1 + b2) 0 0 0

0 H2 0 0 0 1
4 (b1 − b2) − 1

2d− J 0
0 0 H3 0 0 − 1

2d− J
1
4 (−b1 + b2) 0

0 0 0 H4 0 0 0 1
4 (−b1 − b2)

1
4 (b1 + b2) 0 0 0 H5 0 0 0

0 1
4 (b1 − b2) − 1

2d− J 0 0 H6 0 0
0 − 1

2d− J
1
4 (−b1 + b2) 0 0 0 H7 0

0 0 0 1
4 (−b1 − b2) 0 0 0 H8


Where:

H1 = 1
4 (a1 + a2 + 2d− 2j) + 1

2 (ωS1 + ωS2 − ωI) H2 = 1
4 (a1 − a2 − 2d+ 2j) + 1

2 (ωS1 − ωS2 − ωI)

H3 = 1
4 (−a1 + a2 − 2d+ 2j) + 1

2 (−ωS1 + ωS2 − ωI) H4 = 1
4 (−a1 − a2 + 2d− 2j) + 1

2 (−ωS1 − ωS2 − ωI)

H5 = 1
4 (−a1 + a2 + 2d− 2j) + 1

2 (ωS1 + ωS2 + ωI) H6 = 1
4 (−a1 − a2 − 2d+ 2j) + 1

2 (ωS1 − ωS2 + ωI)

H7 = 1
4 (+a1 + a2 − 2d+ 2j) + 1

2 (−ωS1 + ωS2 + ωI) H8 = 1
4 (a1 − a2 + 2d− 2j) + 1

2 (−ωS1 − ωS2 + ωI)

Similar to the system with only one free electron it can bee seen that there are three distinct
subspaces which are orthogonal to each other.
These subspaces are [|1 >, |5 >], [|4 >, |8 >] and [|2 >, |3 >, |6 >, |7 >]. Inspecting the diagonal
elements of the matrix-form of the Hamiltonian, one is able to deduce from the signs of the ωx terms
that subspaces |1 >, |5 > and |4 >, |8 > are subspaces where the electron spins are aligned along
the same direction, while the [|2 >, |3 >, |6 >, |7 >] subspace is where the electrons are aligned
anti-parallel to eachother. Therefore a good first step to diagonalize the Hamiltonian would be to
separate these subspaces. Hu et al have introduced well chosen operators for this operation which
will also be used here. In the following overview one finds the definitions of the new operators, as
defined in the paper by Hu et al. These operatators are projections operators on electrons instead
of nucleii:

SΣz = 1
2 (S1z + S2z) SΣx = 1

2 (S+
1 S

+
2 + S−

1 S
−
2 ) SΣy = 1

2i (S
+
1 S

+
2 − S

−
1 S

−
2 )

S∆z = 1
2 (S1z − S2z) SΣx = 1

2 (S+
1 S

−
2 + S−

1 S
+
2 ) SΣy = 1

2i (S
+
1 S

−
2 − S

−
1 S

+
2 )

S+
Σ = SΣx + iSΣy S−

Σ = SΣx − iSΣy

S+
∆ = S∆x + iS∆y S−

Σ = S∆x − iS∆y
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For clarity it is opportune to first show the resulting Hamiltonian using the sum and difference
operators:

HISS
0 =ωΣSΣz + ω∆S∆z + ωIIz+

(aΣSΣz + a∆S∆z)Iz + ddS1zS2z + (bΣSΣz + b∆S∆z)Ix + d0S∆x (20)

The non-trivial steps are in the terms on the second line of (24). For the ax (and by analogy also
for the bx) terms the following holds, taking (19) as the starting point:

a1S1z + a2S2z = a1(S1z + S2z − S2z) + a2S2z = a1(S1z + S2z − S2z) + a2(S2z − S1z + S1z)

= a1(SΣz − S2z) + a2(S∆z + S1z) = a1SΣz + a2SΣz − a1S2z − a2S1z

aΣ = a1 + a2, a∆ = a1 − a2

= 2aΣSΣz − a1S2z − a2S1z = aΣSΣz +
a1

2
SΣz +

a2

2
SΣz − a1S2z − a2S1z

= aΣSΣz +
a1

2
(S1z + S2z) +

a2

2
(S1z + S2z)− a1S2z − a2S1z

= aΣSΣz +
a1

2
(S1z − S2z) +

a2

2
(S2z − S1z) = aΣSΣz + a∆S∆z

For the d and j terms the rewriting is a bit more straightforward:

d(3S1zS2z − S1zS2z − S1yS2y − S1zS2z)− 2j(S1zS2z + S1yS2y + S1zS2z) =

(2d− 2j)S1zS2z − (d+ 2j)(S1zS2z + S1yS2y)

≡ ddS1zS2z − d0S∆x

Where in the last line was used that S+
1 S

−
2 + S−

1 S
+
2 = S1zS2z + S1yS2y, analogous to a result

which is already proven in the previous section and therefore omitted here. From (24) it is seen
that there are two diagonal components in the Hamiltonian, as the new operators have the same
properties as the standard operators in the sense that the z components are on the diagonal and
that the other components are off-diagonal. This may readily be seen from the definitions. The
off diagonal part is (bΣSΣz + b∆S∆z)Ix + d0S∆x. In this case it is more convenient to start with
the d0S∆x term as that affects S∆z of the b terms as well. It should be noted that it is necessary
to do it this way. Analogous to the case of the solid effect projection operators will be used to
distinguish two cases: The case where the nuclear spin is either ’up’, or down ’down’:

Iα =
1

2
1̂ + Iz (21)

Iβ =
1

2
1̂− Iz (22)

Therefore the rotation operator which can diagonalize S∆x (= [S∆y, S∆z]) :

U = exp [iθS∆yI
α + iφS∆yI

β ] (23)

Reverse operations to rewrite the original operators in terms of projection operators yield:

1̂ = Iα + Iβ

Iz =
Iα − Iβ

2

Plugging these relation into the relevant terms, which contain S∆z or S∆x of the Hamiltonian:

HISS
0 =ωΣSΣz + ω∆S∆z(I

α + Iβ) + ωIIz+

(aΣSΣz + a∆S∆z)
Iα − Iβ

2
+ ddS1zS2z + (bΣSΣz + b∆S∆z)Ix + d0S∆x(Iα + Iβ)

Applying U to ω∆S∆z(I
α + Iβ):
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U(ω∆S∆z(I
α + Iβ))U−1 = ω∆[cos(θ)S∆zI

α + cos(φ)S∆zI
β + i2 sin(θ)S∆zI

α + i2 sin(φ)S∆zI
β ]

= cos(θ)S∆z(1̂ + Iz) + cos (φ)S∆z(1̂− Iz)− sin(θ)S∆xI
α − sin(φ)S∆xI

β

=
ω∆

2
[Sz(cos θ + cosφ) + 2SzIz(cos θ − cosφ)− sin(θ)S∆xI

α − sin(φ)S∆xI
β

Similarly, applying U to a∆S∆z
(Iα−Iβ)

2 yields:

U(a∆S∆z
(Iα − Iβ)

2
)U−1 =

a∆

2
[cos (θ)S∆zI

α − sin (θ)S∆xI
α − cos (φ)S∆zI

β + sin (φ)S∆xI
β ]

=
a∆

2
[cos (θ)S∆z(

1

2
1̂ + Iz)− sin (θ)S∆xI

α − cos (φ)S∆z(
1

2
1̂− Iz) + + sin (φ)S∆xI

β ]

=
a∆

4
[S∆z(cos (θ)− cos (φ))] +

a∆

2
[S∆zIz(cos (θ) + cos (φ))] +

a∆

2
[sin (φ)S∆xI

β − sin (θ)S∆xI
α]

Now for the rotation of b∆S∆z = b∆S∆z 1̂ = b∆S∆z(I
α + Iβ):

U(b∆S∆z(I
α + Iβ))U−1 = b∆[cos (θ)S∆zI

α − sin (θ)S∆xI
α + cos (φ)S∆zI

β − sin (φ)S∆xI
β ]

= b∆[cos (
θ + φ

2
)S∆z − sin (

θ − φ
2

)S∆x]

Where in the last line relations (21), (22) and trigonometric identities were used for the simplifi-
cation of the result. And finally applying the rotation to d0S∆x(Iα + Iβ):

U(d0S∆x(Iα + Iβ))U−1 = d0[cos(θ)S∆xI
α + cos(φ)S∆xI

β + sin(θ)S∆zI
α + sin(φ)S∆zI

β ]

= d0[cos(θ)S∆xI
α + cos(φ)S∆xI

β + S∆zIz(sin (θ)− sin (φ)) +
S∆z

2
(sin (θ) + sin (φ))]

Again the result must be diagonal, so from all rotations the sum of the scalars before S∆x terms
will have to disappear. This leads to the following equations:

d0 cos θ − ω∆ sin θ − a∆

2
sin θ = 0 =⇒ tan θ =

2d0

2ω∆ + a∆
(24)

d0 cosφ− ω∆ sinφ+
a∆

2
sinφ = 0 =⇒ tanφ =

2d0

2ω∆ − a∆
(25)

And the hamiltonian is now written in the following form:

HISS
0,int =ωΣSΣz + ω̃∆S∆z − ωIIz + (aΣSΣz + ã∆S∆z)Iz + ddS1zS2z+

(bΣSΣz + cos (
θ + φ

2
)S∆z − sin (

θ − φ
2

)S∆x)Ix

Where the new scalars are linear combinations of the old ones, as the transformation is a rotation.
The result it yielded by taking the new scalar factors in front of the original operators:

ω̃∆ =
ω∆

2
(cos θ + cosφ) +

d0

2
(sin θ + sinφ) +

a∆

4
(cos θ − cosφ)

ã∆ = ω∆(cos θ − cosφ) + d0(sin θ − sinφ) +
a∆

2
(cos θ + cosφ)

However there is still an off diagonal part of the hamiltonian which has to be transformed away
in order to represent the hamiltonian in it’s eigenstates. In this process it is needed to make
some approximations to make it computationally viable. The main goal is to transform the off
diagonal part to the rotating/interacting frame, which accomplished by defining the transforma-
tion U = exp i(ωΣSΣz + ω̃∆S∆z − ωIIz + (aΣSΣz + ã∆S∆z)Iz + ddS1zS2z), where the term within
the exponential is the whole diagonal part of the Hamiltonian. Clearly the diagonal part of the
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Hamiltonian commutes with itself and therefore is unaffected. While the off diagonal part will be
rotated until it also in in the frame of eigenstates. However the expression for the off-diagonal
hamiltonian will first be truncated to only the sin ( θ−φ2 )S∆xIx term, as that is the projection on
the subspace where the electrons have anti-aligned eigenstates. This implies that a ’triple spin flip’
is not possible due to the two other states. One may also observe that the two other terms are
analogous to the terms for the solid effect of the previous section. These terms will therefore lead
to a solid effect in a three spin system, which is obviously also a possibility. However since the
interest is now in the cross effect those terms will now be omitted.
Considering only the sine term, the first step is to rewrite the operators into a more advantageous
form:

sin (
θ − φ

2
)S∆xIx = sin (

θ − φ
2

)
S+

∆ + S−
∆

2

I+ + I−

2
≡ 1

4
k(S+

∆ + S−
∆)(I+ + I−)

At the first equality the definitions of the ladder operators were used, which for the S∆ terms was
already stated at the bottom on page 9:

I+ = Ix + iIy I− = Ix − iIy =⇒ Ix =
1

2
(I+ + I−)

S+
∆ = S∆x + iS∆y S−

∆ = S∆x − iS∆y =⇒ S∆x =
S+

∆ + S−
∆

2

This is done as similar to [I±, Iz] = I±, the same holds for S∆z, S
+
∆, S

−
∆, a proof for S+

∆ follows:

[S+
∆, S∆z] = [S∆x + iS∆y,

1

2
(S1z − S2z)] = [

1

2
(S+

1 S
−
2 + S−

1 S
+
2 ) +

1i

2i
(S+

1 S
−
2 − S

−
1 S

+
2 ),

1

2
(S1z − S2z)] =

1

4
[S+

1 S
−
2 + S−

1 S
+
2 + S+

1 S
−
2 − S

−
1 S

+
2 , S1z]−

1

4
[S+

1 S
−
2 + S−

1 S
+
2 + S+

1 S
−
2 − S

−
1 S

+
2 ,−S2z] =

1

2
[S+

1 S
−
2 , S1z]−
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1
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−
2 +

1

2
S+

1 S
−
2 = S+

∆

The proof for [S−
∆, S∆z] is analogous to the above proof and yields that [S−

∆, S∆z] = −S−
∆. Cal-

culating the result of the unitary transformation is now therefore relatively simple, assuming that
the ã∆S∆zIz is small enough to be truncated, which is reasonable due to the small size of ã∆. The
only operators which now affect 1

4k(S+
∆ + S−

∆)(I+ + I−) are ω̃∆S∆z, ωIIz as all other operators
commute:

U [
1

4
k(S+

∆ + S−
∆)(I+ + I−)]U−1⇒

k

4
exp (i(ω̃∆S∆z − ωIIz)t)(S+

∆ + S−
∆)(I+ + I−) exp (−i(ω̃∆S∆z − ωIIz)t) =

k

4
exp (i(ω̃∆S∆z − ωIIz)t)(S+

∆I
+ + S+

∆I
− + S−

∆I
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∆I
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k

4
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∆I
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∆I
− + S−

∆I
+ + S−

∆I
−) exp (iωIIzt) exp (−iω̃∆S∆zt) =

k

4
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∆I
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∆I
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∆I
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∆I
−) exp (iωIIzt) =

k

4
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+
∆I
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+
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−+]

k

4
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−
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exp i(ω̃∆S∆zt)
(k

4
exp (−iωIt)(S+

∆I
+ + S−

∆I
+) + exp (iωIt)(S

+
∆I

− + S−
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−)
)

exp (−iω̃∆S∆zt) =
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4
exp (−iωIt) exp (iω̃∆S∆zt)(S

+
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+ + S−
∆I

+) exp (−iω̃∆S∆zt)+

k

4
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+
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∆I
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k
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(
exp (−iωIt) exp (iω̃∆t)S

+
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+ + exp (−iωIt) exp (−iω̃∆t)S
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exp (iωIt) exp (iω̃∆t)S
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− + exp (iωIt) exp (−iω̃∆t)S
−
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−
)

=

And finally the desired result:

k

4

(
exp [i(ω̃∆ − ωI)t]S+

∆I
++ exp [i(−ω̃∆ + ωI)t]S

−
∆I

−+

exp [i(ω̃∆ + ωI)t]S
+
∆I

− + exp [i(−ω̃∆ − ωI)t]S−
∆I

+
)

(26)

Inspecting the exponents in front of the spin flip operators yield that they are selected in the
interaction frame if ω̃∆ = ±ωI . In practice ω̃∆ ≈ ω∆ = ωs1 − ωs2 meaning that there should be
two EPR transitions (in the radical which supplies the free/unbound electrons) which are separated
by the larmor frequency of the nucleus.
It should also be noted that the operators in equation (26) can be split into two groups due to the
selection critera:

ω̃∆ = +ωI =⇒ Selected operators: S+
∆I

+, S−
∆I

− (27)

ω̃∆ = −ωI =⇒ Selected operators: S+
∆I

−, S−
∆I

+ (28)
(29)

The final step of the diagonalization process is to select one of the two frequency conditions and
diagonalize the corresponding operators. This requires another projection transformation and is
tedious work which does not add much to the understanding of the cross effect and the derivation
will be omitted. The same holds for computing the rotation of the microwave Hamiltonian into
the interaction frame, as this yields an enormous amount of terms. This is also seen in the paper
by Hu et al, where most of the calculations are left for supplementary material. The important
physics for the cross-effect is in equation (26), as that equation states that simultaneous spin flips
occur of all spins in the system. The S+

∆ operator implies that electron one flips to a higher energy
level while the second electron flips to a lower energy level, due to the definiton of the operator:
S+

∆ = 1
2 (S+

1 S
−
2 + S1 − S+

2 + S+
1 S

−
2 − S1 − S+

2 ) = S+
1 S

−
2 . The S−

∆ operator implies the reverse of
the S+

∆ operator in terms of the electron spin flips. The implication of equation (26) is that the
simultaneous flips of spins is a mediating mechanism for transitions, which were forbidden before.
These flips are not the final result, as that is given by rotating the microwave hamiltonian into
the diagonal frame. The diagonalisation of equation (26) will yield extra terms in the rotated
microwave Hamiltonian, which implies that these terms are mediated by the simultaneous flips of
all spins.
Like in the paper by Hu et al, the frequency condition for the cross effect chosen here is ω∆ = −ωI .
By definition of ω∆ this means that ωS2 > ωs1 and therefore the energy level for s1 = 1

2 , s2 = − 1
2

lies below the one for s1 = − 1
2 , s2 = 1

2 .
When computing the microwave Hamiltonian in the interaction frame of the electron-electron-

nuclear system, a set of operators appear with resonance frequencies near either ωS1 or ωs2. The
are very small corrections due to coupling terms, but these are negligible as long as the microwave
frequency bandwidth is large enough to cover all of these frequencies. Since the size of the fre-
quency corrections are in the order of the size of the coupling terms (<Mhz), this is normally
achieved. In the following table, the operators are reported with their resonance frequency:
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Electron 1 ≈ ωs1 Electron 2 ≈ ωs2
S+

1 S
α
2 I

α + S−
1 S

α
2 I

α S+
2 S

α
1 I

β + S−
2 S

α
1 I

β

S+
1 S

β
2 I

β + S−
1 S

β
2 I

β S+
2 S

β
1 I

α + S−
2 S

β
1 I

α

S+
2 I

+Sα1 + S−
2 I

−Sα1 S+
1 I

−Sα2 + S−
1 I

+Sα2
S+

2 I
+Sβ1 + S−

2 I
−Sβ1 S+

1 I
−Sβ2 + S−

1 I
+Sβ2

Table 1: The selected operators and their approximate frequencies: The truncation is due to the
effective bandwidth of the microwave which covers all frequency shifts

Positive Enhancement
Considering the case where one irradiates the sample with frequency ωs1, figure 1 depicts the
transitions taking place during irradiation, which is a direct result of applying the operators from
the above table. Please note that this is in the case where ω∆ = −ωI and that therefore the energy
levels of the states are in this order, which is not the order that is presented in the figures in the
paper by Hu et al.

Figure 1: Irradiating the sample with ωs1 yields a positive enhancement of the NMR signal: The
spectrum will not be inverted vertically. The green lines are the EPR transitions, while the blue
lines are the effective ’transitions’ which are no longer forbidden due to the matching condition
ω∆ = −ωI which allows the state transition depicted by the dashed red line. Note that this
transition is a ’triple spin flip’. The figure is adapted from Hu et al.

The single flip transitions due to the radiation are drawn as green lines, and are the regular
EPR transitions. Due to the electron-electron and both electron-nuclear couplings, it was shown
that triple spin flips transitions were no longer forbidden for this system by equation (26). This
transition is between the |2 > and |7 > states (in both directions). During polarization there
will be net ’flow’ from particles in the |2 > state to the |7 > state due to symmetrical transition
probabilities but asymmetrical population distributions over these states. However, particles in
the |7 > state are also excited to the |1 > state due to the microwave radiation. This will however
decrease the population density of |7 > with respect to |2 > and thus trigger a net inflow of
particles into state |7 > from |2 >. Effectively it may be regarded as an extra transition is allowed
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from |2 > to |1 >, while completely analogue arguments hold for states |8 > and |7 >. These
effective transitions are called ’DNP’ transitions in literature, but are in fact a combination of a
triple spin flip with a regular EPR transition.
All of the previous will continue until the populations of states |1 > and |7 > are equalized, stopping
the net flow from |7 > to |1 >. The same rationale may be used between every other transition
in this process. Effectively the states |1 >, |2 >, |7 > and|8 > are linked and will equalize over
time. As may be seen in figure 2 the equalized populations (in red) have as a consequence that
the population differences between states involved in NMR transitions are larger than in regular
thermal conditions, where the distribution purely due to Boltzmann statistics. The majority of
the spins populate the lower energy level of each NMR transition and therefore the enhancement
of the signal will be positive and the spectrum will not invert.

Figure 2: Irradiating the sample with ωs1 yields a positive enhancement of the NMR signal, as
may be seen from the resulting population difference between NMR states: The net difference in
population between the NMR states |5 > and |1 >, |7 > and |3 >, |6 > and |2 > as well as |8 >
and |4 > is larger than in thermal equilibrium as states |1 > and |7 > are more populated and
|2 > and |8 > are less populated after hyper polarization. The figure is adapted from Hu et al.
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Negative enhancement
It is possible to derive the negative enhancement completely analogue to the previous subsection.
This time the choice is made to irradiate the second electron by setting the microwave frequency
to ω2S . Translating the transition operators into the figure where the energy levels are depicted,
it should become clear what is going on. The visualization is found in figure 3.
Again the regular EPR transition is colored green in the figure, the effective coupling due to the
triple spin flip is in red, and effective DNP transitions in the sense of the previous section are in
blue. The difference in this case contrary to the previous is that different EPR transitions are
selected, and that therefore the lower energy levels of each NMR transition become equalized after
sufficient irradiating time, instead of the higher energy levels of each NMR transition. This has
to be true as the EPR transitions which are selected are now between different state, and the
coupling between states |2 > | and |7 > is now leading to a net flow of particles from |7 > to |2 >
in contrary to the previous situation. After irradiation of |4 >, state |7 > will be more populated
than state |2 > | causing the net flow. The transition between |2 > and |5 > is also selected by
this microwave frequency and therefore it will also be populated higher than in thermal conditions.
The net effect is visualized in figure 4. As the Higher Energy levels are now more populated than
the lower energy levels, the signal will be 180 degrees out of phase when compared to the thermal
signal. The spectrum will be inverted vertically and thus the enhancement is negative.

Figure 3: Irradiating the sample with ωs2 yields a negative enhancement of the NMR signal: The
spectrum will be inverted vertically. The green lines are the EPR transitions, while the blue
lines are the effective ’transitions’ which are no longer forbidden due to the matching condition
ω∆ = +ωI which allows the state transition depicted by the dashed red line. Note that this
transition is a ’triple spin flip’. The figure is adapted from Hu et al.
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Figure 4: Irradiating the sample with ωs2 yields a negative enhancement of the NMR signal, as
may be seen from the resulting population difference between NMR states: The net difference in
population between the NMR states |5 > and |1 >, |7 > and |3 >, |6 > and |2 > as well as |8 >
and |4 > is larger than in thermal equilibrium as states |3 > and |5 > are more populated and
|4 > and |6 > are less populated after hyper polarization. The figure is adapted from Hu et al.
The figure is adapted from Hu et al.

Experimental setup of the Polarizer
A schematic showing the essentials of the polarizing equipment is given in figure 5, and is based
on the brilliant work of Ardenkjaer-Larsen et al. [2]. The first step is to add the polarizing agent,
which in the case for the experiments done in this thesis is 4-hydroxy-TEMPO, to the sample to
be polarized. The polarizing agent is chosen as such as that molecule has two radicals, e.g. two
’free’ electrons per molecule and therefore has a very broad EPR line as is shown in figure 6. The
sample is liquid 1−13C labeled Pyruvate. The sample and the polarizing agent are then cooled by
placing the mixture in a cup into a liquid nitrogen bath, and afterwards the cup is removed from
the bath and placed in the polarizer. Following this the wave guide is inserted into the magnet.
The cryostat, which is at 4 K is then vacuum pumped so that it and the sample will have a
final temperature of 1.2 K. The sample will have to transition into a non-crystalline state such
as a glass for polarization to work. The synthesizer (not shown) is then adjusted such that the
main frequency of the microwave which finally travels through to the waveguide into the sample
is 95.05 Ghz. The synthesizer however only has a frequency range of 8 to 20 Ghz, so this problem
is solved by guiding the generated microwave through an Amplifier / Multiplier chain consisting
of three frequency doublers and a signal amplifier. The generated frequency in the synthesizer is
thus 11.88125 Ghz, and the amount of power of the microwave after the chain is 200 mW. The
sample will then have to polarize for about an hour in the case of 1−13 CPyruvate. The NMR
spectrometer inside the polarizer is used to assess the the polarization of the signal. This may be
done using extremely low flip angles (< 5 degrees) so that longitudinal magnetization is conserved.
The NMR spectrometer is also depicted in figure 5. The Spincore spectrometer board contains
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a pulsegenerator, an analog to digital converter and a receiving signal pre-amplifier. The signal
generated for sending the pulse, which at 3.38T is 36.19 Mhz, goes from the ’out’ channel via
coaxial cables through an amplifier and a pin diode to the NMR send and receive coil. This signal
does not make it to the ’in’ channel of the spincore: At the second square (next to ground) the
signal voltage is large enough to make the pin-diode act as a conductor and that the path to ground
has by approximation zero impedance.

Figure 5: The setup of the Polarizer at RadboudUMC. It is an old spectrometer magnet converted
to a Polarizer. The waveguide is removable and replaced with the ’dissolution stick’ after polarizing
the sample. A schematic of this setup is given in the top left. In order to prevent the mixing of
the outgoing pulse signal and the incoming receive signal in the ’In’ channel of the spin core, the
physical length of the cable depicted by the two black squares is 1/4λ.
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Figure 6: The EPR spectrum of TEMPO, adapted from: Mechanism of dynamic nuclear polariza-
tion in high magnetic fields by [3]

However due to the λ/4 distance between the squares it may be shown that this actually inverts
the impedance that the wave ’sees’ at the first square in the direction of the ground. So the
wave carrying the transmission signal actually goes to the NMR coil. The receive signal ’sees’ and
infinite impedance on the path back to the out channel of the spincore due to the pin-diode. The
second pin-diode is not conducting for this wave as the signal is to small. Therefore it will enter
the Spincore ’in’ channel and go through the amplifier of the receiver, before the signal is converted
by the ADC.
After verification that the signal is polarized, the synthesizer is turned off and the wave guide is
removed from the cryostat. The insert of the dissolution stick needs to happen quite rapidly since
the decay of the signal goes exponentially with a time constant of about 60 s. The replacement
takes about 10 to 15 seconds. Afterwards the dissolution liquid which is at a temperature of 468 K
and pressurized to 12.5 bar is released through the sample which then is dissolved. However the
amount of dissolution liquid is not enough to push the sample upwards toward the MRI. This is
solved by releasing pressurized He gas, which does not freeze under any condition, through the
same line. This will essentially push out the dissolved liquid towards the MRI machine.

Closing remarks
In this chapter the theory of the Solid Effect and the Cross effect of DNP was (partly) derived.
It should be noted that in our experimental setup the polarizing regime is thermal mixing. It is
related to the cross effect in the sense that it is also mainly based on ’triple spin flips’. In this
regime the large number of electrons don’t have discrete energy differences but rather that there
is a band of energy levels which the electrons populate and there are more energy level differences
which may match the cross-effect condition as derived earlier, allowing for faster polarizing rates.
It should be noted that the total signal gain of polarizing during this acquisition has a second
component, which is due to the low temperature conditions in which the polarizing effects take
place. The equilibrium populations of 13C spins at 1.2K is much more imbalanced between the
two spin states which is also carried over during the polarization. Due to the rapid measurement
of the signal, one also measures a significant gain through this mechanism. This is also the reason
why Ardenkjaer-Larsen reported an SNR increase of > 10000 [2],rather than 2600 which is γe−

γ13C
.

In practice using this scheme the gains in SNR are about 1000 to 4000 due to delays and the
conditions of the experimental setup, partly due to restrictions in pre-clinical hospital settings.
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Simulations
Prior to using the algorithms to reconstruct data from an MRI scanner, two types of simulations
have been done. The first one is to check whether the algorithm works by the use of synthetic
generated MRI signals. The second type of simulation is based on the work of Pineda et al.
where it is investigated using Cramer-Rao lower bounds what phase differences between multiple
images allows for best B0-map estimations. This chapter will cover both types of simulations with
example results to show the validation strategy. Unfortunately some simulation data was lost,
namely the validation of the Dixon algorithm. However the method to check the whether the
method works is obviously identical to that of the VARPRO simulation, with the only difference
being the reconstruction algorithm called and echo times simulated.

MR signal simulations
The signal model derived in the chapter about Bloch equations was used as the model for the
’true’ MR-signal. For completeness the signal equation for a single resonance is repeated below,
for frequency units:

M(t) = M0 exp (2πi∆ft) exp (
−t
T2

)

MR images were simulated containing two resonances per voxel, where it was assumed that the
first simulated resonance is in phase with the receiver and the second resonance has a frequency
shift relative to the first resonance. The total received signal at the receiver is then simply the
addition of both resonances, which leads to the following equation:

M(t) =
(
M1 +M2 exp (2πi∆ft)

)
exp

(
−t
T ∗
2

)
In the above equation is it assumed that within a voxel transverse relaxation effects are dominated
by surroundings and intra-voxel B0-inhomogeneity and therefore that both signals have the same
transverse relaxation rate which is denoted by T ∗

2 . However the simulations also incorporate local
B0 inhomogeneities so a voxel wise frequency shift due to these inhomogeneities were added as this
results in a receiver which is out of phase with the signal:

M(t) =
(
M1 +M2 exp (2πi∆ft)

)
exp

(
−t
T ∗
2

)
exp (2πi ∆fB t) (1)

Here ∆fB is the local shift in frequency with respect to the global frequency γB0. This equation
was used as a base to construct the simulated signals. This was implemented using the following
algorithm:

1. Initialize important variables like the number of echoes, echo times, frequency differences
between the resonances and the size of the image (which is a square).

2. Generate a magnitude map for each resonance, where voxel wise a M1 and M2 are assigned.

3. Generate a T ∗
2 map, where each voxel is assigned a T ∗

2 value. These maps are usually
repetitive to simulate rather fast changes due to for example a paramagnetic impurity of the
signal. An example of a T ∗

2 map is given in 1c.

4. Generate a continuous frequency shift map (fB) due to B0 by generating 4 coefficients
r1, r2, r3 and r4. The B0-map is then given by: B0 = r1 sin(xπ/a)+r2 cos(yπ/a)+r3 sin((x+
y)π/a) + r4 cos(2(x+ y)π/a). Here x and y are the coordinates of the image and a is the size
of the image along either the x or y axis.

5. Generate for every echo time, every x coordinate and every y coordinate the signal given by
equation 1.
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6. Add noise by generating two randomly distributed numbers with mean µ = 0 standard
deviation σ = σnoise and one of the generated numbers to the real part and the other to the
imaginary part of the signal. This happens at every substep of step 5.

7. Write the results into a data array compatible with the algorithm in question and run the
algorithm.

Below follows an example of a VARPRO reconstruction of the simulated data without any noise
added. The generated signal is 6 echoes where the phase differences between the two resonances
are the following: φ = 5

6π,
9
6π,

13
6 π,

5
6π,

9
6π,

13
6 π. The frequency difference was set to 430 Hz. The

actual echo times therefore were 3.3ms, 6.4 ms, 9.5 ms 12.6 ms 15.7 ms and 18.8 ms. The ratio of
the signals varies linearly along the x coordinate. One signal is fixed at strength 200, while along
the x coordinate the signal strength varies with the formula M2 = 20 + 3(y − 1). The image is an
128× 128 image.

(a) Generated MR signal ratio (b) Generated frequency map fB

(c) Generated T ∗
2 map

Figure 1: Noiseless reconstruction of VARPRO data. The search parameters are:
fB ∈ [−150, 150], ∆fB = 1, T ∗

2 ∈ [1, 50], ∆T ∗
2 = 1

Here it is demonstrated that the VARPRO algorithm works on noiseless data. It is identical
to the original simulated data (not shown) except for that on close inspection one may see the
consequences of searching through a discrete number of points: There is some ringing in the the
reconstruction of the frequency shift map. This is due to the discretization of the points and
therefore to rounding of the values in the reconstruction. The reconstruction of the ratio shows
that this is not an issue in practice as it is seen that the reconstruction has succeeded, it just shows
some discretization. Which is what one would expect as the differences between the discretized
values and the actual values of the map are smaller than 1Hz. The conclusion for the T ∗

2 map is
the same.
The next set of images are reconstruction of the same data set, but some light added noise which
will be specified shortly. The reader is reminded that per pixel there are two randomly generated
numbers generated for noise, one for the real part and one for the imaginary part. Both numbers are
generated according to N(0, σ), where σ = min(10% of M2, 5). This was chosen to be so due to the
large variance of the signal. The resulting distribution of the signal magnitude is the magnitude of
two randomly distributed variables: Z =

√
X2 + Y 2 where X and Y are normally distributed and

the mean is the real or imaginary signal value and the standard deviation is the real or imaginary
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noise. The resulting distribution is actually a Rician distribution. In the limit where µ » σ for the
normally distributed variables the Rician distribution converges to a normal distribution of the
algebraic sum of the random values. This is also the regime here. The reconstructions for these
parameters are found in figure 2.

(a) Generated MR signal ratio (b) Generated frequency map fB

(c) Generated T ∗
2 map

Figure 2: σ = min(10% of M2, 5) reconstruction of VARPRO data. The search parameters are:
fB ∈ [−150, 150], ∆fB = 1, T ∗

2 ∈ [1, 50], ∆T ∗
2 = 1

It may be seen that the reconstruction is successful. There are a few pixel artifacts, but these are
easily spotted in the frequency map. This leads to the conclusion that a wrong estimated B0 from
the phase data leads to wrong conclusions in ratio estimation. This makes physical sense as this is
equivalent to assigning the wrong resonance the wrong label. Another thing to note is that T ∗

2 is
rather noise dependent. Although the noise is mild, the T ∗

2 is already quite noisy, especially when
compared to the the noiseless reconstruction. This implies that noisy T ∗

2 maps may be expected.
Do note though that the actual values are not that extreme for this low amount of noise.
The reconstruction for σ = min(20% of M2, 10) and σ = min(30% of M2, 15) follow in figures 3
and 4 on the next page. You may see here that the algorithm sometimes has trouble with voxels
where the signal ratio of the resonances are really low. Although it must be said that this extreme
phenomenon was rarely observed, and only with synthetic data. This again shows clearly that B0

influences the concentration ratio. However when comparing to figure 4 it is not the noise level
which is the issue here. This reconstruction went just fine. When inspecting the B0 frequency map
of 3 closely, one finds that the contours of the map still match those of the other maps, also inside
the incorrect dark part. It seems that the algorithm was trapped at some wrong frequency for a
unknown reason. It should be noted that if this has occurred that running the algorithm again
usually solved the problem. The last thing to note is how rapidly the T ∗

2 images deteriorate due
to noise levels. Although the pattern is still recognizable, the reconstructed T ∗

2 is much noisier,
especially in the areas where the amount of signal is low. This is observed by comparing the left
side to the right side of the reconstructed T ∗

2 image. On the whole, when one compares the original
T ∗
2 map to the reconstructed T ∗

2 map it is seen that the low T ∗
2 values (< 18ms) are reconstructed

with higher values as the noise level rises.
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(a) Generated MR signal ratio (b) Generated frequency map fB

(c) Generated T ∗
2 map

Figure 3: σ = min(20% of M2, 10) reconstruction of VARPRO data. The search parameters are:
fB ∈ [−150, 150], ∆fB = 1, T ∗

2 ∈ [1, 50], ∆T ∗
2 = 1

(a) Generated MR signal ratio (b) Generated frequency map fB

(c) Generated T ∗
2 map

Figure 4: σ = min(30% of M2, 15) reconstruction of VARPRO data. The search parameters are:
fB ∈ [−150, 150], ∆fB = 1, T ∗

2 ∈ [1, 50], ∆T ∗
2 = 1
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Parameter estimation: Cramer Rao bounds
In the signal model used for this thesis there are parameters which should be estimated from the
data. Although for the Dixon algorithm those are only magnitudes of the signal, for the VARPRO
algorithm the extra parameters to estimate are B0 frequency shifts and T ∗

2 . Due to the non-linear
relationship between these quantities and the data one knowns from probability theory that the
distribution is is no longer a normal distribution and the variables are transformed. Pineda et al
showed by calculation of Cramer Rao lower bounds that the idea of just measuring as many echoes
as possible in the shortest amount of time is generally not the best approach. They went even
further and estimated per parameter what the best phases differences, equivalent to defining echo
times, were to estimate different parameters [1]. This approach has been adopted in this work,
although it has been expanded to include T ∗

2 . Therefore the fisher information matrix is no longer
5× 5 but a 6× 6 matrix. The procedure to find the matrix elements for the sixth row and column
is analog to finding them for the other columns, except for the fact that the expression for the
signal is now differentiated to the variable R∗

2 instead of the other parameters.1
The strategy adopted in this work is the very similar as adopted by Pineda et al. For 104 signal
ratio’s uniformly spread between 10−2 and 102 the Cramer Rao bounds were estimated, and from
this quantity the effective number of signal averages could be computed. Plots were made to
visually asssess the effective number of signal averages for every ratio. The effective number of
signal averages is a quantity defined by Pineda et al. in [1] and compares the estimated variances
of the transformed variables, in this case the parameters, to the variances of the original image.
This number may be lower than the number of acquisitions which implies that convergence of the
statistical average to the true value is slower for the transformed variables when compared to the
original variables. This number may also be smaller than unity implying that a single measurement
of the original variable has a higher variance, or measurement error, than the estimate of the
transformed variable.
In this work the following echo schemes were investigated, where the phase differences between the
signals were (modulo 2π):

1. Scheme 1: [5/6π, 9/6π, 13/6π, 17/6π, 21/6π, 25/6π]

2. Scheme 2: [5/6π, 9/6π, 13/6π, 20/6π, 24/6π, 28/6π]

3. Scheme 3: [1/6π, 2/6π, 3/6π, 4/6π, 5/6π, 6/6π]

Between every echo an additional phase shift of 2π was added to simulate realistic echo times. The
assumed frequency difference was 430 Hz, so the 2π phase addition adds an extra 2.3 ms delay. A
T ∗
2 value of 35 ms was assumed to be the true T ∗

2 for this model. The effective number of signal
averages for amplitude and B0-map estimation for the three schemes are given in respectively
figures 5, 6, 7.
From these figures it is clear why a uniform shift of only 1/6π does not work well with B0 inho-
mogeneities: As unless the amount of signal is equal for both resonances the effective estimation
of the B0 map is very low. For a signal ratio of ≤ 2 the result is a bit better than scheme 1 but
in real applications this is not the case. Water and fat ratios are usually in the order of at least
magnitude, and the same can be set for in vivo measurements of metabolisms where a metabolite
is injected in a human or animal. The interesting result is that B0 map estimation in Schemes 1
and 2 actually performs better at larger ratio differences. This can be explained mathematically
by the fact that M1 and M2 are then well defined, whereas if they are comparable they may be
inter switched leading to more uncertainty and thus a larger variance and a lower effective num-
ber of averages. Also note the difference between the first and second scheme. The first scheme
has a minimum effective number of averages of about 0.62, whereas for the second scheme this is
about 0.5. The maximum effective number of signal averages is reversed, however the gain is much
smaller than the loss and is only of any value in extreme ratios, which are usually not measured.
These results make clear that phase estimation is very difficult, due to the inherently low effective
number of signal averages. This is due to the mathematical operators required to compute the
phase. First two quantities need to be divided, and afterwards the arctangent needs to be taken,
which is a steep function in the domain of interest. This leads to a large variance in the estimation.
When looking at the amplitude estimation it is also clear that the third scheme performs much
worse than other schemes. Therefore the most important conclusion is the same as is written by

1Defining R∗
2 ≡ 1

T∗
2

makes it easier to differentiate the expression
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Pineda et al: Acquiring echoes as fast as possible after another without thought about the phase
is not the best experimental approach. It is seen that the amplitude estimation drops fast as a
function of higher ratio. This might be counter-intuitive but the explanation is the following: If the
ratio is low, that means that there is a lot of signal for signal two and due to that large amplitude
the ratio is reliably measured. Since what is plotted here is formally the estimation of amplitude
1. A plot is also made for the estimation of amplitude 2 and that is actually the reversed image,
which may be seen in figure 8. This is an artifact from the fact that the effective number of signal
averages is computed as ratio’s and not absolute number. The correct image would have been the
left half of the upper image and the right half of the lower image of 8. The drop is due to variance
of estimating T ∗

2 and is not observed when leaving T ∗
2 out of the equation. This could be explained

by the fact that a change due to noise in T ∗
2 leads to a change to the measured B0 which will affect

the measured ratio, as seen in the simulation chapter above. This effect is less severe for the third
scheme with a ratio near unity there is the small regime where the B0 estimation is actually better.

Concluding Remarks
In this small chapter it was shown that simulations were run to assess the validity of the VARPRO
approach. The method was successful although some light artifacts were sometimes observed due
to noise, which is to be expected. Despite the artifacts the algorithm was very capable of deter-
mining the correct frequencies, as the differences in the original map and the reconstructed map
was mostly rounding due to the discretization. Parameter estimation was also looked into using
Cramer Rao bounds. The conclusion from this analysis is that the scheme with phase differences
of [5/6π, 9/6π, 13/6π, 17/6π, 21/6π, 25/6π] between the two signals will be used to define the echo
times for the experiments as it allows for the good B0-parameter estimation for signal ratio’s near
unity as well higher ratio’s, as the VARPRO algorithm assumes the estimated B0 as the truth.
Furthermore the artifacts in VARPRO reconstruction show the importance of good B0 estimation
as a different estimated B0 may lead to very different signal reconstructions.

References
[1] A. R. Pineda, S. B. Reeder, Z. Wen, and N. J. Pelc, Cramér–rao bounds for three-point de-

composition of water and fat, Magnetic Resonance in Medicine: An Official Journal of the
International Society for Magnetic Resonance in Medicine 54, 625 (2005).

Note: Figures 5, 6, 7 and 8 are found on the next pages.
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Figure 5: Effective number of signal averages as a function of signal ratio’s for:
[5/6π, 9/6π, 13/6π, 17/6π, 21/6π, 25/6π]
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Figure 6: Effective number of signal averages as a function of signal ratio’s for:
[5/6π, 9/6π, 13/6π, 20/6π, 24/6π, 28/6π]
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Figure 7: Effective number of signal averages as a function of signal ratio’s for:
[1/6π, 2/6π, 3/6π, 4/6π, 5/6π, 6/6π]

76



(a) Amplitude estimation of Resonance 1

(b) Amplitude estimation of Resonance 2

Figure 8: Effective number of signal averages as a function of signal ratio’s for:
[5/6π, 9/6π, 13/6π, 17/6π, 21/6π, 25/6π]
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Experiments
The purpose of the performed experiments is to asses the ability of using phase differences due to
chemical shift to separate resonances on data recorded in low resolution. To this end three types
of experiments were done. Namely a clinical dataset where the separation is between water and
fat, a proton phantom which has a comparable low signal intensity to images of hyperpolarized
13C labeled metabolites, and finally also phantom experiments using hyperpolarized 13C labeled
metabolites. The clinical dataset was used as a verification of the separation method as it is known
from anatomical knowledge where mainly fat and where mainly water should be. The second
experiment was done to assess the possibility of separating signals in low resolution conditions,
without the variable of succeeding or failing to hyperpolarize the metabolites as well as avoiding
the necessary timing constraints.

Clinical dataset of an upper leg
A volunteer was measured on the ’MRIII’-system at Radboud University Medical Centre in Ni-
jmegen. The MR-scanner is a ’Prisma-Fit’ system by Siemens Erlangen operating with a main
magnetic field strength of 3T. Multple slices of the upper leg using custom Receiver coils were
acquired using a gradient echo sequence. The data was acquired using Partial Fourier techniques
to reduce scanning time to 75% using the standard Siemens Protocol. For the Dixon Algorithm
reconstruction was done using two echoes, while six echoes were recorded for the VARPRO recon-
struction. The Bandwidth per pixel was between 400 Hz and 500 Hz depending on the acquisition.
The number of averages was set to 2 for both acquisitions. The difference between water and Fat
is usually reported as 3.4 ppm, which is approximately 420 Hz at 3T for Hydrogen nuclei. The
spectrum of fat contains multiple peaks however, of which about 70% of the signal is coming from
the peak at the reported resonance frequency. For both acquisitions the flip angle of the RF trans-
mission pulse was set to 10 degrees with a repetition time of TR = 210 ms. Postprocessing was
done using the MatLAB computational software package for the MRI data using in house built
implementations of an asymmetric Dixon Algorithm and the VARPRO procedure.

VARPRO Reconstruction
The acquired images for VARPRO reconstruction are presented in figure 1. The Echo times were
3.5, 6.8, 10.1, 13.3, 16.6 and 19.9 ms to acquire images with optimal phase differences for B0

map estimation using a Gradient Echo sequence for the dominant peak of 419Hz. The Flip Angle
of the sequence has been set to 10 degrees. The receiver bandwidth was set at 200 Hz/pxl. The
voxel size for this dataset is 1.0× 1.0× 5.0 mm3. 5 Slices were recorded in this data set with every
slice being recorded twice for averaging purposes. The repetition time between every k-line was
set to 210ms.
Reconstruction of the this data set was done using multiple models for the fat. More precisely the
following signal models for fat were used: A single resonance at 419 Hz, two resonances at 468 Hz
and 419 Hz, three resonances at 468 Hz, 419 Hz and 329 Hz and 5 resonances at 468 Hz, 419 Hz,
383 Hz, 329 Hz and 301 Hz. The relative weights of each peak are given in Table 1.

Peak Chemical shift (ppm) Frequency shift at 3T (Hz) Relative weight
1 3.80 468 0.0875
2 3.40 419 0.6654
3 3.11 383 0.0759
4 2.67 329 0.1016
5 2.45 301 0.0696

Table 1: Parameters of the signal model for fat. Reference frequency: H2O

The reconstruction for the single resonance model is given in figure 3, while the calculation ratio
is presented in figure 2. The phase encoding direction is along the top to bottom axis in these
images. Reconstruction of water and fat was successful in this dataset, as is shown in figures 3 a,
b and e. Water and fat are clearly separated and it is possible to clearly see some blood vessels
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Figure 1: Magnitude reconstruction of the acquired echoes for a single acquisition of an upper leg.
These echoes (in their complex number form) were used for the VARPRO algorithm

in the fat, as well as small fatty structures in the muscle which should be there. Even the the
outer water layer (outside the fat) was detected by the reconstruction algorithm. This leads to the
conclusion is that signal separation is highly successful at first sight.

The reason that the outer water layer is better visible in the left half of the image is due to the
fact that fat is shifted two voxels in this dataset because of the choice for receiver bandwidth in
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combination with the chemical shift. The B0−map is smooth and shows as expected a small drift
across the image due to B0-inhomogeneities, and shows no artifacts. It is also clearly visible that
there is a B0-jump at the interfaces of water and fat, which most likely is explained by susceptibility
differences between water and fat, although no calculation was made done to verify this. The T ∗

2

map which was calculated is a bit noisy for the pixels containing mostly fat but is rather uniform
for the pixels containing mostly water. It shows unusual large relaxation times of over 150 ms for
fat pixels, while the expected T ∗

2 was in the order between 60 ms and 100 ms of this result. T ∗
2

from the fat inside the bone marrow show lower T ∗
2 values in the order of 70 ms, although it is

more noisy. The T ∗
2 for water inside the muscle averages at 28 ms and is rather uniform. Imprints

from the fat structures are seen in the T ∗
2 -map in the form of a reduction of T ∗

2 at voxels which
have a larger water fraction, but also show significant amount of fat, which could be implying that
the presence fat combined with water causes a larger within voxel B0 inhomogeneity and therefore
a faster decay of signal.
A histogram of the computed fat fractions of fat pixels, where a ’fat pixel’ is defined as a pixel
where the intensity of fat is larger than the intensity of water, shows what is also seen in figure
2b: There are different substructures within subcutaneous fat which have different ratio’s of fat
and water. The histogram is found in figure 6a. The fat fraction is in this thesis defined as the
modus of the distribution, as there are different categories of fat tissues with their own physical
properties and it is assumed that there is a dominant category of fat. The modus of the water/fat
ratio is 0.115 implying a fat fraction of 88.5% for the single resonance model. The same analysis
was also done for bone marrow fat, which is also found in the same figure. Although there is no
evidence of different structures, the definition of the fat fraction is also the modus for comparison
reasons. The measured fat fraction for bone marrow fat is equal to the measured fat fraction for
subcutaneous fat in this model: 87.5%.

(a) Scaled from 0 to 15 (>15 is yellow) (b) Scaled from 0 to 1 (>1 is yellow)

Figure 2: The calculated ratio of water/fat for the single resonance VARPRO model.

Multi resonance model results
A summary of experimental results for the multi resonance models is given in table 2 below:

No. of Peaks FF in Subcutaneous fat FF in bone marrow Muscle T ∗
2 Fat T ∗

2

1 88.5 % 88.5 % 26 ms 91 ms
2 89.5 % 88.5 % 26 ms 51 ms
3 91.5 % 89.5 % 26 ms 65 ms
4 84.5 % 82.5 % 28 ms 140 ms
5 –* –* –* –*

*The reconstruction of the five resonance model failed

Table 2: Summary of experimental results for the multi resonance model, where FF means fat
fraction.

The computed ratios of different tissue of fat are different for different number of resonances in
the model. Although the results seem to only differ slightly based on the absolute numbers, the
different of 2 percentage points is a difference of roughly 20% in this context. Furthermore there
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(a) Reconstructed H2O (b) Reconstructed fat

(c) B0-Field Map in frequency units (d) The calculated T ∗
2 -map

Figure 3: The VARPRO reconstruction with a single resonance model of a slice in the upper leg

are large differences in the reconstruction of the T ∗
2 map which point to the fact that incorporating

more peaks leads to higher quality reconstructions. The sudden drop in fat fractions in the four
resonance model and the failure to reconstruct the image for the five resonance model seems to
indicate that the experimental limit has been reached when modeling 3 peaks, at least using the
parameters and the experimental setup as described before.
Reconstruction images of the muscle for the different signal models is given in figure 4. It is
immediately apparent that the quality of reconstruction does not become better by just adding
more resonances. While the first two reconstructions appear clean and smooth, the three resonance
model seems to show some ’coarsing’. Although this is mostly at tissue boundaries, the rest of the
image show less of this phenomenon. These boundary pixels have unusual high signal intensities.
The other pixel intensities are comparable to the reconstructions of the one and two resonance
models. The four resonance model has a noisy reconstruction for the muscle, which is not limited
to tissue boundaries. It is clear that the reconstruction of water only voxels suffers from adding
more resonances.
Reconstruction images of fat for the different signal models is given in figure 5. The first interesting
thing to note is that the ’coarsing ’which was observed in the muscle is not that apparent in the fat
reconstructions. Although some boundary effects may be seen, especially in the three resonance
model, the images look rather clean for all resonances. The substructures in the fat are better
visible in the four resonance model rather when compared to the other models. This is especially
visible on the right side of the images. However there are visible intensities in pixels when there
should only be water in the four resonance model, concluding that there is indeed some noise
contamination. This is also visible in the three resonance model, but to a much less degree. The
three and four resonance models do however show full connection of fat from the left side to the
right side through the muscle, where the one and two resonance models show holes. Physiologically
it makes more sense that these are indeed connected.
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(a) Single resonance model (b) Two resonance model

(c) Three resonance model (d) Four resonance model

Figure 4: Reconstruction of the water signal intensity for the different resonance models

For a quantitative analyisis of the intensities the histograms showing the fat fractions is given
in figure 6. It is noticeable that all histograms follow essentially a same structure, which makes
sense since all models model fat. The distribution of the fat fraction around the modus in the two
and three resonance models are a bit ’smeared out’ when compared to the one resonance model.
In the one resonance model the right tail of the distribution is very high when compared to the
others, especially when incorporating the different scale on the y-axis. It is interesting that the
fat fraction for bone marrow is less than the fat fraction for subcutaneous fat, but only for multi
resonance models. Furthermore the sudden drop of the fat fraction in the four resonance model is
also peculiar, especially for the fat fraction in bone marrow which is much more smeared out in
this model than that it is for the other three models. This may be an indication that there is a
case of over fitting the data when using this model.
The T ∗

2 maps which were reconstructed for the different signal models are found in figure 7. The
T ∗
2 -map for the two resonance model is the cleanest reconstruction of the map. The pixels on the

top right which are reconstructed poorly are in the region where the receiving signal was lower
due to B−

1 anisotropy. For brevity a total discussion is omitted. In practice this means that the
received signal from that part is lower. Furthermore the T ∗

2 values for the muscle are between
20 ms and 30 ms for almost all voxels. The average T ∗

2 value is 26 ms. This value is reasonable in
a muscle. The T ∗

2 values for the fat voxels have a bit more spread. A histogram (not shown here)
shows that for the bulk of the voxels the values are between 40 ms and 75 ms, and the average T ∗

2

is 51 ms.
The T ∗

2 map for the three resonance model shows similar behaviour, except that at tissue interfaces
and boundaries an incorrect T ∗

2 of 150 ms is estimated. The map is a bit more noisy as well: The
T ∗
2 values for the muscle are between 20 ms and 40 ms in this model, averaging out at 33 ms. Fat is

also estimated higher at 65 ms average. These numbers are not representative however due to the
boundary voxels, which elevate the average to a higher number. The spread within the histogram
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(a) Single resonance model (b) Two resonance model

(c) Three resonance model (d) Four resonance model

Figure 5: Reconstruction of fat signal intensity for the different resonance models

(a) Single resonance model (b) Two resonance model

(c) Three resonance model (d) Four resonance model

Figure 6: Ratio of Water/Fat distribution of fat pixels for different resonance models. A fat pixel
is defined by a ratio < 1, implying that the fat signal is larger than the water signal.
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for the fat voxels for the bulk is also between 40 ms and 75 ms. The one and four resonance model
show unusually high T ∗

2 estimations for fat which are incorrect, as data shows that there is already
noticeable signal loss after 20 ms, also in fat. The one resonance model averages out at a T ∗

2 of
91 ms where the T ∗

2 values are spread from 40 ms to 150 ms. The four resonance model averages
out at 140 ms due to the T ∗

2 of almost all voxels being estimated at 150 ms. For both models the
T ∗
2 for the muscle are in agreement with the other reconstructions, with an average of 26 ms for

the one resonance model and 28 ms for the four resonance model. The spread of the four resonance
model is between 20 ms and 40 ms, while for the one resonance model it is between 20 ms and
30 ms for almost all voxels.
Based on the results it seems that the best model to use is either the two resonance model. The
extra information gained by adding the second resonance gives a large correction to T ∗

2 values
which seem very reasonable. It also shows comparable intensity of fat across the images when
compared to the three resonance model, without the tissue boundary issues. The drop in signal
intensity for the fourth resonance model also seems to confirm that there is a case of over fitting
due to incorporating a resonance whose signal is very low.

(a) Single resonance model (b) Two resonance model

(c) Three resonance model (d) Four resonance model

Figure 7: T ∗
2 maps for different resonance models

Dixon Reconstruction
The first two echoes where used for reconstruction. The second echo was considered ’in phase’,
although this was not the case. Although the two resonances in the second echo were not in phase,
the reconstruction attempt succeeded, as is seen in figure 8. It is seen that the small blood vessels
are reconstructed properly, and the more fatty structures inside the muscle are separated from
the water dominated voxels. Based on the reconstruction images separately, one might suspect
that these reconstructions are not very noisy and quantitatively accurate. When inspecting the
Ratio images one first observes that there is a lot of variance in the signal strength per voxel. The
colorbar for this ratio image in figure 9a has explicitely been set to a higher value to show this
phenomenon. The water voxels had ratio’s which differed from 1 to 3.9 · 104. For the fat voxels
this is also the case, and it is quite noticable when one compares the histogram in figure 9b with
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histrograms of the VARPRO reconstruction in figure 6. The peak at the left hand side is much
broader and does not show a single clear top value. This indicates that the reconstruction is more
noisy. Using the definition of the fat fraction which was introduced, the reported fat fraction is
89.5% for Muscle fat and 92.5% for fat in the marrow. However it is evident from the histogram
that these measurements are not quite as informative in this case due to the broadening of the
distributions. So although the the percentages seem to be correct, care has to be taken with the
interpretation of these. The origin of the larger variance in the fat fraction distribution lies in the
difference in the underlying method: The Dixon method makes assumptions about T ∗

2 not being
a factor between the first and second echo and is given a fixed phase difference angle to search for
which is estimated a priori. It was shown in a previous chapter that these phase errors may really
result in accuracies of measuring T ∗

2 . Also the large variance in signal intensities across the image
further establishes the case that these numbers should be interpreted with care.

(a) Reconstruction of the water signal (b) Reconstruction of the fat signal

Figure 8: Dixon reconstruction of the water and fat signals.

(a) Computed signal ratio’s. (b) Histogram of the distribution of fat pixels

Figure 9: Ratio figures of the dixon reconstruction. Please note the Colorbar at the ratio images
which indicates that there is a lot of variance in the signal, now especially visible in the water
voxels.
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Proton acetone/D2O Phantoms
Four phantoms were produced in house with different ratio’s of acetone to D2O. It was attempted
to fabricate the phantoms with the following ratio’s of 1H nuclei: 2:1, 5:1, 10:1, 20:1 in order to
experimentally determine if the VARPRO algorithm would yield erroneous ratios depending on
concentration inequalities.
Measurements were performed on a 7T Bruker ClinScan Animal scanner, with the RF pulse trans-
mitter frequency set on the resonance frequency of acetone. A Gradient Echo sequence was used
with two (Dixon) and three (VARPRO) Echo readouts per excitation. Spoiler gradients were used
to destroy remaining signal after the last echo readout.
The readout bandwidth of the images is 900 Hz/px to accommodate for the short Echo Times,
as well as making sure that there is negligible chemical shift artifact. The difference in resonance
frequency at the measured field strength for acetone and D2 is around ∆f = 770 ± 10 Hz. Three
sets of imaging measurements were performed on the four phantoms with a different number of
averages: Navg = 8, 16 and 32. The flip angle of the RF transmission pulse was set to 10 degrees.
The repetition time TR was set to 2 s to allow for thermal relaxation between measurements. Post-
processing was done using the MatLAB computational software package for the MRI data using in
house built implementations of an asymmetric Dixon Algorithm and the VARPRO procedure. For
the analysis of the FID’s additional software with the name of ssNake was used in the Analysis.
The FID’s were measures using the same MRI system using a standard ’pulse-acquire’ sequence
with 16 averages per phantom. The acquisition time of the FID was set to 100 ms. The repetition
time (TR) was set to 10.0 s to allow for signal relaxation along the longitudinal axis.

Processing the FID’s
Each of the FID’s were processed within ssNake by applying the following processing steps. The
first step is zero-filling where the initial N × 1 vector is appended with zero’s up to the size of
2N × 1.This makes the spectra easier to analyse visually. Afterwards a cos2(αt) filter is applied
to the data, where the parameter α = π

2Tacq
in order to remove the sudden jump in the appended

data introduced by adding zero’s as there was still residual signal left at time t = Tacq. After
fourier transforming the modified FID, zero’th and first order phase corrections were applied before
finally correcting for baseline errors which were huge in these data. For three of the four spectra
the baseline corrections could be applied satisfactory. For Phantom 1 however the best polynomial
fit of the baseline would actually subtract part of the signal of D2O, while it would leave some
baseline under the signal of acetone which would introduce bias in the ratio calculation. Therefore
the ratio reported in Table 1 and Table 2 for Phantom 1 is the ratio calculated without baseline
correction (2.60:1) as opposed to the baseline corrected ratio (2.88:1). The post-processed spectra
are presented in Figure 1. The baseline is introduced with instability of the ADC during the
first half of the measurement, which implies that discarding some data points will not solve this
problem. The origin of this instability is unfortunately unknown. An example of the worst case,
the measurement of Phantom 1, is given in Figure 11. Although the other cases are not as bad
as this is with Phantom 1 similar behaviour does occur. The determination of ratio’s was done
by computing the integrals of the two peaks and dividing them by each other. The integral was
estimated by summing the data points, and it was made sure that the summing interval for the
two peaks was of equal size per spectrum. The results of the ratio’s are reported in Table 1 and
Table 2 along with the results of the reconstruction algorithms.

The 2 point asymmetric Dixon-algorithm
The acquired images for the Dixon algorithm are found in figure Echo times for the 2 point Dixon
algorithm were chosen such that the phase difference between the orientations of the magnetizations
between acetone and D2O were 0 and 2

3π. Combined with the frequency shift this yields Echo
Times of: 2.56 ms and 4.27 ms per acquisition. Results of the reconstruction are presented in
Figure 3.
As is clearly seen in Figure 3, the reconstruction of Phantoms 3 and 4 have failed using this
algorithm. While the acetone is reconstructed fine due to the amount of protons, the D2O in
those signals produced too little signal for the algorithm to properly separate it. Roughly a third
to a half of the voxels have no signal, while the rest have relative high amount of signal which
should not be there. Phantoms 1 and 2 have a successful reconstruction in the sense that the shape
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(a) Measured ratio 2.88:1a

aFor this spectrum the non baseline corrected result of
2.60 was used, due to the added bias of the correction.

(b) Measured ratio 5.56:1

(c) Measured ratio 8.71:1 (d) Measured ratio 17.76:1

Figure 10: The post-processed Spectra of the FID’s measured of the four phantoms.

Figure 11: The FID of phantom 1. It is unknown why the strange offset occurs in the first half of
the signal. The amount of points which is needed to discard a baseline is more than half of the
signal, which implies that such a solution will not work in this case.
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Figure 12: Acquired echoes of a single acquisition time point for the Dixon algorithm of the four
Phantoms

and the uniform signal distribution of the phantoms are correct. However when one compares the
ratios with the ratios of the measured FID’s there seems to be a discrepancy. For Phantom 1 and
8 averages the ratio of the reconstruction is 57% of the ratio of the FID. There is better agreement
in the case of 32 averages, although 88% is still a non-negligible deviation from the FID. It is
interesting to note that the algorithm made a swapping error during the reconstruction, in that
the image where acetone should, the D2O was reconstructed and vice versa. This is possible as
the algorithm is based on magnitudes of the signal as was explained in an earlier chapter. The
measured signal ratios are given in table 3.

Phantom FID Navg = 8 Navg = 32
1 2.60* 1.49 2.29
2 5.56 4.54 4.47
3 8.71 - -
4 17.76 - -

Table 3: Measured ratio’s using Dixon: acetone (numerator) over D2O (denominator)

The VARPRO algorithm
As was mentioned before the VARPRO algorithms used three echoes for reconstruction of the data.
Due to having more freedom of the echo times the actual measurement duration is of comparable
order as the acquisition time for the images reconstructed by the Dixon Algorithm. The Echo
times were 1.81 ms, 3.52 ms and 5.23 ms, yielding roughly a 5

6π,
9
6π and 13

6 π phase difference
between the orientations of the magnetizations between acetone (with phase = 0) and H2O. The
acquired images from the scanner are presented in figure 14.
Images concerning the reconstruction are given in figure 15. There is a border artifact along the
right edges of the phantoms in the reconstruction, which is best visible in ratio images. It is also
visible on the left border, but in this case the ratio is inverted. This is due to the frequency
encoding direction being along the left to right axis. The combination of the frequency difference
due to chemical shift between acetone and H2O being approximately 85% of the chosen Bandwidth
per pixel which implies that the acetone is shifted one pixel with respect to H2O. The ROIs of
the Phantoms for calculations have been chosen such that these border voxels are outside of the
region.
SNR calculations of the first echo for the four phantoms indicate that for this acquisition the SNRs
are between 9.4 (Phantom 4) and 14.8 (Phantom 2). The B0-field map shows that (other than
2 pixels which suffer from boundary artifacts) that the field map differs about 65 Hz across the
sample and that the field map is smooth. The B0-field measured at the position of Phantom 1 does
deviate more from the other Phantoms, as that it id about 150 Hz, while the other phantoms vary
between 180 and 210 Hz. Judging from the shapes and the distribution of the signal within the
phantoms reconstruction was successful for all phantoms. The noisy voxels in the H2O voxels are
expected. When comparing the ratio’s of the reconstructions to the ratio of the FID’s it may be
seen that for Phantoms 1 2 and 3 there is good agreement with each other.The differences for the
first phantom are very small, while for the second and third phantoms there is a small difference,
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(a) Reconstructed acetone (b) Reconstructed H2O

(c) Ratio acetone / H2O ratio (d) Acquisition of the first echo with phantom labels

Figure 13: The seperation of the acetone/D2O Phantoms using a traditional Dixon algorithm,
Navg = 32

Figure 14: Acquired echoes of a single time point for the VARPRO algorithm of the four Phantoms

but they are all less than 10%, and even less than 5% for 16 and 32 averages. A full table of the
ratio results is given in table 4. For Phantom 4 one may conclude that the reconstruction has
failed based on the ratio’s, although this is expected due to very low amount of D2O signal in this
phantom.

Phantom FID Navg = 32 Navg = 16 Navg = 8
1 2.60* 2.56 2.48 2.64
2 5.56 5.32 5.45 5.35
3 8.71 8.59 8.32 8.16
4 17.76 30.13 29.3 29.6

Table 4: Measured ratio’s with VARPRO: acetone (numerator) over D2O (denominator)

DNP Phantom
One phantom containing Pyruvate and Acetate was produced in house with a ratio of approxi-
mately 2:1. The Chemical shift difference is calculated to be 830 Hz at 7T. During the first FID
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(a) Reconstructed acetone (b) Reconstructed H2O

(c) B0-Field Map (d) Ratio acetone / H2O ratio

Figure 15: The seperation of the acetone/D2O Phantoms using VARPRO, Navg = 16

measurement of that phantom it became apparent that the amount of Acetate was insufficient to
test an imaging sequence on, which implies that the phantom had to be modified afterwards. Since
there was no second FID acquisition taken afterwards, the exact ratio of the phantom is unknown.
The measurement confirmed the chemical shift frequency difference, but there was insufficient time
to hyper polarize the sample again for another FID, so the 2:1 ratio is a rough estimation. The
Sample was hyperpolarized using the in-house hyper polarizer. The polarizer has a static magnetic
field of B=3.38T. The used polarization radical for supply of unbounded electrons is 4-hydroxy-
tempo. At the given field strength the microwave frequency which polarizes the sample best is
95.05 Mhz.
Measurements were performed on a 7T Bruker ClinScan Animal scanner, with the RF pulse trans-
mitter frequency set between the resonances Pyruvate and Lactate. The pulse is a 15 lobe SINC
pulse with a duration of 1 ms, implying that the bandwidth-time product of the pulse is set to
15. For perfect SINC pulses, which physically are not possible, this implies that the frequency
bandwidth is 15000 Hz. In reality this is shorter, but not by order of magnitudes. Therefore as
the frequency differences are smaller than 500 Hz from the transmitter frequency, both resonances
are within the pulse bandwidth.
A gradient echo sequence was used with six echo readouts per excitation. The echo times are 1.67
ms, 3.24 ms, 4.80 ms, 6.37 ms, 7.94 ms and 9.51 ms and correspond to two sets of the following
phase separations: 5/6π, 9/6π and 13/6π. Spoiler gradients were used to destroy remaining signal
after the last echo readout. For the Dixon algorithm two of these echoes were used for reconstruc-
tion. The repetition time between different k-lines within an image was set to 41 ms. The time
between measurements of a new image was set to 2 seconds to record magnetization dynamics in
time.
The readout bandwidth of the images is 800 Hz/px to accommodate for the short Echo Times,
as well as making sure that there is negligible chemical shift artifact of approximately 1 pixel.
Phase encoding was done along the left to right axis. No averaging was performed in this dataset
to preserve remaining magnetization. This yielded into 7 time points in which there was clear
MR-signal, of which 5 were of sufficient quality to do quantitative investigation. The sixth and
seventh echo show residual signal but a significant part of the phantom has a signal below the
threshold level for the algorithm. The first time point is defined as t = 0s.
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Dixon Reconstruction
The first two echoes where used for reconstruction. Although the two resonances in the first
echo were not in phase, the reconstruction attempt succeeded, as is seen in figure 16. The ratio
appears to be uniform across the sample and the shape is correct, although it is seen that the ratio
reconstruction of the fifth time point is already significantly distorted. The quantification of the
signal has two problems. It is erratic in time as may be seen in figure 18, along with the shape of the
reconstruction, as well as between 30% and 40% lower than what was expected from this phantom.
What also is strange is that there is no chemical shift artifact visible in the reconstruction, while it
should be there with the measurement parameters presented in the previous subsection. A tabular
representation of the Ratio’s is presented in table 5.
Since the noise correction algorithm is stochastic of nature for the Dixon method, an average of
120 reconstructions were taken. This could have easily been much less as the fluctuations were
in the order of 0.05 or less. Even though the general trend of an increasing pyruvate signal with
respect to the acetate signal seems to be reconstructed, the erratic behaviour between individual
time points indicate that there seems to be something wrong with the quantification of the signal.
Theory predicts that due to T1 the signal strength of pyruvate should increase (almost) linearly, and
the ’oscillations’ observed are physically impossible. The suspicion of bad quantification is further
supported by the fact that the phantom was constructed at around a 2:1 ratio for Pyruvate/Acetate,
while the ratio is significantly lower for the Dixon reconstruction.

Measurement Time (s) Ratio*
1 0 1.29
2 2 1.20
3 4 1.23
4 6 1.43
5 8 1.41

Table 5: Measured data on the DNP experiment’s with Dixon: Acetate and Pyruvate
*Average of 120 reconstructions

VARPRO Reconstruction
All six echoes were used for image reconstruction. The model used for VARPRO reconstruction are
resonances 0 Hz and −830 Hz. The B0 and T ∗

2 reconstructions are found in figure 17. Please note
the slightly different colorbars for each image. The B0-map is smooth and not varying that much
within an image, as is expected. The minimum and maximum values of the B0-map, excluding the
boundary due to interface and therefore susceptibility effects are 321 Hz and 382 Hz which implies
a difference of of 61 Hz across the sample. This is consistent with the achieved line-width during
shimming of the sample of about 60 Hz. Over time the calculated B0-Map shows a maximum drift
of 20 Hz which is near the interface. At the interior a maximum of 15 Hz was found as an outlier.
The average drift in time of the B0 field across the sample was 10 Hz, which may be attributed
to results due to noise rather than actual B0 drift.
The T ∗

2 -map reveals first that the T ∗
2 is decreasing over time. This makes sense as during the first

three measurements the sample is still injected into the eppendorf tube. This implies that the
spatial distribution of the phantom is not yet uniform, which results in convections of the spins.
As the spins move during this period of higher convection, they are all subject to a more similar
time averaged magnetic field resulting in less de-phasing due magnetic field inhomogeneities. This
would explain the higher T ∗

2 time. From the third measurement and beyond, the T ∗
2 constant has

stabilized, implying that the convections just discussed are relevant for less than 5 seconds. A table
with the results of these T ∗

2 and the computed ratios of Acetate and Pyruvate signals is found in
table 6:
The computed ratios of reconstructions of images 1, 3 and 5 are presented in figure 18 on the right
hand side. The first thing that one notices is the border effects on the top and the bottom. This
is due to the frequency encoding axis being along this axis, combined with the chosen bandwidth
and given chemical shift. The ratio’s are uniform in all images, although there is a sign of signal
degrading in the 5th image. The Time evolution of the ratios is also presented in table 6 and shows
that the signal of Pyruvate is slowly increasing with respect to that of Acetate. This may partially
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(a) Acetate signal (b) Pyruvate Signal

Figure 16: DNP Phantom reconstruction using the Dixon Algorithm. These are reconstructions
of time points t = 0s (top), t = 4s (middle) and t = 8s (bottom)

Measurement Time s Ratio T ∗
2 (ms)

1 0 1.82 23.0
2 2 1.84 19.8
3 4 1.90 17.3
4 6 1.95 17.1
5 8 2.02 17.3

Table 6: Measured data on the DNP experiment’s with VARPRO: Acetate and Pyruvate

be explained by the fact that hyper polarized samples return to thermal equilibrium with time
constant T1 which is around 40 s for Acetate and 50 s for Pyruvate. The theoretical result is a
straight line, which appears to agree very reasonably except for the first time point. Assuming T1
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(a) Calculated B0 (b) Calculated T ∗
2

Figure 17: Calculated T ∗
2 and B0 maps for the VARPRO reconstruction for images at t = 0s

(top), t = 4s (middle) and t = 8s (bottom).

values of 66 s for pyruvate [1] and 38 s for acetate [2], the measured slope (disregarding the first
time point) is too steep. Modeling signal strengths have revealed that for an initial magnetization
ratio of 1.82, which is the magnetization ratio at t = 0s the magnetization ratio should be 1.991
at t = 8s. This is a difference of 1.5%, although it should be noted that the line should have been
straight. Assuming a worse case scenario and modeling from time point t = 2, the magnetization
ratio at t = 8 should be 1.97. This is a difference of 2.3%.
Since the numbers for this phantom seems very reasonable and the dynamics show a trend which
seems to follow predictions from theory one may conclude that the method is rather successful and
it should be considered to further validate the method with different phantoms as well as different
field strengths to assess the possibilities and limitations.
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Figure 18: Ratio Pyruvate over Acetate. Left: Dixon. Right: VARPRO.
From top to bottom images at t = 0s, t = 4s and t = 8s and the time evolution of the ratio’s.
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Figure 19: Reconstructions of the separated signals using the VARPRO method. Left: Acetate.
Right: Pyruvate.
From top to bottom images at t = 0s, t = 4s, t = 8s and the time evolution of the measured ratio
of the signals.
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Discussion and Conclusion
The subject of this thesis was to assess the possibility of separating hyperpolarized NMR signals
by using phase differences due to chemical shift. In the first few chapters of this thesis the Mag-
netic Resonance phenomenon was thoroughly examined from first physical principles. Starting
from quantum mechanics and using some calculus have eventually yielded the macroscopic Bloch
equations which describe the time evolution of the magnetization. These Bloch equations were
then studied further for two special cases: Free precession and the dynamics during a pulse. Us-
ing these limiting cases it was possible to derive a signal model which could be used to predict
the result of MRI measurement. These signal models are the basis for the Dixon and VARPRO
methods used in the experiments in this thesis. The mathematical foundations of these methods
were also explored in order to understand the method completely and simulations were employed
to assess the validity of the methods and the calculations. The quantum mechanical background of
hyperpolarization was also explored in order to understand the physical process behind this class
of phenomena.
To the end of assessing separation of low resolution MRI signals a number of experiments were
done where both algorithms were used for reconstruction to separate the signals. The results
clearly show that in theory the separation of the signal is possible, although the Dixon method
has shown that in low resolution it has trouble separating signals with large differences in SNR.
This is on one hand expected since the number of parameters for the Dixon algorithm is less for
not incorporating signal decay due to T ∗

2 and B0 shift terms into the model, which should lead to
a worse reconstruction because the signal model used in MRI does incorporate those terms.
However the Dixon method has shown to be able to answer the question whether a signal is there
or not: If the SNR is not too different reconstruction of the signal is possible and the position
of high signal intensity values are correct. Precise quantification of the signal is usually mediocre
at best on the other hand: The polarized measurements reconstructed with this algorithm show
a signal evolution in time which simply is not physical, the reconstruction of the phantoms show
that the computed ratio’s have larger differences with the measured signal from the free induction
decay signals measured compared to the VARPRO algorithm.
Finally also the clinical data shows that the reconstruction is much more noisy and that quantifica-
tion on smaller scales is not reliable. While one might say that convergence to a statistical average
of fractions also happens with the level of noise in the Dixon reconstructions, giving localized es-
timates is not reliably possible. Advantages of this method is that it is inherently fast and that
it only requires two echoes. Although it should be noted that the phase differences between the
echoes should be between 2/3π and 4/3π, which when combined with the chemical shift frequency
causes that echo times are still quite large. This leads to acquiring less echoes and therefore mea-
surement points within the same timeframe.
The VARPRO method incorporates more variables and therefore requires more echoes to work
reliably. The number of echoes which was used in this work for reconstruction was 6. Even
for hyperpolarized reconstruction the number of echoes could have been more for more precise
measurements as there was still enough signal left after the sixth echo, but this was found out
afterwards. The estimation of the B0 and incorporation of T ∗

2 seemed to make the quality of the
reconstruction better. The hyperpolarized data showed dynamics in time which are at least phys-
ical, although it is not fully explained why the ratios of pyruvate and acetate change a bit too fast
in time. The fact that the signal intensities do change and that the ratio of pyruvate over acetate
increases is as expected. Furthermore the error with respect to predicted theory is quantitatively
not to large as was calculated.
The T ∗

2 maps have also shown dynamics which are very well possible for this data and a pretty
uniform B0-map is also expected due to the small sample size. The phantom data also showed that
it can reliably separate a larger class of ratios than the Dixon algorithm, although there are still
small differences between the reconstructed measurement and a pure spectroscopic measurements
of the amount of signal. The B0 maps show the same reliability as the maps for hyperpolarized
data as well. For the clinical data the VARPRO algorithm showed that it can create a much less
noisy reconstruction than the Dixon algorithm, and that further enhancements could be made by
incorporating one or two extra resonances in the fat model which are have lower intensities. The
T ∗
2 map has shown to have more realistic values for fat when incorporating multiple resonances, as

a T ∗
2 of 150 ms is not realistic.
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For a conclusion on whether phase data is a conceivable approach for low resolution hyper polar-
ized data the answer would have to be yes based on the performed experiments. Data in this work
have shown that the principle works, and that results are promising. However the amount of hyper
polarized data considered here is not sufficient for a definitive conclusion and this should be further
investigated. Phase data methods also have an advantage of other methods, in that one models
what signals should be in there. Methods based on physically separating signals on the resonance
frequency by utilizing low readout bandwidth strategies actually measure every resonance in that
range.
The problem for hyperpolarized data is that it is possible for pyruvate hydrate to have formed
which contaminates the image by assigning high intensities of either signal where there is none. In
the phase method there is no projection along the resonance frequency of that signal and therefore
most of this signal is filtered out. Should one suspect that formation of pyruvate hydrate results in
overfitting of either signal one may also confirm the formation of pyruvate hydrate by adding that
resonance into the signal model. It was shown that three reconstructing three resonances from 6
or more echoes is possible using VARPRO, although the lower SNR compared to water and fat
might make it more difficult. This may be validated using a controlled experiment.
The next steps in investigating this would be to first validate this approach with more phantoms.
Should that validate the assessments done in this paper, one could think of trying to replicate
the results using in vivo measurements. Although T ∗

2 -map and possibly B0-map estimation will
probably be a larger challenge, one is reminded that acquiring more echoes is possible as there was
still a significant number of signal left after 6 echoes which were spaced at 2/3π apart. 9 Echoes
should definitely be possible with good SNR if not more, one should however make sure that the
echoes are spaced at 2/3π apart per echo, in order to estimate the field map reliably. Even though
there are challenges ahead, the VARPRO method looks promising and has its advantages over
currently used methods.
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